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« —A]3E: EDR KimiK3 DCP MR fallback, &£ runner B—ES KR

 BESNME: EEWRERE, FEA—NRBREARE ST /EERA B revert, maEHEN
BATRAZTTAMDHTIRIE fallback RH3&, H@BFAEENEE (EERI. BIFRE—FL
XR) o XNEAE vLLM FAER runner 5§ attention layer Z [BIHEKIERY), YLK DCP (
decode context parallel) 8 dcp_local_seq_lens {£#L&H S £ ME,

THRES B

PR body BAFATEH : #53664 M fallback ZARFL, EA dep_local_seq_lens # V1 &£
A runner (viim/v1/worker/gpu_model_runner.py) #a MRV2 #3R{L runner (
vlim/v1/worker/gpu/model_runner.py + cp_utils.py) F#EISE MLA decode BAZE/TRIMK
TR R., RE fallback £¥E KK runner MK ENNI—WRFENBRZILERT
dep_local_seq_lens, layer KEFBRRAM AR LAIK, BRELREREE—FLRIFE (BER

runner) o

LI AE

1. MIFR MLA attention BE® ) fallback S5¥r=: & vlim/model_executor/layers/attention/
mla_attention.py B9 MLAAttentionLayer.build() #, DCP decode % (
self.dcp_world_size > 1) JRAEE assert seq_lens is not None VA% if
dcp_local_seq_lens is None B33t get dep_local_seq_lens() JRAEMZEE, A OR2IRMIFR

(&£ 10 47) . B&BIJE decode X EIEAE1E runner 3EZ ] decp_local_seq_lens, F1RE
dcp_tot_seq_lens_device = seq_lens[:num_decodes] 5 max_seq_len # DCP A4 Xit&,

2. BBRIMREM R A Kimi PP B4 B : 7 tests/models/test_registry.py
test_registry_is_pp S8 Mt5%&+, MERT KimiLinearForCausalLM #n
KimiK3ForConditionalGeneration I (JRAKFE supports_pp A True) , #HEMRAE
1 BB BT Ao

3. CI BBERIF: #R /ci run f% Buildkite CI, £KMEILZ /ciretry EREET, KRHI
FEF, TERE. KESRHBLE,

R

« vlim/model_executor/layers/attention/mla_attention.py (#3k 5EEAHE; 2% source;
KA data-contract: F5 MLAAttentionLayer.build) : #OZEE X4 MBIk



MLAAttentionLayer.build() # DCP decode 4% B assert 5
get_dcp_local_seq_lens()fallback, 1# runner B A dcp_local_seq_lens BIrE—4 =&,
« tests/models/test_registry.py (iR SEME&; K5 test; KA test-coverage; FE
test_registry_is_pp) : MREEZTE: IR test_registry_is_pp S5k F
KimiLinearForCausalLM 5 KimiK3ForConditionalGeneration W, 5EIR #53664 8
TARFF K,
XS MLAAttentionLayer.build, test_registry_is_pp

RERED F B

vlim/model_executor/layers/attention/mla_attention.py

oo B U MR MLAAttentionLayer.build() # DCP decode %% 8 assert 5
get dcp_local_seq_lens() fallback, £ runner BXA dcp_local seq lens BMgE—4 =&,

# MLAAttentionLayer.build() ¥ DCP decode 4% (revert &)
# X B HHEE/F runner B3E %R dep_local_seq_lens,

# FEEM fallback JRAEZEE, U= runner MIEYI,

if num_decodes > 0:

dcp_tot_seq_lens_device = None

if self.dcp_world_size > 1:

# DCP #RX T, dcp_local_seq_lens B model runner ¥z

# CommonAttentionMetadata BEERMHER (V1 5 MRV2 s54ut)
# AWXBERBEE assert & get_dcp_local_seq_lens() EiR,
dcp_tot_seq_lens_device = seq_lens[:num_decodes]

seq_lens = dcp_local_seq_lens

# DCP % J&, f£& rank B& K token ¥4
#eeillL/(N*ID)*I, Ed LA max_seq_len,
# N A dcp_world_size, 1 A cp_kv_cache_interleave_size,
# ZRARHMR GPU->CPU R# H&/AME workspace I B4 EC.
num_partitions = self.dcp_world_size * self.cp_kv_cache_interleave_size
max_seq_len = (
(max_seq_len + num_partitions - 1) // num_partitions
) * self.cp_kv_cache_interleave_size

# ¥3E decode JTE N TTHIE, seq_lens W ERE DCP Al
decode_metadata = self._build_decode(

)

block_table_tensor=block_table_tensor[:num_decodes, ...],
seq_lens_device=seq_lens[:num_decodes],
max_seq_len=max_seq_len,
query_start_loc_cpu=query_start_loc_cpul: num_decodes + 1],
query_start_loc_device=query_start_loc[: num_decodes + 1],
num_decode_tokens=num_decode_tokens,
dcp_tot_seq_lens_device=dcp_tot_seq_lens_device,
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dcp_local_seq_lens B9IESE (V1 runner £ gpu_model_runner.py:2456-2466 TLEMER;
MRV2 i#3d maybe prepare_dcp_local_seq_lens() ¥ gpu/model_runner.py:1728 3E%,
helper AXFE dcp_size == 1 B3RE None, MiZa X RE decp_world_size > 1 B#HA) , FF
WHAMRE fallback &¥EEKKET,
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1. 4&K&i runner 24y MR fallback &, ZEAREKESL runner BIRSITER
dcp_local_seq_lens, MLA DCP decode £ EIFE#E A None SBGR/TIEEIR (W48
REREIR) . XRABANZIWRBLMBOEIT, EEKRFTA DCP ADHRLEFRA,

2. MR B =8 : tests/models/test_registry.py F Kimi AMER A PP W= KR, *
k& Kimi 2R PP ZFHIEYNT, ZMNRALBEES. FTIXANKEARREN #53664
ey, BRBTEEEE,
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A (0 KimiK3) , EaTRHREERTRALS X, LFRS/TITALEWN, JE DCP B
REEER SR, - B XAFMAZTTAZRMN GeREMIFR) , EREA TR L
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FEHR fallback”, BWEITERIZERER DCP E RREH#RES, M@ /ERAE
ROCm + KimiK3 #§ DCP XX R EEZ, ERBEMLEETEA MLA &, TEKF
IERRFATA runner BBIREFHEBRA, - RRARD: BERZCEREZEE , KB runner
22, MRXEZRD
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« PR #53664 [Rocm][Kimi-k3] Fix pipeline_parallel support for the kimik3 DCP mode: 7
PR E#EIRZ PR 5| A MLA DCP fallback, assert 5MRFMESEE.



