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EZ #47699 I£BEEXTAIEITIFE| request factories BFYRIE T Jina JRAM bi-encoder 4k
HEMTZ 3, B [Restore it by reusing the existing token-limit validation and
truncation helpers before formatting the query and documents, matching Jina's online
path] o

LI RE

1. AT : BERITLEIZE viim/entrypoints/pooling/scoring/io_processor.py &
JinaRankingIlOProcessor.get_request_factory offline, &2
get_request_factory_online }RT BRI PoolingCompletionRequest # &
truncate_prompt_tokens / truncation_side (RIX#HABEAZIZEWREA) , MBEREBRRE
BT chat_template_kwargs, 524&%AE token [R#,

2. WRER&ELER S &K : 7 scoring_data = ctx.scoring_data ZRIHEAN
self._get_token_limits(pooling_params=ctx.pooling_params), £%|
max_tokens_per_query / max_tokens_per_doc; B if max_tokens_per_query > 0 or
max_tokens_per_doc > 0: A @A self._truncate_scoring_data(scoring_data, ...) B
scoring_data, £ ensure_str BRH queries/docs X% format_docs_prompts_funce
BN helper #3k B £ 3 PoolinglOProcessor, HEBbIEE(E (fafk. #3i max_model len)
B AR K —H ValueError, HiR{E B FBRE,



3 RFHEXAR: RFEE (None) RER 0 89 limit FALL AT, TEHEEIIR; Bkt RE
AT scoring_data, chat_template_kwargs.instruction MBRAE extra_kwargs LB,
B ZEXFEAARSW I, 1:N (B query I¥% doc) 5§ N:N (query/doc ——HBELx) s
MNPSOS X RSN, Rez2 7 8RG8 XA,

4. MERBLE: tests/entrypoints/pooling/scoring/test_jina_ranking_io_processor_unit.py
$3¥E offline_processor_and_context fixture (tokenizers B4 WordLevel +
WhitespaceSplit #J3& & /N PreTrainedTokenizerFast, SimpleNamespace {hi&
model_config / renderer) , FFEHARAB: test_offline_truncates_text_before_form
atting A 6 A£%k (unset / zero / query / doc / both-1-to-n / both-n-to-n) W= &lr/E
B <query> 5 <passage id="j"> XA, <lembed_tokenl> 5 <lIrerank_tokenl> #wigit#k.
MK instruction 28 ; test offline_rejects_invalid_token_limits XMFANFEE x {-1,
1024} Br = ValueError, #&3& docstring WA Tonline request buildingl 284 [lrequest
building] »

5. BEA4Z: {EEE macOS CPU M I8 failed, 3 passed] A 111 passed] , FHEHE
* A0 LAESRERBLMI 12 A6, K 1:1 MALERREIA 10 B prompt A
567 token [&3| 177 token, max_model len=256 FHEIREZNKRI; pre-commit 5§
mypy-3.12 #3838, ©FEM CI H43E /ci run & Buildkite #88292,
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« vlim/entrypoints/pooling/scoring/io_processor.py (13 #AtiE45; 5| source; %A
core-logic; %5 JinaRankinglOProcessor.get_request_factory_offline,
_get_token_limits, _truncate_scoring_data, format_docs_prompts_func) : #ZMEE &
. JinaRankingIOProcessor.get_request_factory_offline T/ AL prompt Z RI& £
max_tokens_per_query / max_tokens_per_doc BYiZERG &k, R2rE—IRA KA,

. tests/entrypoints/pooling/scoring/test_jina_ranking_io_processor_unit.py (1R ¥4
iX; K5 test; E A test-coverage; 5 offline_processor_and_context,
test_offline_truncates_text_before_formatting,
test_offline_rejects_invalid_token_limits) : EVAFFL: FIEHELK fixture SHANSEILA
B, BiE TEBREERN ] BiEX. REEE. MARSS EXERE.

XEFE: JinaRankinglOProcessor.get_request_factory offline, _get_token_limits,
_truncate_scoring_data, format_docs_prompts_func, ensure_str,
offline_processor_and_context, test_offline_truncates_text_before_formatting,
test_offline_rejects_invalid_token_limits
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vlim/entrypoints/pooling/scoring/io_processor.py

B E & JinaRankinglOProcessor.get_request_factory offline &1t prompt Z Al
M & max_tokens_per query / max_tokens_per doc BYiZERS Bk, =rE—IRKE,

def get_request_factory_offline(
self, ctx: AnyOfflinelnputsContext
) -> tuple[RequestFactory, int]:
assert isinstance(ctx, OfflineScoringlnputsContext)



# M PoolingParams.extra_kwargs iZEX max_tokens_per_query /

# max_tokens_per_doc: FRiIZEH 0 &3E, 1A max_model_len &

# X B HEW ValueError (BERERFFERL) , RXEBEEATHARE,

max_tokens_per_query, max_tokens_per_doc = self._get_token_limits(
pooling_params=ctx.pooling_params

)

scoring_data = ctx.scoring_data

# KRB : BHE format_docs_prompts_func Z RIEMTR 48,

# Jina B9 prompt B <query>. <passage id="i">. <lrerank_tokenl>.
# <lembed_token|> SLEMAMEHHERAR, &N BENA T RETIERIL,
# FROHBE XM RIIEN GXHREEL PR#55200 EMRIEIZIN)
if max_tokens_per_query > 0 or max_tokens_per_doc > O:
scoring_data = self._truncate_scoring_data(
scoring_data, max_tokens_per_query, max_tokens_per_doc

)

prompt_extras = ctx.pooling_params.extra_kwargs

queries = self.ensure_str(scoring_data.data_1)
docs = self.ensure_str(scoring_data.data_2)
chat_template_kwargs = (
prompt_extras.get("chat_template_kwargs") if prompt_extras else None
)
# instruction @ FEMT 8y scoring_data, HEILHE EXFEASBRAERE
instruction = (
chat_template_kwargs.get("instruction") if chat_template_kwargs else None

# 1:N (& query &% doc) 5§ N:N (query/doc —— &) BAMIMATLS
if len(queries) == 1:
prompts = [
self.format_docs_prompts_func(
query=queries[0], docs=docs, instruction=instruction

]
else:
prompts = [
self.format_docs_prompts_func(
query=q, docs=[d], instruction=instruction
)

for g, d in zip(queries, docs)

# HAFE (chat_template. lora_request. priorities &) BRAFEE ctx,
# BEL T %K tokenize 5iERME,
return PoolinglOProcessor.get_request_factory_offline(
self,
OfflineEncodelnputsContext(
pooling_task=self.pooling_task,
prompts=prompts,



tokenization_kwargs=ctx.tokenization_kwargs,
# HR ctx FRALEESG

)

tests/entrypoints/pooling/scoring/test_jina_ranking_io_processor_unit.py

EIFFL: FERA K fixture SAANSEAR], BUE TEBRERERL] BIEX. RHEASE.
WMARSE ERERE.

@pytest.fixture
def offline_processor_and_context():
# F&/N WordLevel 2188 + WhitespaceSplit £IIZET 2,
# it max_tokens_per_query / max_tokens_per_doc ByE M4 R ZFFE RS,
backend = Tokenizer(models.WordLevel({"[UNK]": 0}, unk_token="[UNK]"))
backend.pre_tokenizer = pre_tokenizers.WhitespaceSplit()
proc = JinaRankinglOProcessor.__new__(JinaRankinglOProcessor)
proc.tokenizer = PreTrainedTokenizerFast(tokenizer_object=backend)
proc.model_config = SimpleNamespace(max_model_len=1024, is_encoder_decoder=False)
proc.renderer = SimpleNamespace(
default_cmpl_tok_params=TokenizeParams(max_total_tokens=1024)
)
ctx = OfflineScoringlnputsContext(
pooling_task="token_embed",
scoring_data=ScoringData(
data_1=["query alpha beta", "query gamma delta"],
data_2=["document one two", "document three four"],
),
pooling_params=PoolingParams(
extra_kwargs={

"chat_template_kwargs": {"instruction": "Keep this instruction"}

),
tokenization_kwargs=None,
chat_template=None,
lora_request=None,
priorities=None,

)

return proc, ctx

@pytest.mark.parametrize(
("query_limit", "doc_limit", "n_queries"),
[(None, None, 1), (0, 0, 2), (1, None, 1), (None, 2, 1), (1, 2, 1), (1, 2, 2)],
ids=["unset", "zero", "query", "doc", "both-1-to-n", "both-n-to-n"],

)

def test_offline_truncates_text_before_formatting(
offline_processor_and_context, query_limit, doc_limit, n_queries

proc, ctx = offline_processor_and_context



queries = ctx.scoring_data.data_1[:n_queries]
docs = ctx.scoring_data.data_2
ctx.scoring_data = ScoringData(data_1=queries, data_2=docs)
# REAN3E None By limit, FARIE TRRE] 5§ [ER 01 HEMTAEBMT
ctx.pooling_params.extra_kwargs.update(
{
name: limit
for name, limit in (
("max_tokens_per_query", query_limit),
("max_tokens_per_doc", doc_limit),
)

if limit is not None

factory, num_requests = proc.get_request_factory_offline(ctx)
requests = list(factory())
assert len(requests) == num_requests == n_queries
for i, request in enumerate(requests):
prompt = request["prompts"]["prompt"]
query =" ".join(queriesli].split()[: query_limit or None])
# ARBANEE + XABRE limit 4NE, RSB A EERNZ A
assert f"<query>\n{guery}<lrerank_tokenl|>\n</query>" in prompt
prompt_docs = docs if n_queries == 1 else [docs[i]]
for j, doc in enumerate(prompt_docs):
doc =" ".join(doc.split()[: doc_limit or None])
assert f'<passage id="{j}">\n{doc}<lembed_tokenl>\n</passage>" in prompt
#ARBITHEARIE 1:N / N:N TR 598 ——X R

assert prompt.count("<lembed_tokenl>") == len(prompt_docs)

assert prompt.count("<Irerank_tokenl>") == 1
assert "<instruct>\nKeep this instruction\n</instruct>" in prompt
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