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« —4)3E: F3E Nebius Serverless Al BK3E vLLM 6/

 EEDE: BEB/RBIREE: PR, 43R PR REEFTIEE, BAZRIHESEL: (1)
%12 digest + A revision + CLI JRAZEREERFRIETEIN, XEFXTUEEEHA
B EMTEHE: (2) 8 IRUNNING RETER /K] A% URL &E—] FERIU
REERATPUATI E FEFRMSF, MAEERIETR; (3) X stop/start 5MIKREIIE X, KA
5/ AN FRMT AR K. BINEFEESNGELRHA: AXEEMES
digest/revision ¥ #AFE =K E H1 checklist (flinfE vLLM ZAR[E P B #7 pinned digest)
HFEEAE Cl FEDI shell BFBEMEEES dry-run RE, BINBEEZHD XL codex/
AIZ%. PR body &M EEMRE, Xtid Al #BIERE, EEERLZERS Nebius SRR
T IIE, FE BRI RIS S T A AR ERNM,

Th RES EAL

PR body 8 Purpose BB B#r2 [Add a single-GPU deployment guide for running vLLM
on Nebius Serverless Al Endpoints] , BEFit Nebius Serverless Al WAFPA —LTEHEE
#HE VLLM BIHERRZR, FEEALIENFL R Endpoint ©—HIB/TRRIZ LS MR, =I5
{5 % M, GPU 524, Tdoes not configure autoscaling or automatic scale-to-zerol » X
R E AR T 2218 X—— [Starting again can require fresh capacity and new
image/model downloads; do not rely on the container disk as persistent storagel , #tER
MIARE E—Re<] , MELEEFE. HE /BB TR, token BE. RUNNING A% T
BAMRTRXEE L REGRMAESRE, X Issue A%Z, BTE=AFFeaMEsR
R B A SR,

TR

1. FLETIEE, ERBEMRAM: E—KEEHE docs/deployment/frameworks/nebius.md
(148 4T3, O MIB) . TUEKRLEEA W docs/deployment/frameworks/ BE T, PR
body #tBH [The page uses existing automatic deployment navigation and links the
Nebius cookbook] , HEMZABKEN mkdocs BLERFALX M. EFIMF A Prerequisites
— Create the Endpoint — Check readiness — Send a chat request — Stop or delete
the Endpoint — Troubleshooting,

2. AR IMMRENSHEET: HREIEFETESETSE, B PROJECT_ID. SUBNET_ID,
REALA B B9 ENDPOINT_NAME (openss| rand -hex 6) 5 AUTH_TOKEN.



MODEL_ID=Qwen/Qwen3-0.6B. MODEL_REVISION=c1899de..., W& &35HA
viim/vlim-openai@sha256:89¢1d062... (A digest fdE tag) . FEEBRMHERATARIRA:
Nebius CLI 0.12.265. gpu-140s-a F&. 1gpu-8vcpu-32gb Tk, FHiRTHEZRE B
Xt CUDA/ IR 5) 5 1%F & B F A,
"W‘X'ﬁl—léﬁLﬁE’Jﬂ"QEX% nebius ai endpoint create £ --auth token --token "
$AUTH TOKEN", BERZE—/N% 0 —container-port 8000/http, XA%ARFFIXZE Nebius
token EABIAER ( lrequires exactly one HTTP port] ) , EZEBEZM vLLM B#
89 API key, BECEZ R BFE —public=false. --preemptible=false. --retries 1, FHi&if
Endpoint token 5 Nebius CLI #F#|lEEIERRERTE. FRAFEERFATEEZEH &
JE4AH TR token ERKRRE HTTP 401 3% 403] H9R MIIE,

4. BEFIEE5 ANDO URL %3 FEEERK nebius ai endpoint get / logs —tail 100
—timestamps MERA, BA jg -er N status.public_endpoints & {ff & ta4F—AN
https:// A8 (RKEFRA 1 M error("Expected one HTTPS URL")) , H XiZRIFAT, M
J=BA#a TRUNNING alone does not establish that the model has finished loadingl ,
ME /health BINE /vl/models 5l Qwen/Qwen3-0.6B F&E4 chat EX; F4FHAE
NEBHEmMAZEEBZE Endpoint,

5. ERRBIE E4RER / BRAUEA: chat ;RBIEE chat_template_kwargs.enable_thinking
=false FFBAXE Qwen TRIMN. FEBRSI, RATHIER curl -N BEREEELS
ja, AIhRM data: [DONE] YRR ; OpenAl FEEF3#IX ${ENDPOINT_URL}/V1 K
base URL, £&BHAZRLD U stop BERIP B, FHIA STOPPED, ZEHT start FTREEH
BEEEBSTH, BREZMIA get IRE NotFound, IFIREEXRIAIE. THHERE LS
Endpoint, #E#H &M H %,

6. HIE R 5 WIEELE: Troubleshooting B = 6 RER
——PROVISIONING/NotEnoughResources (RIS K ERZMMHFE) . RUNNING B
502/503 (BB THEFIEHE. TW egress. #OHE) . 401/403 (H Endpoint
token IR H| @ token) . CUDA/OOM (B 5Izshs M. EF5ETXKE) .
model not found (RR¥ ID 5 revision) . RNFR (FRBEBIERAFT—HER) o M
T AEFIRES / MR / B2 E /CI 2k5h, 1EE T PR body Test Result F44H A TIIEIESE
D RSB EN. Bk / $51R token 3E4E. chat. SSE B E 544 DONE. curl 5§ OpenAl
client 3.12.0. #%&. stop/start EM. KWKAESMER, HFEET 5 AR Endpoint,

R

« docs/deployment/frameworks/nebius.md (13t ERZXAY; %5 docs; LR
documentation) : ME—PREN UM : #7138 Nebius Serverless Al BKEFE4e/, 148 /T3P
AFEAL, BELZE Endpoint. token £, MR E. chat/ RNIAEK. stop/start 5
HIE, wEHE L, HEZEHRZ digest 5 revision fRIETE £,

XBES: KiRA
RAERED F B2

docs/deployment/frameworks/nebius.md



WE—BREI M #7138 Nebius Serverless Al BRERBIERE, 148 TRIMAFHERNE, BELE
Endpoint. token A%, MEHIZE. chat/ FWNIEXK. stop/start 57, KEHER, HFE
FEEMR digest 5 revision fRIET £ I,

TENRMNABRREHEET Bﬂ%u\é’]ﬁﬁ : S8 Endpoint (RASIRBIFL. ERGHOAR
—RYE) . BRIERLESERETEN ixﬁ(

# IRFEEE: B / FMW / REHL Endpoint £5 A0 token

# Endpoint ZWHENESR, BEeS5BARRES, EFERELT, AEER/EEERE Endpoint
export PROJECT_ID="<project-id>"

export SUBNET _ID="<subnet-id>"

export ENDPOINT_NAME="vlim-gwen-$(openss| rand -hex 6)"

export AUTH_TOKEN="$(openss| rand -hex 32)" # Endpoint A token, 5 Nebius CLI
BHEEIIERERA

export MODEL_ID="Qwen/Qwen3-0.6B"

# 5 tokenizer AR — revision, RIERESHEE—K. ERTEI

export MODEL_REVISION="c1899de289a04d12100db370d81485cdf75e47ca"

# vlim/vlim-openai:v0.19.1 XM E Linux/amdé4 $51& digest; 5 digest A% tag, #REBEZEH
export VLLM_IMAGE="vlIm/vlim-openai@sha256:
89¢c1d0629d377daa3f7f369cbeab167a7b48ea89aaacd12555e2b0b2f7f740d3"

# --container-command vlim + —-args "serve ..." EMT AT vlim serve
# —-auth token ZRMBAFRE—/ HTTP 350, EWXERHA 8000/http, WZAZM vLLM B API
key

# —public=false FRAEHIEAM VM IP, AT LLE managed HTTPS
AL; FRIMERHEN T HEEGER
nebius ai endpoint create \
--parent-id "$PROJECT_ID" \
—-subnet-id "$SUBNET_ID" \
-—-name "$ENDPOINT_NAME" \
—image "$VLLM_IMAGE" \
--container-command vlim \
--args "serve $MODEL_ID --revision $MODEL_REVISION --tokenizer-revision $MODEL_
REVISION --host 0.0.0.0 --port 8000 --tensor-parallel-size 1 --max-model-len 4096 --gpu-
memory-utilization 0.8" \
--platform gpu-140s-a \
--preset 1gpu-8vcpu-32gb \
--container-port 8000/http \
--auth token --token "$AUTH_TOKEN" \
—disk-size 250Gi --shm-size 16Gi \
--public=false --preemptible=false \
--retries 1

# 3% URL: WIS public_endpoints HM4FH — https AR, ZFHDF—NEREZERSE
X HEF4{E ENDPOINT {37 STARTING Bt ingress RE 404 BI1ER, FH1RE scheme
ENDPOINT_URL="$(nebius ai endpoint get "$ENDPOINT_ID" --format json \
| jq -er '[.status.public_endpoints[]? | select(startswith("https://"))]
| if length == 1 then .[0] else error("Expected one HTTPS URL") end')"
export ENDPOINT_URL="${ENDPOINT_URL%/}"



# AFIE: RUNNING RitBRIEHIEEN, SMF /health B&K3HE /vi/models BEF|HAER
curl --fail-with-body --silent --show-error --max-time 10 \
"$ENDPOINT _URL/health" -H "Authorization: Bearer $AUTH_TOKEN"
curl --fail-with-body --silent --show-error --max-time 10 \
"$ENDPOINT_URL/v1/models" -H "Authorization: Bearer $AUTH_TOKEN" | jg

# REIIE: R token N HEIEH, HAZE HTTP 401 =% 403

# X— 2 A THIA Endpoint 2 A B/IMNEZELEIEIER

curl --silent --show-error --max-time 10 --output /dev/null \
—write-out '%{http_code}\n' "$ENDPOINT_URL/v1/models"

AT K

A PR JLIR A LN review X5, 3 & comments 23K B bot: mergify %
ReadTheDocs T i &5$E, github-actions 4B X3P /Cl #ZRIRR, review MR A
claude[bot] B9—%tBH—— [This pull request is from a fork — automated review is
disabled] , BIiZXHARZBILEE, H—HALXIEHFE maintainer ywang96 ByftbgE: [
Thanks for adopting VLLM at Nebius!l , &AEBHBEERKIFER. BHAORITILH FFE)
FEXRHE PR body B HWIRIEIENES X4 ENERERR: /EHIE RUNNING # HERIg4,
Endpoint token 54| E FIE2 R, stop/start TREBEFHEZESERERREHRTEX, &
MTFRAXREET BT SEreviewE 3B B 88 (ELARMARSELETH. XKEELRE.
EHELE)

- Fork PR X B a4t review (other): TAERIT BB review, HFEUATHARKIT;
RS BB AR RS

« BIPENFE=HFEERSAENASE (documentation): 43PE RPN R & TTRAERZ 45,
A PR TERIEIEN,

o XRERNIIEATAE (testing): UESIFATIRFRIIEENR B MNIR, T FEZIZILE
, RERIAZE CI RE

PNSESE-AL

- R

1. RAYE digest 2% : #m1E vliim/vlim-openai@sha256:89¢1d062....
MODEL_REVISION=c1899de.... Nebius CLI 0.12.265, F& / #i% gpu-l40s-a 5
1gpu-8vcpu-32gb €3 E %, —H vLLM AMAFHRASK Nebius TEIZFE / Fuk, £
IR LK, AR A E A BT EASST AR BN,

2. BB RAMIRS Cl Bk5l, docs MIERRE XTI AE5#K (PR body 1
B EHR API XBRSHITLKIIAEE) , shell FE. jg -er R&EKX. FK JSON
HARET, M AR R B IE L.

3. A S EE Y R ERIAE: --tensor-parallel-size 1 —-max-model-len 4096
--gpu-memory-utilization 0.8 --disk-size 250Gi --shm-size 16Gi Z4%t* Qwen3-0.6B
+ B3K L40S WERRARE,; AFEERKIIERENXERETXS OOM, XHERE
HFE X B2~ Icheck the model's memory requirements and maximum context
length] o



4. BRI : export AUTH_TOKEN=... R# X shell £ 5HEFE, EEARET
= {# F Nebius secret environment variables HFEFE S I unset AUTH_TOKEN, 1B
IR EEA £ secret BIE; IFW—EREERIAT token RIARFE. —public=false §
401/403 REBIFRES,

5. NOEXARKIMERITA . URL HILT STARTING MER&3RE 404, At URL HERM
PEHF R 1 SRREKRBIEE SN, BA Nebius EAFRAE R, TEMUTAZNAEEERL
XL E, -FW: XAF: BEE Nebius Serverless Al L B#EE vLLM A #5
—%& TANBIZZZEIE] NI EHIERIZ, BEIRAIALEA D 404, token SBE. £
RUNNING Em4. mRUAERKRE#HEFSMER, BTREER EFRAN K.
ARG BRFW, AR ETEITRAEERZR. BEERAMERIKE, FKRTIREZM, Xt
RS £7%: docs/deployment/frameworks/ BB = F S EEHALEY K, IERFEH
B IFRAM 1BER) A [£P XA, EEPRANDSMZEBRIREKER (
digest. CLI fRAR. F& / FiR) . PHEEEKRREK (A3XkE. 23X, TETRMAE)
, BTSN ET W S ——TUE B 53 deployment S, B Bi@i¥ ReadTheDocs T
EEREE, - NEARID: RAS5E digest BH , XSS T EHURE , =65
BWIRLUBRANME , BHLERRETERAIAY , IR FETAREREKEAE S

KRR EE

« PR #56286 [Docs]: quote variable-bearing wheel URLs: Bl A2 X44 PR (R B docs N
7. TBATHRBELTE) , THTFXE VLM I XEEXRSNITERESEHTE, HEER
Rk TRPERIEMEGS /URL S5 XETHAMER-,

« PR #56379 [EC] Automatically enable embedding inputs on EC/KV consumers: [&J&=2R
RSN EL: A PR @M Serverless Endpoint BIEFHELE, % PR @A
EC/KV EHEMB BB E, #RRBE vLLM EEER E % SMRIRE TN



