PR #56387 TEIRLE

vlim-project/vlim
[Bugfix] [Spec Decode] [MoE] Avoid uninitialized EPLB state in DeepSeek V4.1 DSpark drafter
&3F8tlE]: 2026-09-15 22:35

JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/56387

PATHRE

« —A)iE: &% DSv4.1 DSpark £ EPLB T BE1AA R

cBESNME: EERIE, EEALE 26 TR, mZE abmfy AREXX T deepcopy 4 v A HAHY
A ——CREM VLM ERER S BAMER X EE config. BREZFBTRHREYX—AE
HEREHM, BVKRFEEARITAE: —BAMTLARE SR TRERZE load_dspark_model()
fF2ERAE X (viim/models/deepseek_v4_1/nvidia/dspark.py B9-5-27 5231 24 M)
: — & enable_eplb / num_redundant_experts / enable_elastic_ep Rt ME—K
replace() FRF*F]; Z2MRWMATHE fake config BERAZTEXRPIE RFMH ., WEEAE
B ER EARSAR, RSEANTER MoE X7 EPLB EWEHEE, WUKRE EPLB
multi-model M.%| B X FFFHME EHmTh,

THRES B

PR body PABALER: DeepSeek-V4.1-Flash BFrtER A 384 N LK, DSpark drafter R
H 128 AN, mEHRINEM, YEBMERBA EPLB B, draft router 87K 7
enable_eplb=True, 1B drafter F}AKFMFIEEH EPLB model state, router &H|H8Y
EplbLayerState #8422 FR 3| expert_load_view 53ZER|MIE LT, profiling BEELK:
ValueError: EPLB requires expert_load_view != None, & & 8xH20 (TP8/EP8. Driver
595.58.03. CUDA 13.2) EIFHIE, BArZEik DSv4.1 + EPLB + DSpark-5 XE4£ B E
REIEF BN, REAEMEBAER L EPLB IRE,

SCEL AR

1. READ: £ EPLB BZ R A EI#Z loader B2, 8K
vlim/v1/worker/gpu/spec_decode/dspark/utils.py H# load_dspark_model(), MEIELE
replace(vlim_config, parallel_config=replace(vlim_config.parallel_config,
pipeline_parallel_size=1, tensor_parallel_size=...) RBMEERZIFITERE, HLAFE (&
enable_eplb) 5BH#£E, 3K drafter &7 BARUIE EPLB FFX, IAEXEZ B
RETRE  get_dspark_parallel_config(parallel_config, tensor_parallel_size) 3ERME
A, KT WRSEERBERMBEME, ThbhE B2 5 KA B irEE,

2. AOERE: E—R replace() FRFERREAEANEHF X, FREFEFE enable_eplb=False,
eplb_config=replace(parallel_config.eplb_config, num_redundant_experts=0).
enable_elastic_ep=False, X=#7%& ParallelConfig PEMAR (WELEXS elastic EP
FEXR EPLB $T7F) . AP BREZEFESHAME post-init RIBEK, EHBIRF T



Ko replace() RIUkE#, ERE ParallelConfig 5 BAr L AEYY, BEATEEAHITE, %4
BArFF /2 EPLB B, ®¥kH logger.warning _once %t —>X EPLB is disabled for the
DSpark draft model. EPLB remains enabled for the target model., itz EBEFTE
BEEIERE,

3. 2IRBRREN, REAXFBTHRS, FHRAE (commit baba774) &
vlilm/models/deepseek_v4_1/nvidia/dspark.py B copy.deepcopy(vlim_config) fm &
, review BEIEHEREZLEMER, BAETER replace(viim_config,
parallel_config=..., attention_config=..., cache_config=..., load_config=...) BX&#HiE
X, compilation_config EFBE%LEE BFmEREE, XIER DSpark KHiAYRTIR,

4. MREE: H fake config BUE RFME + BEM , #3E tests/v1/worker/test_dspark_uti
Is.py (+51 4T) , EX _FakeEPLBConfig / FakeParallelConfig WA dataclass, H
__post_init_ BZRIELBENAZE (redundant experts require EPLB. elastic EP
requires EPLB) , ZAFE _FakeParallelConfig() &% _get_dspark_parallel_config, &
= Bl pipeline_parallel_size. tensor_parallel_size. enable_eplb.
num_redundant_experts. enable_elastic_ep £%AZE, ERMAMLIKKE, #FH
draft_config.eplb_config is not target_config.eplb_config BIFR BN EM Rk EZF, ZN
BRAKE CUDA/ o RIREE, W B FRITAT,

5. BERXRMBMAES . RIS target/draft EPLB %3, Aksh EPLB multi-model
machinery; f#& DSpark ¥ff MoE ABE% EPLB fa#34f, X— &7 PR body B
Trade-off /NN EABE R, HAE/ZEME EPLB SR P jhsb i,

R

« vlim/v1/worker/gpu/spec_decode/dspark/utils.py (#&3k ZHARRS; 2% source; EH
core-logic; &% _get_dspark_parallel_config, load_dspark_model) : PfE—JRAD PRz 34
. ¥ get dspark_parallel_config() 37 load_dspark_model() =i8H, & EPLB &5
BEIR S, 2T deepcopy FFENEMRZIM,

. tests/v1/worker/test_dspark_utils.py (B3R $ZAARRS; K3 test; KR test-coverage;
45 _FakeEPLBConfig, _FakeParallelConfig, post_init,
test_dspark_parallel_config_disables_eplb_atomically) : ¥ ENDNR, EAKE—
HRERE,; BN fake BREEZIELAZTE, Pl BMEERATE + ERM=ZINFXRE
FRIA

XS _get_dspark_parallel_config, load_dspark_model,

test_dspark_parallel_config_disables_eplb_atomically, _FakeParallelConfig.post_init

KERAD B

vlim/v1/worker/gpu/spec_decode/dspark/utils.py

M —RBDBREN S FTE  get dspark_parallel_config() 3% load_dspark_model() @A,
%= EPLB REZENE R, WEFRH deepcopy 7 EHEBMRLZIM,

# vllm/v1/worker/gpu/spec_decode/dspark/utils.py

def get_dspark_parallel_config(



parallel_config: ParallelConfig,
tensor_parallel_size: int,
) -> ParallelConfig:
""#93% DSpark ERERIATEE: RIEN + BT X1 EPLB AHXFXK, "
# REBMERFZT EPLB BRR—K, BREA rank RERI B,
if parallel_config.enable_eplb:
logger.warning_once(
"EPLB is disabled for the DSpark draft model. EPLB remains enabled "
“for the target model."

# AHA replace() XEH, MAZE copy.deepcopy(vlim_config):
# ZREEBER load BRZEAWIRA, it
# compilation_config.static_forward_context £ FER
# torch.cuda.Event / torch.cuda.Stream W& GPU RREKE,
# RENZLEERSE, ZLRRAEL2TERRE. EEFEFMEEAAE,
#
# enable_eplb / num_redundant_experts / enable_elastic_ep =& F AR,
# AT EREF EIEEPRES, RIAER—K replace F—#E X,
return replace(
parallel_config,
pipeline_parallel_size=1, # DSpark drafter MR KIFAT
tensor_parallel_size=tensor_parallel_size, # BXB draft_parallel_config
enable_eplb=False, # EfaE KR 128 |= BAr 384, TEE R EPLB RE
eplb_config=replace(
parallel_config.eplb_config,
num_redundant_experts=0, # LR EFRIKH EPLB, XMEFTE
),

enable_elastic_ep=False,

def load_dspark_model(target_model: nn.Module, viim_config: VIimConfig) -> nn.Module:
speculative_config = vlim_config.speculative_config
assert speculative_config is not None
draft_model_config = speculative_config.draft_model_config

# 48 config IRKIBAEX replace: REBZERF|HWFE,
# compilation_config E115 BAnER £, EbX B4 REEHUREE DL,
draft_vlim_config = replace(
vlim_config,
parallel_config=_get_dspark_parallel_config(
vlim_config.parallel_config,
speculative_config.draft_parallel_config.tensor_parallel_size,
),
# attention_config / cache_config / load_config 08 £3Z BRFAT, B
)
# VIimConfig post-init &% & B#xfll quant config, EEERKEERNELERE,
draft_vlim_config.quant_config = get_draft_quant_config(vlim_config)



tests/v1/worker/test_dspark_utils.py

PR EVINR, BARE—HNRERE,; BN fake BREEZEXARE, PE BHREER
BT + ERM=MAXRFAA .

# tests/v1/worker/test_dspark_utils.py
from dataclasses import dataclass, field

from vlim.v1.worker.gpu.spec_decode.dspark.utils import _get_dspark_parallel_config

@dataclass
class _FakeEPLBConfig:
num_redundant_experts: int = 0

@dataclass
class _FakeParallelConfig:
"' 2| E 52 ParallelConfig WFEBRSE5AR, ATEARIIRERS, "

pipeline_parallel_size: int = 2
tensor_parallel_size: int = 8
enable_eplb: bool = True
eplb_config: _FakeEPLBConfig = field(
default_factory=lambda: _FakeEPLBConfig(num_redundant_experts=32)
)

enable_elastic_ep: bool = True

def __post_init__(self) -> None:

#H5ESNERE—BNIEE: UREZAM elastic EP L EPLB ARIE,

# R  get dspark_parallel_config 28R FH% F3X =7,

# XBREEWE, AMPBERX—FFXHNET,

if not self.enable_eplb and self.eplb_config.num_redundant_experts:
raise ValueError("redundant experts require EPLB")

if self.enable_elastic_ep and not self.enable_eplb:
raise ValueError("elastic EP requires EPLB")

def test_dspark_parallel_config_disables_eplb_atomically():
target_config = _FakeParallelConfig()

draft_config = _get_dspark_parallel_config(
target_config,
tensor_parallel_size=4, # ERMMER S BARRRA TP A%

# BAREAMREREITL: TP/ PP/ EPLB/ WAEXK / elastic EP R#R/E,
assert target_config.pipeline_parallel_size ==



assert target_config.tensor_parallel_size ==

assert target_config.enable_eplb

assert target_config.eplb_config.num_redundant_experts == 32
assert target_config.enable_elastic_ep

# ERME—MRINE, B=NEBFFRE—RMERE,

assert draft_config is not target_config

assert draft_config.pipeline_parallel_size ==

assert draft_config.tensor_parallel_size ==

assert not draft_config.enable_eplb

assert draft_config.eplb_config.num_redundant_experts ==
assert not draft_config.enable_elastic_ep

assert draft_config.eplb_config is not target_config.eplb_config

Wi EH AL
TS A S B REASCILE M copy.deepcopy(vlim_config) (frF
vllm/models/deepseek_v4_1/nvidia/dspark.py) . reviewer abmfy 24 7 —ERE M
load_dspark_model A% replace() M3&E¥ % config, ElERS BAzH=E
compilation_config; i drafter RE BArER E2MEHFMBREZ E A HAE (model
runner %8 target load _model(), B speculator.load_model()) , BBt
compilation_config.static_forward_context B.42385# T 7& B DeepseekV4Attention S|
(A torch.cuda.Event / torch.cuda.Stream) fo MoE runner/expert #3& (3FA GPU X
EKE) , & deepcopy B4MEE (Event/Stream R~XFF deepcopy/pickle) , B/ 2K
wESFEIMNEMRE., LEFEFMEEAARE, mABIAREANEREEALRAN
self._static_forward_context ¥8 M L/EBK, 1EEIARZAM, A commit EELEE
BEHRB|ELE loader B2, FEE “Already fixed” 5 “The old deepcopy path is gone”,
abmfy BEE%H LGTM. Thanks for the contribution!, ZJY0516 4 approve, PR &3, &
B R E R MoE %k EPLB H¥#1X—BMERE, WURFHM target/draft EPLB %% EPLB
% R HLH K ZHF

- EBAERINEJE deepcopy VIImConfig B &R 4L (design): 1EEEZZOMN, MK
deepcopy, 1B EPLB BEZM3|HFH load_dspark_model() X replace() &; 1B
2 BReMKR, abmfy BE/E approve,

« EPLB. WAL X, elastic EP WRTFXAS BREERSE (correctness): SLHLAHIRX
replace(), F¥3E test_dspark_parallel_config_disables_eplb_atomically F fake
config 8 _ post_init__ EZ AT EXRPUEIT A,

- Bff MoE X3 EPLB H#TMERE 5 B FMXFF (design): ME/IRBAREH, TEHNR
¥ target/draft EPLB X #BA#E 4 EPLB multi-model L& B4TAIE; % TS ISR IRER
issueo

« EVIMERAGFBET NG BERR (testing): MiRAN (1 passed) ; BEEBTETERER
iE, EEMRMBRMREESE 8xH20 EAF TR, Cl 2FBEZAESRETIOFHR
B

R 5 B



RS 1) EREMIMEREERE SRR BN Ef MoE Mk B2 AR35 EPLB 447, & EP %R T
# drafter TR oM A, EfRIRTEEEE; PR RATHHRERIE (
spec_decode_num_drafts_total 5. accepted_tokens_total 16) , ZAEIEEM / HEZ
R3tEh, FTIEFIRTZ workaround BYMERERM . 2) £ AR ENE: EfR config 5 B
¥r3EE compilation_config, enable_eplb=False R¥mMERE 28 ParallelConfig, &
TR R parallel_config REZE £ A EPLB communicator / expert map, EE
AR A TR ITH., 3) AL RATEEIING: AMEEREE DSpark B&1Z (
vlim/v1/worker/gpu/spec_decode/dspark/utils.py) ; EAGLE3. MTP SH fhE a3
ERE A BAr EPLB, ETEHAERMEMN expert_load_view RANEL B ARBEHEE, 4) MR
55 A REERS: BYINRA _FakeParallelConfig 5 £ 2| ERkiZHE, —BHSN
ParallelConfig.__post_init__ BIARZTM, MRARESEHLIN, EIEH5HD| 32K A
T H20 34, 5) ¥iEA NIE PR head EE~#: 1EFH B3R H20 BIFREA ™
DeepSeek & LE# loader BRI, FEX PR head BITE _StH|EZE, SiTHRAT
AL CI 58BNk,

- . AP E®: DeepSeek-V4.1-Flash + TP8/EP8 + B#xs EPLB + DSpark-5 XEBE
MBI ERBHEIAR"EATH, ZRIAMFshXEEAR EPLB A 8EBsh8I A~ =T AR E
EPLB K3 ; ERZEEZERMEALRBMERATNME, HEPFLSERRARRET. A
GEE: KHREATERERABERNFTERE, FREERKRE. MEEX. K&K
KV )R, BfER EPLB ZILZH compilation/attention/cache ECE ¥R IFRLE, H
FEE. BRAEE: A BicESERBEINCE—KEWAE loader BME&/NGERMET =
£ AR, FBIE heterogeneous target/draft EPLB #ER1F MR E EPLB multi-model
WLl JE4k EAGLE/MTP SEREEZEHIEEYK R, TURRE—EXNHE,

« RFeARie: EfRMIEEREN , BORIBATE , /03RAE Cl BE , MBI
B1EE4: |, fake config MR 7T LB

KRR EE

« PR #56903 [Perf][DSpark] Collapse DeepSeek-V4.1 draft states before SP all-gather:
ElJ& DeepSeek-V4.1 DSpark Efa#12 (vlilm/models/deepseek_v41/nvidia/dspark.py X
dspark BXMRAL) , —/ MUMLERRSEFEE, —MEEER EPLB Bahfim, HEMEK
DSpark Efg 4 6y B X LR &,

« PR #53458 [Bugfix][Spec Decode] Only create draft_id_to_target_id when draft
vocab differs: R##2 " &Efgg BArtath / WERL—H 31 &K spec decode bugfix (&%
EAGLE3 Bk WAREMRSY) , 54 PR 8 Bir 384 TX / Efa 128 TR FI EPLB RS
FHE B R — KRR,

+ PR #56962 [Perf] [Kernel] Integrate Mega-mHC from DeepGEMM for DeepSeek V4.1
(reopen of #56255): ElJ/& DSv4.1 B MoE/ T X I4TH XK, HEAZER KA MoE.
Eft5 EPLB BAEEZEREH, A PR ZEHPWERMEIT,

« PR #25311 Multi-model EPLB support for MoE speculative models ($r@E#% PR IE X I#
RMEFE) : PR body PABASIRBYLH]: NEREINFEM MoE BIRERF| NZHEE EPLB
FHF; A PR AIEH MBI (384 vs 128) BEZNFINZLF I, BTHELSYT EAM,



