PR #56382 ZEIRLE

vlim-project/vlim
[Bugfix] Carry over queued work when materializing the dedicated stream
&3F8tlE]: 2026-09-15 07:52

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/56382

PATHRE

o —A)E: ANREERRERIK, B8 MoE ELFIRER

- WENE: BEEREIR: 5 TEEEERTEN CUDA RFEXH (
cudaStreamNonBlocking., BEIERAH getter. ¥KFE / BERIREESE / EH=MERDE) .
HIFEM A vLLM B3 patch torch.cuda.set_stream #37 TLS BORE IR, WUk
A TE M SN 78 =3 R Y JE 4 TAE,

THRES B

PR body BA®: current_stream() & “a getter that mutates the current stream”, &XiEHA
PUT torch.cuda.set _stream(torch.cuda.Stream()), M@ pool stream X
cudaStreamNonBlocking Blz&, SERIANREZRARININF, El “Work already enqueued
before the switch and work issued after it are therefore unordered”, & CUDA B&{2%
pynccl #iafFa cudagraph capture RRIARAZ B XA A #ERA; 3 pyncel 2% N i

+ —enforce-eager B, B XRIAAZRE shared_experts.py By

self. stream.wait_stream(current_stream()), warmup M sequence-parallel input_ids

EHFR LW MoE routing JEFEERIE IR EAFAE, BEEBCREF T, #33K token B,

TR

1. ZEANA: viim/utils/torch_utils.py B current_stream() fEMEME DR, X
CUDA/ROCm HB12Z % (current_platform.is_rocm() or current_platform.is_cuda()) »

2. NEE . RIS EEE torch.cuda.set_stream(torch.cuda.Stream()), BB A etk
new_stream = torch.cuda.Stream(), 4T new_stream.wait_stream(torch.cuda.curren
t_stream()) /& torch.cuda.set_stream(new_stream), wait_stream() ZEF R LIEANSEF
B4, fRIEIBRLEEHRAR kernel &5k, EEEFAR LIRS AR,

3. KitERE: RE L ARK materialize (cudagraph capture BRIEBRIAFR) , REh—K
MEESRARE; 7EE 5818 “the change makes the switch safe rather than avoiding it’

4. ¥wam: BORIAAJE _current_stream tls Z£3%, current_stream() £ fast path; with
torch.cuda.stream(...) EXNEBRZFM; pynccl/cudagraph & MEEZ R ERAAA
R init e, TAFM.

5. MRE Cl BE: KMB2EM; 1EE7EIE NVIDIA mRE L EIM (before: stale=1
routed_ok=0; after: stale=0 routed_ok=1) , 3% ¥ TP8 MoE SZHLiE#E: CUDA HY3



&K% Cl &% tests/compile/ 5§ pynccl MR, njhill BAt% Buildkite CI #88928,
KX

« vlim/utils/torch_utils.py (3R FREIE; 25| source; £ core-logic; F&
current_stream) : #ZMEE & current_stream() BRI X CUDA/ROCm 41
BERRA, HiEFARAXIER wait_stream(), BIXERIRF, HRAR
cudaStreamNonBlocking RS IBRZ BMELFE O,

XS current_stream

KR B B]

vliim/utils/torch_utils.py

BoMEE & . current_stream() 1M1 X CUDA/ROCM ERIZELFRAT, SBikFR
XIER wait_stream(), EIXERIF, EFR cudaStreamNonBlocking 5 IB R =Z 18189 EL
FF&E O,

def current_stream() -> torch.cuda.Stream:

i “torch.cuda.current_stream(): B RE XA AEEITN stream XNZ,
XEi#Y patch “torch.cuda.set_stream™ HIEZ£IF LRI,
BIIRE C/C++ R RS CEEEREA “torch._C._cuda_setStream ™,

from vlim.platforms import current_platform

if not hasattr(_current_stream_tls, "value") or _current_stream_tls.value is None:
# BXRARA (B&E—K) KEM materialize —MNE AR,
#IER: XA getter RalfFA— B EBMILT HAT stream,
if current_platform.is_rocm() or current_platform.is_cuda():
# CUDA/ROCm ¥842: #7% pool stream H &L BIR,
# pool stream LA cudaStreamNonBlocking #8122, 5I18% (& XRERAR
#AERWERNRAR) ZERAERARY,; FERARAELE
# forward F3& (FlH0IE pyncel /B3 + —enforce-eager) , IBR L
# BEARBAE=E TS HALAERELR.
# wait_stream() iLFREFIBR L EHAN S ITIE, B —RMH
# BERAREL; ZJ5 current_stream() &£ fast path, FTTEINTEE.
new_stream = torch.cuda.Stream()
new_stream.wait_stream(torch.cuda.current_stream())
# torch.cuda.set_stream & _pathed_set_stream #9%|4&,
# 2RF EH _current_stream_tls E5F,
torch.cuda.set_stream(new_stream)
elif current_platform.is_cpu():
_current_stream_tls.value = _StreamPlaceholder()
else:
current_stream = current_platform.current_stream
if current_stream is not None:
_current_stream_tls.value = current_stream()
else:
raise ValueError(



"Fail to set current stream, current platform "
"“may not support current_stream with torch API"

)

return _current_stream_tls.value
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« njhill E5#IA “looks reasonable”, FE/E3E R E LM : Have you actually
encountered any issues due to this, or it's just something your agent found
randomly? /& BN “Encountered first, analyzed second”: TP8 + -—-enforce-eager 8y
MoE #&#& 20 >k warmup F 13 >R fault, 8 4N worker BEARERIEE R
current_stream() A EALF] shared_experts.py 8 wait_stream(current_stream()).

c EEN R BRI OHIG R BB IR nothing faults, and the model just routes to the
wrong experts; FAHAFEESE: FARFF 4., (T_cross/T_seq = 0.03) BLBEsHF, |H
RENEFARIZEA 0, A/B XA T RIE routed_ok M 0 TR 1,

o njhill AHREDEFIR HAE B 2L (suggestion) , head RABERM; MEARD ready. fihk
Cl 3 approve (Thanks @zhaoguochun1995) |

- AR TELWS) (BKE vs #8548 R)  (question): BIAR B SIREAATE B/ NAR BB E
, njhill &% approve,

« BEBRIEBR B NS RFIHEIIEIE (correctness): &8I ERINT EIT A M B IERH, 2R
REHE O WIER.

 BEREREZETK (style): XMEIK, head FRAERFERLAELT,

- CUDA BH4EVIEMIREE (testing): Cl Bk, ELERRLEEMEFT; CEANALRER

235 B IR

R 5 8%
o NS
« EEFAMIRHE: new_stream.wait_stream(torch.cuda.current_stream()) fRZ PyTorch J&
4 torch.cuda.current_stream() & TLS KA ABERE WA, REK docstring
AHAIMEEL “C/C++ REERA torch._C._cuda_setStream” BRI, EIZBIRWEIT
B, ERFERTRERELZGE TR,
- MERE: BARERIRAAZ K wait_stream, AT, AEESNRZHAER with
torch.cuda.stream(...), FZ&m,
- FREME: BERRERT ROCm B42; R#" RCCL ARITAMRIR, HAKE
pynccl/cudagraph B2 BHATIRE
- BEBRO: LERESENM, 1EFEL NVIDIA GPU, CUDA BHERZKRZSINIEIE, Cl 58
REM BRI,

- APEWR: BEEREAS (3 pynccl 2 RNEH + —enforce-eager + MoE
shared-experts) MARHIZEAITA (fault REFRIZEH) THHTIEH,



« AR BERENXRERREN, RBRSTIIMIE; A2 cudagraph. pynccl E#L
B2,

- BIRARmE: R RA 517, BXEWEAELKEY S, EHONREER T ERETM,
Ja &' N B EED AN =R

« RFEARIE: BAOTERIBIEHMIEIEXTE , TEESMN , CUDA BEAEEZKRSEZNISIE ,
K C/C++ REEVIRANIE SR

KRR EE

« PR #56633 [Perf][DSv4.1] Fold the mHC post block into the delayed pre projection: [
J& MoE/ MPUTEFRAL A M, Krrbe5 FHFE/AIS; 54 PR ORIMFRELZA (R
BERE—XH)

« PR #56513 [ROCm][DSV4.1][Perf] Fold the mHC post step into the delayed pre
projection: ROCm JRAME A MoE KM, & PR BESRINFEERFEE ROCm
B&1Z,

« PR #51794 [ROCm][Perf] Enable CSA multi-stream overlap for DeepSeek-V4: ZRES
AR EFRBTR T R, &R PR AEMEREN EFRNME LR,



