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A PR A DeepSeek V4 #IR KGR FP32 KAT top-k I " RAERIR " BiZ: &2
DeepSelect Bk, £XEIT95 M cutoff, BIBARE cutoff WEREZEREHALSZTAHE
BFERR FP32 #%63%, &% /DR stash i H R EER ©4THE#%ETE, B300 £ B=1024.
80%~100% ragged KJE T, warm latency M 584.45 — 301.72 us (256K/k=512) .
316.58 — 207.06 ps (128K/k=2048) . BRIIRART (1T >64. 17K =98304 =X
=65536. =144 KiB opt-in £ERE) , TS5 BREGTSERKER; ERAMEHERERRBEK
, A 6265 ff forced-backend FitEHEZ X, FEE: MAEERIEXIR B300, B fork ##
RIEAL review, & AHIWTEZRXKBIEE B IEEKIE.

T RES L

PR body FI1ILi: "Speed up long FP32 sparse-indexer decode top-k with sampling
inspired by DeepSelect', & T X TFT#HE MLA &5 81 decode top-k EBEIEFITE T E 3K
+7 FP32 score ffF#at1E, #ERKBAITK ragged AR AR 2, /EEX B300 KT
batch. KE. seed. cache mode 2543, 53| crossover envelope, # %I k=512 7
80K~86K KEXEFHEBE, HibERABRERKRTE (k=512 9 98304, HRKRA 65536)

, BRARIEURE B R X B, 1EE M ERAR: EITER&ZL M 3.32% LR (43
1.215 ps) , FHHIAE #44606. #55872. #55314 =/NBHFE / BXH PR FEE,

SLILHFAR

1. I RAER R A csrc/libtorch_stable/sampled_topk.cuh (¥r3% 253 4T7) : &
vlim::sampled_topk ¥4 22 BSZH, sampled_topk_kernel<K>, Storage FABIAEZERNEX
2 8192 M uint2 EHFERE%E. 2048 #@ coarse EAEL cub::BlockScan Igit7AE;
ordered() & FP32 AR EHAN uint32 ©FF key, select_bin() B InclusiveScan ZALE
¥aF8, threshold() %5 coarse /RBEZRFT T AL U cutoff, (RIEELEMEIR warp
1 _ ballot_sync L, warp REIZRAf., BRI MEEAL; FHEEHEN kCapacity B
WL TR ARRT, MfAR& R ER, TRETF kMinSampledLength<K> 84T EARA
filtered_topk_row FEHERIZ, #E— launch RKE/THRE,

2. EMERA MR Zcsrc/libtorch_stable/persistent_topk.cuh (+52/-34) : &
FilteredTopKUnifiedKerndh#&EZANREE (AEAE. 1HEKE. BEQM. KHtash)
A FilteredTopKStorage<MAX_K> Z5MMK, WA EARTHAR
__device__ filtered_topk_row<DType, IldType, VEC_SIZE, MAX_K,
UsePredicatedShortLoads, CheckOverflow> & & R%k, #3E CheckOverflow #ARE %k



LM R R BRI SMEM_INPUT_SIZE M3RE false, LA A KA SITHREHILR
, RIS " AART stash F5& " ERABEERE.

3. BEHELcsrc/libtorch_stable/topk.cu (+17/-1) : launch_persistent_topk EJRA
num_rows > 32 && max_smem_per_block >= 128 KiB X Bi¥EAF S X num_rows >
64 && max_seq_len >= kMinSampledLength<TopK> && max_smem_per_block >= 144
KiB BtE sampled_topk_kernel, F3AHA cudaFuncSetAttribute RE 128 KiB shiASHER
HLER: &R ERSRERERKRZ, #include "sampled topk.cuh" LT #ifndef
USE_ROCM K, ROCm HEARZE ",

4. BERIERMENRtests/kernels/test_top k_per row.py (+100) : Fr3¥
test_persistent_topk_sampled_graph, %1t rows=[65, 128] x top_k=[512, 1024,
2048] x distribution=[random, 10LSBits, ascending, constant, sampled_peaks], 1T%
BX kMinSampledlLength + 3 Ih& R AR, sampled_peaks AMZIBILRAFERE (EHFE
< k) UUEZ underflow E3&; CUDA graph replay 3 #¥38 lengths ¥NE&#A [-1, 0,
1, k-1, k, 32769, ITMR+1, 75 , 175 +17] SR REHFBE—K logits, S topk S
atol=0, rtol=0 X, XZFAFERE 144 KB 89K E# skip.

5. F BB Abenchmarks/kernels/benchmark_persistent_topk.py (Fr3g 134 47) : &L
CUPTI £, *#F rows x widths x top_k 2404 . --capacity I E K graph K LR,
—full-length 5§ 80%~100% ragged & &. warm/cold L2 JRZ, #d JSON ETF
base/candidate FMIXTEL; AERE W TEEMMER S (A -1. TEE RS, §5%
topk THAEE) .

csrc/libtorch_stable/topk.cu

launch_persistent_topk JREAND I IEL X, BEBAIR (T 7K. £FZRHE) 5§
NAZETE, REHIHERIZL R

// topk.cu: launch_persistent_topk F#EHRED X,
// R batch > 64, &ASTKEAIR, BETHIE 144 KiB opt-in EZERNFNAEA,
/] ERER LB RIRA cooperative / persistent B2, {RiEE/TEIBELEYA,
if (num_rows > 64 &&
max_seq_len >= vlim::sampled_topk::kMinSampledLength<TopK> &&
max_smem_per_block >= 144 * 1024) {
auto kernel = vlim::sampled_topk::sampled_topk_kernel<TopK>;
/1 128 KiB hS#FAFEM, KHAZERA Storage FHREFZEFKX
constexpr size_t smem_size = vlim::filtered_topk::FILTERED_TOPK_SMEM_DYNAMIC,;
cudaError_t status = cudaFuncSetAttribute(
kernel, cudaFuncAttributeMaxDynamicSharedMemorySize, smem_size);
STD_TORCH_CHECK(status == cudaSuccess,
"sampled_topk smem failed: ", cudaGetErrorString(status));
kernel<<<num_rows, vlim::sampled_topk::kThreads, smem_size, stream>>>(
logits.const_data_ptr<float>(), lengths.const_data_ptr<int32_t>(),
output.mutable_data_ptr<int32_t>(), stride,
static_cast<int>(std::min(max_seq_len, logits.size(1))));
} else if (hum_rows > 32 && max_smem_per_block >= 128 * 1024) {
/! JBA FilteredTopKRaggedTransform & X fR#FHRZE
}
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A PR RE fork @4°%, claude[bot] BahiFHEHE A (JBX: "This pull request is from a
fork — automated review is disabled. A repository maintainer can comment @claude

review to run a one-time review.") , B#IPE Rt &k — RN review, EHEEEAALTE
T2, THEIMMETERBEEEAE PR body FHIER BIEIEE:

B300 ©%%k crossover 1315 envelope BE; 6265 f| forced-backend + 541 f5|
final-dispatch E3%&3F5E1%; memcheck/synccheck Ebix; DeepSeek-V4-Flash-0731
TP2 128 E&kKim3|3m FP32 ®it, 128/128 EARIEM. GSM8K 123/128,

B M EFHBRMR: short-row fallback &% +3.32% (43%+ 1.215 us) . k=512 &
80K~86K BB X 8], token FMPMERESL (75/128 KARITE EOS) . MEAEISIE(XFR
B300, X BIEHIFEBLENT EM review 18, BEIMIIFHEAANE, BEENRENE
BERHEMERIR,

A5 B
i

1. BFEE: MAELE XA T B300; Hth SMI0 A FEMERERASHELEERERREZ, K
3%/ BRSO, SM103a/SM80 R 4miFiAN,

2. BRERNEWMERBER K : XA cutoff E4itfEit, MRMET 5 Mo (BRERX
FE8) sampled_peaks) F X atol=0, rtol=0 T &FtEE, {EESL logits KRB KE DRI
RREBERBEEVUR,

3. MEEEX: k=512 & 80K~86K XBFERIZE, cutoff BR 98304 REZBFTMIEHIR; BAT
EREZ +3.32%,

4. sm#EMEMME: cudaFuncSetAttribute k& E# STD_TORCH_CHECK AL, ZFTIEM
panic & ; 144 KiB opt-in £FE NG I ER AR GEAEIHRZ, MRFEGEESRE
TR B MARIE,

5. MRBAM Y : rows=128 B lengths X view(-1, 4) fEXN, BT TMA XFA%, KEH
1R A A EE R shape 4,

« BFPM: DeepSeek V4 Kt T X#HEEES| decode (batch =64, fTK =98K 5% =65K
token) IR BETMEY 35%~48%; %ITEHIHBEMEESTLRALN, cooperative prefill B2 R

P
X.o

« RM: persistent top-k TAEM 2 X TR 3 4%, EEZEANFEEEFTRKM 128 KiB # 3|
144 KiB; XHRZEE launch ARBAREIFSBRERALTFRRE, E#ELA,

« HRAM: 13 253 474%% CUDA + 100 ATMHR + 134 1780, BA Al #BHSZIL (
OpenAl Codex Bx&1E#E) , EEFTELEM (AHIE B300 SMI0) EVIRIE,

RERRK L

PR body FAFAM T EE ML, FEHALZME =LA PR XA : #446062IF
persistent top-k RE AL, &N PR WXL XS5 RABRAERS,; #553148 5804 stash



overflow, 7 PR i#3i¥ CheckOverflow 3B " 87 stash AF& " B&AN " EEIR &/THEAERF ",
HERFRZIMRIGRI KB, #55872873% FlashInfer /53, &R — sparse-indexer top-k 3
BB B B SEILES AR,

AN, #567437 ROCm Ik DSV4.1 K=512 decode top-k ik gfxd50 H AL, 54 PR
X " Fl—3hek A& NVIDIA/ROCm FMIFFATINM " 8948R, M #55879. #56964.
#56825 SR MLA fa @ MEMEE NIFLEAXKRRZME EHME, BIAE, DeepSeek V4 i
R B decode BIATEATEENMHRESRTMEMAI, KN PR WRANIREHLPXEHN—
o



