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[DSA] Wire DeepGEMM sparse MQA logits into the DeepSeek V4.1 indexer
&3mtiE: 2026-09-16 05:07

JRSCEERE: http://prhub.com.cn/vlim-project/vliim/pull/56254

PITHE

o —ANE: VA1 RIBEAHRB MQA logits, K LT XiRE

- WESNME: BRI, AHEERTRKETXHEMRE. KV cache AFFMAZEANREZ,
BEERFMEITREK: — & [—ANMLH) SparseMQAIndexer #£3k + J37 backend,
KRZIE dense indexer Bk , BEREEHEFEEBIIEXWAEWNF, —& AR
BRI EIS| ER5). B2 L REMEM PyTorch fallbackl , XRIFHEREHRFER, bR
XEFARBEANTEASLER; =& lweights dtype RS Q ZEEE~SH bf16) , B
dtype HHAMRERIZ Y KIE; TR KV 3RE block_stride_alignment XXFHE, A 0.8% &
1B DeepGEMM 4TI H) 512B H KA R, HREHENEE
tests/model_executor/layers/test_mla_short_prefill_indexer.py 42 LI —#2F, HH
A _INT32_BIG HI#E3RK tl.constexpr B2& BEASNRAEIE,

Th RES EAL

DeepSeek V4.1 B R /13% token 2 FK: —AMELRRI| BEA A LT CH) top &R, H
JEHE T R BAXBHABLE o8 top-k. PR body & Today the consumer layers
still score the whole context with dense MQA logits and then mask everything outside
the candidates] —BIJE & B E LT X& dense logits B mask, DeepGEMM 2.8
FE deepseek-ai/DeepGEMM#432 (Public Release 26/09 #%|H 8y “Sparse Indexer:
hierarchical sparse indexing for V4.17) &4t T "TH#RIT L IR MQA-logits R, TEK
PR 1L E B RAMEERIT D, top-k EEEF BEETHBREE ETXMNE, ##KETXHNER
HEFIE kYRt e 8

TR

1. FFx53%: vlim/config/attention.py #73¥¢ indexer_sparse_logits;
vlim/models/deepseek_v41/attention.py F DeepseekV4IndexerCache.get_attn_backen
d() #E 3R E DeepseekV41SparselndexerBackend, DeepseekV4dindexer. init__ A
use_sparse_logits = indexer_sparse_logits and candidate_block_buffer is not None
and not candidate_write JRZE 52|14, SparseMQAIndexer #Z|B# SparseAttnlndexer

(fE3%RE R EZ RIEREF dense) , #4E SparseMQAIndexer.weights_dtype & &
self.indexer_weights_dtype,

2. s EimE nikiE (BEhHEA fail-closed) : #3E viim/v1/attention/backends/mla/sparse_
indexer.py, %4 SparseMQARowsMetadata (T4 scratch) .



DeepseekV41SparselndexerMetadata (47 DeepseekV32IndexerMetadata, 3Bjn
sparse_block_kv / sparse_decode / sparse_prefill) .
DeepseekV41SparselndexerBackend 5 DeepseekV41SparselndexerMetadataBuilder,
builder ZE3| E RN X MRPERFAK KT, MXFP4 indexer cache. SM100,
DeepGEMM >= 2.8, DeepSelect ¥ J&. top-k backend B{E. page T[4
sparse_block_kv ¥Fr, F4E sparse_indices_buffer / end_buffer / col_indices_buffer /
zero_row_ks fEAB AL H; build() £ varlen decode 58 prefill chunk ] Hix 42
HHE, E— step WATRMEFEEERRE—RIEERFE DeepGEMM schedule,

3. AZREFE: #3E viim/model executor/kerneIs/attentlon/dsa/sparse_qul_Ioglts.py0
_expand_candidates_kernel TR FESEEF. XENE. AFHFSEEREHT,
candldate_blocks_to_sparse_mdlces Z'EH Python #3#EFZFHRAAHENEHEF;
sparse_topk_remap B DeepSelect 7 bf16 logits £ top-k, FHH
_sparse_topk_remap_kernel B EFBATE request-local L E ;
sparse_mqa_logits_prefill_chunk / sparse_mqa_logits_paged_decode 1 5timE|3% B Ek (
4 DeepGEMM schedule 95 RA) .

4. DeepGEMM #4ELE KV K : vlim/utils/deep_gemm.py 3E M AMEIn#H A S5
has_deep_gemm_sparse_mqa(), metadata ®E K $KEE use_unaligned_ks=True LAkE
% host 3RREIPEFAZZIR; viim/vl/kv_cache_interface.py %4 MLAAttentionSpec i
block_stride_alignment (FZAXN merge() B9—EMERrE) |
vlim/v1/core/kv_cache_utils.py:_get_kv_cache_bytes_per_block B round_up FBIRE
FFFR| Iem(512, page_alignment), %2 DeepGEMM 2 T4 base + page * stride B
512B #KEXK (FFB/e KV £ & 0.8%)

5. BBEKsh: vlim/vl/attention/backends/mla/indexer.py F _prefill_split_seq_lens $1F
, sparse builder %5 min_split_seq_len = num_sparse_cols * 2 // 4, 1k¥% fp32
[rows, seq_len] TRE K prefill D 3RE% bf16 FHEAT IR
fused_indexer_g_rope_quant (Triton 5§ CuTeDSL MXFP4 Z{R) Fr¥g
weights_out_dtype, EIEE bf16 per-head weights, RERZFRE cast. MRMFrE
tests/model_executor/layers/test_mla_short_prefill_indexer.py BU&EERE k% / FEHLAT
¥ / AR5 dense-masked top-k EFE—KM (& CUDA graph capture 5 schedule
2 H) AR, WK tests/kernels/test_fused_indexer_qg_rope_quant.py By bf16 AXE R,

REEF:

« vllm/model_executor/kernels/attention/dsa/sparse_maqa_logits.py (#3k RI|BRN#Z; £
B source; EA data-contract; fF5 _expand_candidates_kernel,
_sparse_topk_remap_kernel, candidate_blocks_to_sparse_indices, sparse_topk_remap)
D BT AIFRER MQA logits NAZE: 1R3EREF / 98 / HEF. DeepSelect top-k AAE#H
B3| request-local L B BEBLEY, UK prefill/decode M&LIHEEEREREK, &4 PR
BE R,

« vlim/model_executor/layers/sparse_mqa_indexer.py (13t &3|%EE; &5 source; %
A data-contract; 5 SparseMQAlndexer, init, forward, _reserve_workspaces) : #7
WHE TR EM KRG Bk, BN SparseAttnlndexer EFERIT4H; forward $£#2 prefill B
K gather 5 paged decode FIZ&E12, FHE X weights_dtype = torch.bfloat16 E X5 &k
& Q #%ZiEH dtype 24,



vlim/v1/attention/backends/mla/sparse_indexer.py (#&3k SEE A E3%; %8| source; £
# dependency-wiring; & SparseMQARowsMetadata,
DeepseekV41SparselndexerMetadata, DeepseekV41SparselndexerBackend,
get_name) : ¥IEEIRS THIE: F X SparseMQARowsMetadata/DeepseekV41Sparsel
ndexerMetadata, F¥E builder KA M EZHNBHIARIREITR scratch BIFA
, BRERAZE RIBESRERTFE schedule BIXHE,

vlim/utils/deep_gemm.py (3% RAZMEE; KB source; EE core-logic; &5
has_deep_gemm_sparse_maqa, get_sparse_mgqga_logits_metadata,
get_paged_sparse_maqa_logits_metadata, fp8_fp4_sparse_maqa_logits) : DeepGEMM
W FE 4 MRS5S has_deep_gemm_sparse_mga(), 3 unaligned-ks
THREEERERHE, BAE—PM host IHEDRE,
vlilm/models/deepseek_v41/attention.py (FEiR FEREN; K5 source; £
data-contract; 45 DeepseekV4IndexerCache.get kv _cache_spec,
DeepseekV4IndexerCache.get_attn_backend, DeepseekV4Indexer.init,
indexer_weights_dtype) : #RM#EEN & DeepseekVilndexerCache 1RIEFF X 3%E3F 5 i
3R E block_stride_alignment, DeepseekV4lndexer TE34 % & 2 SZf51L
SparseMQAIndexer ##EH weights_dtype RERES Q ZHHMBREE.,

tests/model_executor/layers/test_mla_short_prefill_indexer.py (3R &RZ|28MR; K5
test; M test-coverage; 5 _make_candidates, _candidate_token_mask,
_reference_topk, _assert_same_selection) : MiREA: FEERINESAB. 5
PyTorch £ XM, FHEREEIR S dense-masked torch.topk B9 E—EKME (
4% CUDA graph capture 5/ 2 £ schedule) ,

viim/v1/core/kv_cache_utils.py (13 ZHF L EL; 5| source; EH core-logic; &5
_get_kv_cache_bytes_per block) : KV SB35l : _get kv _cache_bytes_per block k&
FiE MLA spec B block_stride_alignment 353 FEH#, & DeepGEMM 4 TU#X
512B FRERIEH R

vlim/v1/kv_cache_interface.py (#£3k ZHFHAE; K5 source; FEH data-contract; F5
MLAAttentionSpec.block_stride_alignment, MLAAttentionSpec.merge) : %
MLAAttentionSpec 3¢ block_stride_alignment FEH AN merge() BI—3KMEHE, &
BE KV fREAN—HRD,

vlim/v1/attention/backends/mla/indexer.py (3R 2IRFAE; 25| source; EH
core-logic; 5 DeepseekV32IndexerMetadataBuilder. prefill_split_seq_lens) : ¥
_prefill_split_seq_lens #F, iLFHBEAR T bf16 MEATREMIEL T XKESL prefill
A IRBEBMINE

vllm/models/deepseek_v4/common/ops/fused_indexer_qg.py (#ik mi&HEF; 2£5|
source; A core-logic; %5 fused_indexer_g_rope_quant,
_indexer_weights_out_dtypes) : Bi& Q RoPE-quant Z#3E weights_out_dtype, it
per-head weights E1E bf16 = H (Triton 5§ CuTeDSL FE&SEZILE D RSN , SHRAE
12 cast,

vllm/config/attention.py (#1k BEEEFF%; 3£5| source; EH configuration; &5
indexer_sparse_logits) : ¥ A "I WFF % indexer_sparse_logits, ZEEZHEIRIZN L
LN



. tests/kernels/test_fused_indexer_g_rope_quant.py ({3 E-FMR; 5| test; KA
test-coverage; {45 test fused_indexer_g_rope_quant_writes_bf16_weights) : &iEmh
& Q&M bf16 MEMMBET fp32 EREEAAN—K, BE Triton § CuTeDSL FAFKEL
o

« vlim/models/deepseek_v4/nvidia/ops/fused_indexer_q_cutedsl.py (13t EF53; 25|
infra; 2 infrastructure; &5 fused_indexer_g_rope_quant) : CuTeDSL iRANEYEh
& Q ZRF ZF weights itk dtype, FRIEFKEHITA —Ko

KBS SparseMQAlndexer.init, SparseMQAIndexer.forward,
SparseMQAIndexer._reserve_workspaces, _prefill_k_workspaces,
_gather_prefill_chunk_k, _expand_candidates_kernel, _sparse_topk_remap_kernel,
candidate_blocks_to_sparse_indices, sparse_topk_remap,
sparse_mqa_logits_prefill_chunk, sparse_mqa_logits_paged_decode,
pick_sparse_block_kv, has_deep_select, check_deep_select_layout,
DeepseekV41SparselndexerMetadataBuilder.init,
DeepseekV41SparselndexerMetadataBuilder.build,
DeepseekV41SparselndexerMetadataBuilder._prefill_split_seq_lens,
has_deep_gemm_sparse_maqga, get_sparse_maqa_logits_metadata,
get_paged_sparse_maqa_logits_metadata, DeepseekV32IndexerMetadataBuilder._prefill_s
plit_seq_lens, _get kv_cache_bytes_per_block, MLAAttentionSpec.merge,
fused_indexer_g_rope_quant

RPERAD B

vlim/model_executor/kernels/attention/dsa/sparse_maqa_logits.py

FrB YRR MQA logits NAZE : REREF / 38 / HEF. DeepSelect top-k AR5 MBS
3| request-local (L B EmEY, LUK prefill/decode FELIHEIRBEEBARER, &4 PR HWE A
NS

# Sparse-block K/ (token k) BIZIFHESE: DeepGEMM W REZEZ 16 3 8
SPARSE_BLOCK_KV_CHOICES = (16, 8)

# HEFEE, SEE: review 3EHEBREIRA tl.constexpr(...) X Triton B9 F &L
# SEANBEA (viim.triton_utils B ST E constexpr A None) , LiBEIKBEIT
_INT32_BIG = tl.constexpr(2**31 - 1)

@triton.jit
def _expand_candidates_kernel(
cand_ptr, cand_stride,
ks_ptr, ks_stride,
ke_ptr, ke_stride,
si_ptr, si_stride,
end_ptr, end_stride,
K: tl.constexpr, S: tl.constexpr,
RATIO: tl.constexpr, SBK: tl.constexpr,



"FEAT—A program: BFRSEBR -> [IRBA > AFHF > EE KRBT,

A FRBNERERAGE—, FTIUAXERBFAELE; “end ™ SitA BT,
BTk id BEHF, BRI —EHERRTS.
row = tl.program_id(0)
ks = tl.load(ks_ptr + row * ks_stride)
ke = tl.load(ke_ptr + row * ke_stride)
cols = tl.arange(0, K)
cand = tl.load(cand_ptr + row * cand_stride + cols) # K & 2 898, TFE mask
if RATIO == 2:
# ARG 16 MUE. MBI 8 MLER, —AMEERIFAFNFRFIR
cand = tl.interleave(cand * RATIO, cand * RATIO + 1)

# RIREEAERIT KV X8 [0, ke - ks) NEY3R; #ERIER, TRALELE
kv_len = tl.maximum(ke - ks, 0)

max_block = (kv_len + SBK - 1) // SBK

valid = (cand >= 0) & (cand < max_block)

vals = tl.sort(tl.where(valid, cand, INT32_BIG))

# #E B AT ks M FTEREFHNFERLF (paged decode B2 ks == 0, H#AIER 0)
base = ks // SBK
si = tl.where(vals != _INT32_BIG, vals, 0) + base
n_valid = tl.sum(valid.to(tl.int32))
last_rel = tl.max(tl.where(valid, cand, -1))
pad_val = tl.where(n_valid > 0, last_rel + base, base)
tl.store(
si_ptr + row * si_stride + tl.arange(0, S),
tl.where(tl.arange(0, S) < n_valid, si, pad_val),

# AR token FUE: RAZE—NRTEEFR, HKMEERARK
last_start = last_rel * SBK + ks

fill = tl.minimum(tl.maximum(ke - last_start, 1), SBK)

end = tl.where(n_valid > 0, (n_valid - 1) * SBK + fill, 0)
tl.store(end_ptr + row * end_stride, end)

def candidate_blocks_to_sparse_indices(
candidate_blocks, row_ks, row_ke,
candidate_block_size, sparse_block_kv, out=None,

"I request-local &R id BFK DeepGEMM T EMFERIR id (HEF + #5F + 150 o

PBRAFEEN " (sparse_indices, end) ~ £RZF, ABRENELE;
1T stride 33T " .stride(0)” " #E, R FFEFERINIEZELT A,

rows, num_candidates = candidate_blocks.shape



ratio = candidate_block_size // sparse_block_kv
assert ratio * sparse_block_kv == candidate_block_size and ratio in (1, 2)
assert num_candidates & (num_candidates - 1) == 0, num_candidates
num_sparse = hum_candidates * ratio
if out is None: # k& A HIRMMALE, FEM/NRE B RARER
int32 = dict(dtype=torch.int32, device=candidate_blocks.device)
out = (
torch.empty(rows, num_sparse, **int32),
torch.empty(rows, **int32),
)
sparse_indices, end = out
_expand_candidates_kernel[(rows,)](
candidate_blocks, candidate_blocks.stride(0),
row_ks, row_ks.stride(0),
row_ke, row_ke.stride(0),
sparse_indices, sparse_indices.stride(0),
end, end.stride(0),
K=num_candidates, S=num_sparse, RATIO=ratio, SBK=sparse_block_kv,
num_warps=16,
)

return sparse_indices, end

vlim/v1/attention/backends/mla/sparse_indexer.py

IS5 TR X SparseMQARowsMetadata/DeepseekV41SparselndexerMetadata
, 7 builder P ZRATAE M ELRGNRBINARIEITHR scratch AR, BEZEBREFZF—XE
WRTE schedule 9%,

@dataclass
class SparseMQARowsMetadata:
" EORFRBR logits A BIITHRIRA: decode BI&AT, H—A prefill chunk,

X R builder FEBIME: ~kernel_metadata™ " (DeepGEMM schedule)
5478 sparse_indices™ T / “Tend’ T —#&2H A step WE—NHEBEEES A,
EEHBREREESER, EE— step RI—KXIELEREF,

row_ks: torch.Tensor # [rows] int32 K X[&]#&& &,; paged decode & 0
row_ke: torch.Tensor # [rows] int32 K RE& &, EHEHNLTXKE
sparse_indices: torch.Tensor # [rows, num_sparse_blocks] int32 #EiR id
end: torch.Tensor # [rows] int32 4748 KB 2Kk

col_indices: torch.Tensor # [rows, topk] int32 #Bi%| top-k B 5
block_table: torch.Tensor | None = None # decode TR Tl %k

row_indices: torch.Tensor | None = None # decode & A 4T -> &R Bt
kernel_metadata: torch.Tensor | None = None

class DeepseekV41SparselndexerMetadataBuilder(DeepseekV32IndexerMetadataBuilder):
""dense &3|&ILEIE + PRI logits BIFT4 scratch,



RRRNE— LI ERMGEHEXE, AR ¥R, R EHEZERE,
A EEEHIERIRE dense iR,

def __init_ (self, kv_cache_spec, layer_names, vllm_config, device, **kwargs):
super().__init__(kv_cache_spec, layer_names, vlim_config, device, **kwargs)
hf_config = vlim_config.model_config.hf_text_config
candidate_block_size = getattr(hf_config, "candidate_block_size", 0)
candidate_topk_blocks = getattr(hf_config, "candidate_topk_blocks", 0)
topk_tokens = getattr(hf_config, "index_topk", 0)
prefix = "attention_config.indexer_sparse_logits"
# fail-closed: EEAMMBEET] + MXFP4 indexer cache + SM100 + DeepGEMM >= 2.8
if candidate_block_size <= 0 or candidate_topk_blocks <= 0:
raise ValueError(f'{prefix} requires a two-level (candidate block) indexer model ...")
if not dsa_indexer_uses_fp4(vllm_config):
raise ValueError(f'{prefix} requires the MXFP4 indexer cache ...")
if not has_deep_gemm_sparse_maqa():
raise ValueError(f'{prefix} requires DeepGEMM >= 2.8 ...")
if self.dcp_world_size > 1 or self.use_pcp:
raise NotImplementedError(f'{prefix} is not supported with decode/prefill context
parallel.")
# top-k RBEHLEE bf16 logits £ 8 DeepSelect, B2 E%F fp32 EIR
if not has_deep_select():
raise ValueError(f'{prefix} requires the DeepSelect top-k extension ...")
if vllm_config.kernel_config.sparse_indexer_topk_backend not in ("auto", "deep_select"):
raise ValueError(f"{prefix} uses DeepSelect for the top-k; ...")

self.sparse_block_kv = pick_sparse_block_kv(candidate_block_size)

self.num_sparse_blocks = candidate_topk_blocks * (
candidate_block_size // self.sparse_block_kv

)

num_sparse_cols = self.num_sparse_blocks * self.sparse_block_kv

check_deep_select_layout(num_sparse_cols, topk_tokens)

# R logits & bf16 [rows, num_sparse_cols]; it fp32 [rows, seq_len]

# MIMER prefill RRBILXANTEN ), BRILTRATTIE

self.min_split_seq_len = (num_sparse_cols * 2 + 3) // 4

# 1754 batch token Hf (decode 4T7ERI, prefill chunk #% token XJd]) ,

# 4T¥5 ““arange_buffer ™ —3K; scratch £&F w8 builder A, RARIZELE
max_rows = self.arange_buffer.shape[0]

int32 = dict(dtype=torch.int32, device=device)

self.sparse_indices_buffer = torch.zeros((max_rows, self.num_sparse_blocks), **int32)
self.end_buffer = torch.zeros(max_rows, **int32)

self.col_indices_buffer = torch.zeros((max_rows, topk_tokens), **int32)
self.zero_row_ks = torch.zeros(max_rows, **int32)

def _prefill_split_seq_lens(self, seq_lens_cpu: torch.Tensor) -> torch.Tensor:
# BEELXHT: ABRMEZMRPIIRTMAREL ETXKEITE

return seq_lens_cpu.clamp(min=self.min_split_seq_len)



def build(self, common_prefix_len, common_attn_metadata, fast_build=False):
base = super().build(common_prefix_len, common_attn_metadata, fast_build)
metadata = DeepseekV41SparselndexerMetadata(
**{f name: getattr(base, f.name) for f in fields(base)},
sparse_block_kv=self.sparse_block_kv,

)
# varlen fBI—EA query ERX—4T, FrL base B decode KB BEZFITIEX

return metadata

IR AL
WEETE MERE A CREARREZ LERE PRSI

WoosukKwon (sparse_mga_indexer.py) : We don't need these as DSV4.1 does not
use torch.compile. We also don't use CustomOp now.

VEZEREBIE S =/ commit 3 SparseMQAIndexer M CustomOp BRAE3E nn.Module, FHi%
Bl v4.1 By attention BEAFLE breakable-CUDA-graph By eager B BH4T indexer,

WoosukKwon: When do we take the "slow" path? I think we should just raise an
error in this case, since we never want to execute such unoptimized PyTorch-heavy
code in practice. (X dtype #¥#3E|5]: Why not do this conversion in a previous
kernel?)

SR, FEETS5 R EWSTREY Triton. top-k R1EY DeepSelect, PyTorch %353 #;
MR ELEERESL ((EEEE “moved to test as accuracy baseline”) ; bfl16 a2 3|
BEE Q #%, fused_indexer_g_rope_quant 3% weights_out_dtype (=4 commit) ,

WoosukKwon: Why not put these methods on vlim/model_executor/layers/sparse_mq
a_indexer.py instead? (F3£iX We can support non-contiguous cases by adding
stride to the Triton kernel's input)

reserve_indexer_workspaces —3E3HBh R IT AFTAEIR, Triton R A E N stride, M
RWEET strided MG strided 3HE >,

ywang9d6 (reviewed at 16a2fee) : Thanks for the unusually well-documented PR -+
one must-fix below (import-time crash on Triton-less platforms) , the rest is
non-blocking. Verdict: approve with comments

foEEFE . INT32 BIG = tl.constexpr(2**31 - 1) ZEAEIREIAA, Triton Hr&rt
vlim.triton_utils B9 GALATE constexpr = None AR, i sparse_attn_indexer.py o5k
4 import ZMEBR, BN —ITHRALEEL, Copilot MR T L SA A :
sparse_topk_remap ER decode #F LB workspace B top-k BB#mAY stride (width, 1);
docstring FE#MZEZEIR “unique and strictly increasing” BESZIRHIFAEE—RALESAK
A “sorted ascending - unique in production”,

« 7o Triton F& LB tl.constexpr AR (correctness): #WARIBA must-fix FESE

AREXRMBE; FEENHIA candidate_blocks.py RELARTAEE A tl.constexpr, &A
[ 2& [a] &,



- £ RRERTIRE PyTorch fallback / “18E&12" (design): 1EERIMRIZLRT / EBETH
PyTorch fallback (RARE Triton) 5§ fp32 ##en %, PyTorch LI AZINREEA
¥BEHRL (HE “moved to test as accuracy baseline”) , FiE &R B BIERAE TTEK
PBHZRE raise,

« per-head weights 8 bf16 H#KAEE (performance): FB=A commit ik
fused_indexer_g_rope_quant #73& weights_out_dtype, Triton 5 CuTeDSL MXFP4 %&
REIES bf16; SparseMQAlndexer.weights_dtype 5
DeepseekV4Indexer.indexer_weights_dtype SEk#RIX S dtype %), R LHE A cast,

< FEELM: REXREILAZ I stride (design): _expand_candidates_kernel 5
_sparse_topk_remap_kernel @A E RN stride 58K, MREZ 5|V F1EE4T S
strided % &4,

- workspace T B 4B X898 (design): reserve_indexer_workspaces — 33 1E3T A3
R, B SparseMQAlndexer._reserve_workspaces &5 _prefill_k_workspaces, |HX
R B AERBREERIR T,

o fEMEIR | HERIR id BUEIRAMSE—MEY (documentation): £ A “sorted ascending
per row ‘- unique in production, where candidates are unique”, HItAEESHEER
BLRFEEA;, MRAEBLZIRETEEHRSE -1 padding BYA B,

.« decode KRR R T EEHIRANE workspace (performance): AN A FlEZEF (
sparse_indices / end / col_indices) XRATHITFEMESRFTFA BN SHEN,
SparseMQAIndexer.forward R LB,

« A& CustomOp / torch.compile #8XH#| (design): SparseMQAIndexer X L&
nn.Module (ERIMtIEERFAREAN SparseAttnIindexer | SparseMQAIndexer) , ¥
Z v4.1 B attention BABIE breakable-CUDA-graph B eager BXB3n4T indexer,

R fe5 7

o QS

1. & Triton FEEAEAAB (must-fix, FRARLES)
vlim/model_executor/kernels/attention/dsa/sparse_maqa_logits.py B9 _INT32_BIG =
tl.constexpr(2**31 - 1) BHERFKAA,; AMELEH head FEEEME
tl.constexpr(...), &FXKIZ ywangd6 EIXNKKLEEL, CPU & Triton HERE
import 3| sparse_attn_indexer.py ¥t& TypeError,

2. RESHMETENMN: HHBZAR X3 bf16 RES bf16 logits (F fp32 %) , 5
dense 1289 fp32 FTHF—3K, PR body BARf greedy #iH F~H 5 dense & token #H
[, 78K XA%4fy NLL £%4 0.002 (5 TP=4 8 run-to-run EEREXR) ; NHEESK

BB 2 B3RS bR B EHTIR E E K

3. BEhiAmE LMKk, T EIER: DeepseekV41SparselndexerMetadataBuilder. init_ BYFFT
AREAR raise; ©F pin B9 DeepGEMM 38F 2.8, AP EFRHE
SM1 00/MXFP4/DeepSelect/ 3¢ DCP-PCP/ 3 varlen B3R LITHFF X R EHER T XK.

XfFE fail-closed &1t, Biz% L& EZEWMNEIRE RS BREEZ,

4. KV A5 2R BZRE: viim/vl/kv_cache_interface.py B block_stride_alignment

S MLAAttentionSpec.merge() BI—XK M=K E,



vlim/v1/core/kv_cache_utils.py:_get_kv_cache_bytes_per_block & round_up {fERE
Fi& KV cache group k£; BRXAFXIHZFEAN None, 11ET2F40 BRI
, FREEZE®ML 0.8% KV B%F,

5. MAE =2 BIRERE: FERABIKE skipif (F SM100. deep_gemm,
vlim._deepselect_C) , LA CI M8 LBk, kernel 53mE 3R 1EaE / BE RIS
PrEEVEETE 4x GB300 LB, &/ CI EIAMEREIE,

6. £F scratch WIFAERIZR: F— step WIAAEBREEERAE —RITEN
sparse_indices / end / kernel_metadata, EFMERE [&NEEEEEIWRERT A
—3% UREBEPSTINF; nEEREETAREINTRE, TTREHINEFRNEE, BalR
FER5MR (later-layer reuse Al 1RFE,

7. mE& Q #% ABI ZfL: weights_out_dtype 3| A#T5%k, Triton 5§ CuTeDSL F&53N,
#HBEZ, JIT warmup key XA EEZFHM dtype (commit message =E|X—&)

, BNERERSBIRF / RS, - @ AP XZ2—A opt-in FFX
--attention-config '{"indexer_kv_dtype": "mxfp4", "indexer_sparse_logits": true}', R
#"M DeepSeek V4.1-Flash EFRARIIERHKLETXRSE; M L TFTXIERELE
F3| 2.00x. 512K 1.43x. 256K 1.19x, decode f&aE1RHA 3-6%, 18 8K £AEEETX
&Lt dense BR824 5% (PR body EMIBERIAEIRIFHN off) . AGM: IE—%
attention backend & metadata 2£&!, KV cache QBLHTIE IR KX FFERH X573
lcm(512, page_alignment), BT ¥R (config — kv_cache_interface —
kv_cache_utils = model — kernel) BIBXEHERE, (BT —FR—HKERSERBHEREET
REEFERME R, HAM: XZ vLLM BRI DeepGEMM ) sparse MQA-logits A
3 DSA REI8, BT MRESREF + EEZE top-k + (LEEBRET SZIEAS X
ROMREZE (PyTorch 2513 + P (EXNH) , ELEMBRRIIER (L
glmbnext —38) TS AXELEM; RIEXR DeepGEMM >= 2.8 5§ DeepSelect ¥ &
KRB B N, &M / H& pin RAEYE THER, - RRARE: T Triton FEFA
RFS , #EEE fp32 A bf16, Bal#AAKETELR |, KV 3P KT AL BEEE |, CI
B ERB SM100 Sk , £F scratch BIERFIRF:

KRR EE

« PR #56464 (A $£5| kKA, # PR body 31 H) DeepSelect top-k ¥ & : PR body
BAHAILEA “DeepSelect (#56464) runs the top-k on the bf16 logits directly”, 4~ PR 8§
sparse_topk_remap 5Tk 3ERE (has_deep_select(). check deep_select layout) #E
REIZT RBIZMHEE viim._deepselect_C,

« PR #56441 [Perf][DSpark] Add KV-only context insertion across V4.1 cache formats:
EJ& DeepSeek V4.1 (viim/models/deepseek_v41/) B4 ETXMEEEL, RAERRE V4.1
ERA KV EANAZEER; AN PR BIXEMKE EE —RRI| FBHIERERN R,

« PR #55358 [Refactor] [GLM-5.3-Flash] Move sparse_attn_indexer_kpool into the
model folder and split AMD/NVIDIA: EIfEZMHELERI| 2 (sparse indexer) BItERRIL S B
WIFH I, 54K PR “FraElhsr SparseMQAIndexer 3R + 437 backend” AR AT NE
TR—E#HAE, THRERAEHFINE,



