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[LoRA] [Nemotron] Add LoRA support for Nemotron VL models (for the language model only)
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JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/56231

AT

« —4)3E: A Nemotron VL BRESHEEM LoRA, ZRHFHmILEN token HIRT| BRETHR %

 BESME: EERIE, EAERKL: —EAM4 VL 83 E M is_non_gated_moe /
packed_modules_mapping / embedding_modules / lora_skip_prefixes M
NemotronHForCausalLM #—3& (LoRA BArIEIRMHT X Tk T EMNKF) ; =&
_create_final_video_embeddings B encoder N&F4 X token 5 per-token :EECE K| Bk
AL E, UKRHA base_layer REHERE—XEZ LS + LoRA BRPIESIENR
R, FEEHER linitra24 8938 EF0 danisereb MBI EXIRE: NERRITHT, &
embedding LoRA =B EHMER D B4 LFRERBFB AT embedding IRE X—LREL
HBEN, WRELTCMALLES, ZBI—MENE] embedding LoRA BFEYEE S BAHA
XALEA, HIM—RZES + LoRA BB sHMLEVIAH,

Th RES EAL

PR body A% B Y AT#K[E: "At this time Nemotron VL models fail if used with LoRA
adapters: ValueError: NemotronH_Nano_VL_V2 does not support LoRA yet." BAr 23T
Nemotron VL (& Omni Z1K) B9 LoRA REEEA, FHBARAMA R —K token £ merge 2
EHNEETHEA, ENhESIERE,; /B LoRA REX encoder 5 connector (RADIO.
mlp1. Parakeet) , FEAXtEIRE BRI ER supports_tower_connector_lora A RER A
, AERIH KRB, EEH gsm8k eval XtbT main &4 (flexible-extract 0.8203 /
strict-match 0.8415) . 7 PR &£ (0.8241/ 0.8423) 5% LoRA :EECE (0.8256 /
0.8218) ZHLRRBIERARERER,

TR

1. BHH LoRA BEA¥D: & viim/model_executor/models/nano_nemotron_vl.py & #3
from vlim.lora.layers.base import BaseLayerWithLoRA, FFA
vlim.model_executor.models.interfaces ¥ A SupportsLoRA;

NemotronH_Nano_VL_V2 #9#3£%|&3E 0 SupportsLoRA, 3XZ VvLLM H| EERRET 3K
EEENE—TT X, RO emaE body 5| B does not support LoRA yet,

2. EFRES AR LoRA TTEIE: HAIEWANERBMRIE is_non_gated_moe.

packed_modules_mapping. embedding_modules. lora_skip_prefixes, &% H#HRHE

NemotronHForCausalLM, FAFBHrE "LoRA covers the language model only", JRE
Z LoRA fEAT Bt EZ IE E 541X K NemotronH 42— packed &R,



embedding k5 BT RIBRME, TN MoE BRERE embedding ES A LMK, TE
XU B M RERE X E M — RS A, LEEEENBHEFTREAAFT TS, XB
R4 B IRME,

3. BE R E NI token B embedding #&12: _create_final_video_embeddings JRsE1E
self.get_language_model().embed_input_ids(repl_token_ids) 1E R &# token B4
embedding kJR; IMAKNEE self.get_language_model().model.embed_tokens, &
& BaselayerWithLoRA N|EIR F| embed_tokens.base layer B, fhk K4 2XEH
# token (MR FRAXAR. <img> / </img> Frit) BRI B[AERTAIRER, FERERR
X H token #XRMA, M LoRA B per-token 3EETEE R5| BT IE Z#g ok MmaE. #%
max_num_batched_tokens KL BLH——3X 2 token BERABETE B, HE LR
WK E, AL ERETILZ9 X ETL embedding LoRA BB A& no-op,

4. XABRZRFRAE: EFHIEXR token 15£E embed_input_ids 5 BLA A9EEL 88 R 5| BRAT,
LoRA delta IEEAEK; KW RYMBERAITER. RKS5REMN token, BEILITIE LoRA
HERETRA (sinstance 2 XIXE LoRA BRAKR®GH) .

5. XA5IIEELE: docs/models/supported_models.md 7 Z A4 RAER & b #3g
NemotronH_Nano_Omni_Reasoning V3. NemotronH_Nano VL V2 —4T, F3E LoRA %
A OO, RBEAHN—% note HARENEMEBETEIE—ZI. SHUR Omni BEZFF, M
RAERAFEEMENCAG, RAFEEFIHNITH gsm8k eval (AXAMES, RKEBEZE
BF /M / FIM + LoRA B&1R) &

KB

« vlim/model_executor/models/nano_nemotron_vl.py (#3R Z#ESER; X5 source; £
A data-contract; 5 NemotronH_Nano VL V2, create_final_video_embeddings) :
WE— BT BEIRAD PR BN . #T3E SupportsLoRA &6/ 5 BA. £ NemotronHForCausallM #y
LoRA TT¥k3E, HTE _create final_video_embeddings H il 4maE 58 A 4 FR B2 token 4%
FF LoRA B EFEHEE embed_tokens, ZA PR EE M Nemotron VL + LoRA By%
B,

« docs/models/supported_models.md (#&3& A XA4; K7 docs; £ documentation) :
XHSREH: #3 Nemotron Nano 3 Omni / Nemotron Nano V2 VL 4T33E LoRA %A A
X+, Mt note EATMANEMEHAR —LI. FHUX Omni BARXFF, BEEENT
linitra24 B9iF% &I,

X85 NemotronH_Nano VL V2, create_final_video_embeddings

KERAD B

vllm/model_executor/models/nano_nemotron_vl.py

"E—BThBEIRAS R ED . T3 SupportsLoRA BB EBA. £ A NemotronHForCausalLM B
LoRA Jo¥k#E, & create_final_video_embeddings H it ZmAY 28 N 4 fX B & Ht token SLFF
LoRA HEE#E R AR embed_tokens, 24 PR RETHI3® Nemotron VL + LoRA HI% %,

# vlilm/model_executor/models/nano_nemotron_vl.py

#1) FEE N LoRA RBEHHEED + LoRA BEEXA (BT isinstance H|k)
from vlim.lora.layers.base import BaselLayerWithLoRA

from vlim.model_executor.models.interfaces import (



HaslInnerState,

IsHybrid,

MultiModalEmbeddings,

SupportsLoRA, # (B X: RAY, MBERBFZLEFEWM "does not support LoRA yet"
SupportsMultiModal,

SupportsMultiModalPruning,

class NemotronH_Nano_VL_V2(
nn.Module,
HasInnerState,
IsHybrid,
SupportsMultiModal,
SupportsMultiModalPruning,
SupportsLoRA,

requires_sequential_video_encoding = True

# LoRA covers the language model only

#2) EEERIESEA A LoRA JTEkIE, 1LEREE BAMRIREITE R

# 54K NemotronH E4—3 (MoE mié&##3k / embedding / Bk BIR) »
#1E: XEFHAWE NemotronHForCausallM E# 3£ 5| H,

# ZLBEREBEEFREATNE, AEINSKEBEHRE”L£EFR,
is_non_gated_moe = NemotronHForCausalLM.is_non_gated_moe
packed_modules_mapping = NemotronHForCausalLM.packed_modules_mapping
embedding_modules = NemotronHForCausalLM.embedding_modules
lora_skip_prefixes = NemotronHForCausalLM.lora_skip_prefixes

# M RADIO. connector mlp1 5&#73% Parakeet REBEGEN:
# AR BB supports_tower_connector_lora, EIEM| LoRA # vLLM E&hiE4,

def create_final_video_embeddings(self, ...):
# ... BEEAINE L token BIHENRAE ..
# repl_token_ids: DB ANIBEKMAFETFE <img> / </img> FRiE token

# 3) XL token REAE RIRRH token X E, M per-token LoRA
# AR KRG BETIE B IR, 2 max_num_batched_tokens EK 4 BLHY:
# AR ABRETRE, HE L TREEHmREKE,
# ARXELN LoRA BKE, BEHEAEENEM embedding —
# AR A BRETS E B token, LoRA delta ABFUEA E Xo
embed_tokens = self.get_language_model().model.embed_tokens
if isinstance(embed_tokens, BaselLayerWithLoRA):
embed_tokens = embed_tokens.base_layer
text_embeddings = embed_tokens(repl_token_ids)

# 4) &35, EFEIEFEX token 3383 embed_input_ids £ LoRA B4R,
# RAERNIHERXE token EHAEERE, JE LoRA B TEMTRILEM,

final_video_embeddings = _merge_multimodal_embeddings(



inputs_embeds=text_embeddings,
multimodal_embeddings=video_embeddings,
is_multimodal=is_video_embed,

return final_video_embeddings

RavaNeL £

TPEEAEIANTMERN, E—ARASENKERE linitra24 £ nano_nemotron_vl.py
1357 1TH9$RR]:

"QQ: If embed_tokens is adapted during training, wouldn't the internally generated
text/special tokens that are not replaced by video embeddings also receive the LoRA
delta?"

danisereb EEE FAIANX ZRELFENREZ, FIRECEXAN BAEWZEZ RS :

"Video marker tokens - the per-frame separator text (e.g. Frame 1 sampled at 0.50
seconds:) and the <img> / </img> tags wrapping each frame do not get the
embedding LoRA delta. ... Without this PR, that path raises an error, so video +
LoRA doesn't work at all today."

f s BB SR 2 (1) peft B target_modules="all-linear" &4 nn.Embedding, 2
BREL embed_tokens 2% embedding RRE; (2) MZFRMRABATFFERZE (
oridos/nemotron-tinystories-lora) %A embedding ARE, FrLUZRKEEERELZIRTE
no-op, Z¥#WR& "For basic enablement ... I think this change is OK", X458 ¥k
RAEMILE (HlanEANE] embedding LoRA BHITE%)

HARITHSWAZ: gthequartermasterman E# APPROVED F#t88 "This is timely. I was
just looking this afternoon what would be needed for LoRA support for Nemotron 3
Omni."; linitra24 #8 WA KR EIBHE docs/models/supported_models.md, jeejeelee &
issue WL FHENMEFE R, EEIN EXHLE linitra24 5 jeejeelee 44k APPROVED; CI Il
A4 X %G upstream 282 / 3 NMEXR W IE4fl%, 1E#F rebase JaH benchislett E# /ci
run 2 £%| Buildkite #89118,

o WAL BN IRA BRI EH token 2FSE3F| embedding LoRA delta (correctness): LB
MBS NRE]EE: peft B9 target_modules="all-linear" =& nn.Embedding, &
MR AN FFERL SR (oridos/nemotron-tinystories-lora) % #& embedding X&, HEibiZ
AXERELZHRERE no-op; REMBITHREKEE,

« 2% Nemotron Nano #ExN& 3| supported_models.md (documentation): /E& #7138 %
MATHE LoRA FIFTA. 4h note BLBAEME 5 M EIFERE, linitra24 fE/E APPROVED

("LGTM, thanks!") ,

c hEER R REZEBSHER, REES5 connector (design): iFHEZZ0 AR
gthequartermasterman B3 APPROVED H# & RiXIEEMAEKE Nemotron 3 Omni
LoRA X#F, BEAR RS R IMILEA,



« %% upstream §3k Cl To)xfit % (other): FRAZM R, B rebase R, AN
AP A,

R 58
- R

1. Bxzheeskn (EFME, BEHER) . WMNANSREXAE <img> / </img> Frie A
K318 embedding LoRA delta, #REEREE NN T embed_tokens (FlnF T
target_modules B Embedding) , #IEBHSINGITAR—EK; YRR AIZITRIR
e, HRA SR,

2. BROMRBE: KRB FTETMNIRZK e2e ABl, HE—IFFEE gsm8k (XA , %
B + LoRA BIISESAZR I8 IE RIS R0 X, KRKREM _create_final_video_embeddi
ngs R BT EKE embed_input_ids I AZR,.

3. FaXBEORY: isinstance(embed_tokens, BaselayerWithLoRA) &%t LoRA SENE
language_model.model.embed_tokens —& ZiZ B LR, WIKH base_layer BIESE,
# VLM 5438 LoRA JE NIRER B B LR KBEEREL, ZAMKBRERK, EBEHEA
REERH B RE LRI matEik / AR,

4, TTHIFEERAD: WAL BEMEZM NemotronHForCausallM £ #15| A, & EiE4E
packed_modules_mapping S EZHIREAFFH (MIEFEMMMER) , VL BEEXMFEIH
X%, 5B EE” £ THEES,

5. ¥MEAMR, TMEaE/ RENK: 3E LoRA R T isinstance KX &P, B258Kah
AMEN; KhEFELMEA Y, FTAEIFESE. KV cache 3BA LoRA &fTH, -
gmwa: AFPM: Nemotron Nano VL / Omni &% (&
nvidia/Nemotron-3-Nano-Omni-30B-A3B-Reasoning-BF16) ELE T LA
—enable-lora BR%, XAGHEIK token HRAEFZEER M E, WRIREEWMREEARTH
; B R P AL, connector A LoRA, 34 R Ak BA
supports_tower_connector_lora fi#{E, BT EERAIMANBEALT, RAAMN: Ry
K SupportsLoRA MIER B EZE, RKE LoRA BITHAYRT|BLATHLH, HiER 56%
AEBARZEM, FM: XL RIAEK token 2T LoRA BEE HNE R NE4LRAKS
EASEA (encoder WFE token MIER{R) RETTEEEANER, RANBRETHE
AR I BUR R + FMAR B LI, ZIXFE Nemotron V0L 8] LoRA e2e BLE BEih—
FRARAB - RFetrin: s Bl , BE&I3h6ESR0 (embedding LoRA 3%3%)
FasVUIKB LoRA BERE M , THRIFERE TS LITER

KRR EE

- LA EKEX PR



