PR #56181 BEIRLE

vlim-project/vlim
[BugFix] Fix DP token padding in dflash attention metadata
& ¥Btla: 2026-09-12 05:33

JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/56181

PATHRE

. —A]iE: (&5 DFlash #EHLE DP>1 TEE N TEIE token &35

- EEDE: E/EIR, BOPMEET _build_attn_metadata X FULL 5
PIECEWISE/eager Fft CUDA BN T num_tokens XX 4B, MUKRIEHBUES
speculator B metadata ¥ZEUKSHE| B — helper AEM A N, T RIFIFMNARL, CUDA
graph SHFEHTERENARTEESEREX,

Th RES EAL

PR body PAHTE HHiX 2 PR#55458 48 # DFlash % speculator L&9#h&: DP > 1 B, DP
B &= A BNFSN padding tokens &1k query_start_loc_cpu REH query token ¥5
attention metadata F#) num_tokens F—3K, ZEFSERESRBIIMBREEME
FlashInfer 3wy ValueError: g.shapel0] (52) does not match qo_indptr[-1] (48), &
DFlash/DSpark # DP > 1 TZ&FRTH,

SCEL AR

1. BM&HMHREAE (AB) : DFlashSpeculator.propose & dispatch_cg _and_sync dp ZJ5
23| batch_desc, HEF B num_tokens & DP R¥ G padded token %%k (FJRES
graph = DP padding) , @ query_start_loc_np/query_start_loc_cpu RIRESIERIKE
o |HSZILIEE A A EANB num_tokens_padded BAEER 4 build_attn_metadata, 7
eager/PIECEWISE T 5 query_start_loc k%, FlashInfer {1 go_indptr[-1] &%
q.shape[0] £MK,

2. £ EHM (vlim/vl/worker/gpu/spec_decode/speculator.py) :
_build_draft_attn_metadata E£ X _build_attn_metadata, &&BKAFEUK batch_desc:
BatchExecutionDescriptor 5§ query_start_loc_np: np.ndarray; num_reqgs_padded &
FI¥EWNHE batch _desc.num_reqgs or num_reqgs it&; num_tokens 4 JkA: FULL EHR
batch_desc.num_tokens (FIEFIRE padding) , FNE int(query start_loc_npl-1]) (
B query ¥t . slot_mappings ¥1 K5 build_attn_metadata 8 num_tokens S¥34 R
1218, [t self.arange (CPU torch tensor) BXA self.arange_np (numpy #k48) |,
fit uniform A EELE K query start_loc_npe

3. #3E uniform helper: _build_uniform_attn_metadata(batch_desc, num_regs,

num_query_per_redq, ...) B self.arange_np[:num_regs+1] * num_query_per_req ¥ii&
¥4 query BEZE¥ build_attn_metadata, DFlash/DSpark &—84F



num_query_per_req A query, BN RE—FTEHBN T HFEEMIE X,
4. BRAAER:

. dflash/speculator.py: MIEREA build_draft_attn_metadata override (&
draft_attn_layer names guard 5§ num_query_per_req is None Br &) , propose K
AR _build_uniform_attn_metadata(num_query_per_reg=self.num_query_per_req)
, ABBEATIE num_regs_padded,

« autoregressive/speculator.py: _multi_step_decode 5 _fused_multi_step_decode X
A _build_uniform_attn_metadata(num_query_per_reg=1), &K ‘HFR DP-only
model padding”#F I num_tokens_padded=num_reqgs_padded €%,

« multi_module_mtp/speculator.py: propose BXAIE¥IA ] _build_attn_metadata, E
(£ query_start_loc_np=input_batch.query_start_loc_np UfREE S prefill/decode
o

5. MR 5 IIEACE: tests/vi/spec_decode/test eagle_draft attn_metadata.py B3 AHE

BatchExecutionDescriptor(cg_mode=CUDAGraphMode.FULL, ...) #&#l FULL BI#EEK

R, BT MethodType IBESZ build_attn_metadata 48 EF| fake X%, BZE upper

bound & step. padded tail 7EE. max_model len k5 DCP 2S5 R, PR

body it benchmark: DP=2 DFlash B crash &R&E R 4944 output tok/s; HAREESZ

REFURME +1.7% RN, GSM8K ¥ EAEBITHA ER.

REEF:

« vlim/v1/worker/gpu/spec_decode/speculator.py (3R $ZHUARRD; 2£7| source; KR
core-logic; %5 _build_attn_metadata, _build_uniform_attn_metadata,
_build_draft_attn_metadata) : ZFEEMZO X _build_draft_attn_metadata EAH
_build_attn_metadata, #3 build_uniform_attn_metadata, % CUDA BE R4k
padded 552ZFr token £k, BAVRMEE R EFTE,

« vlim/v1/worker/gpu/spec_decode/dflash/speculator.py ({3 ZHARRD; K F| source;
A core-logic; &5 propose, _build_draft_attn_metadata) : DFlash & % A SR BR
M BE— _build_uniform_attn_metadata, propose FBFITit+E padding, =
TARNEEBE S

. tests/v1/spec_decode/test_eagle_draft_attn_metadata.py (R IZHUARRD; 57| test;
KA test-coverage; &5 _run_build, test_build_draft_attn_metadata_sets_seq_lens_c
pu_upper_bound, test_build_draft_attn_metadata_zeroes_padded_upper_bound_tail,
test_build_draft_attn_metadata_clamps_to_max_model_len) : MiRANIBBY
_build_draft_attn_metadata &4 1% 3| BatchExecutionDescriptor IEa1HY
_build_uniform_attn_metadata, &2 upper bound 3E%. padded tail 7&E5 &k,

« vlim/v1/worker/gpu/spec_decode/autoregressive/speculator.py (#3k ZHLARL; 25|
source; ER core-logic; 5 _multi_step_decode, fused_multi_step_decode) :
EAGLE & _multi_step_decode 5§ _fused _multi_step_decode %X uniform helper,
FULL # R F num_tokens &8 X Z E 1k,

« vlim/v1/worker/gpu/spec_decode/multi_module_mtp/speculator.py (BEik IZHLARR; £
%] source; FEA core-logic; &5 propose) : MTP propose X IEHA
_build_attn_metadata, REES prefill/decode # query fiF,



XHEM5: _build_attn_metadata, _build_uniform_attn_metadata,
_build_draft_attn_metadata, DFlashSpeculator.propose,
AutoregressiveSpeculator._multi_step_decode,
AutoregressiveSpeculator._fused_multi_step_decode,
MultiModuleMtpSpeculator.propose

RPERRD B

vlim/v1/worker/gpu/spec_decode/dflash/speculator.py

DFlash &£ A &M MR BN %—E _build_uniform_attn_metadata, propose AFHEFL
it# padding, BRI ERNEEBE &,

batch_sync, num_batch_tokens = (
self._build_uniform_batch_dp_sync(dp_sync, num_reqgs, self.num_query_per_req)
if dp_sync is not None
else (None, num_query_tokens)
)
# =/ DFlash M5 4F num_query_per_req /™ token, FTA® A FULL CUDA E,
batch_desc, batch_sync = dispatch_cg_and_sync_dp(
self.query_cudagraph_manager,
num_regs,
num_batch_tokens,
uniform_token_count=self.num_query_per_req,
dp_size=self.dp_size,
dp_rank=self.dp_rank,
need_eager=is_profile,
dp_sync=batch_sync,
)
num_tokens_padded = batch_desc.num_tokens
num_tokens_across_dp = (
batch_sync.num_tokens_across_dp if batch_sync is not None else None

# BIfEEHKR FULL BltEE 22 draft attention metadata,
# LUMERIHT builder REIRA; Fi— helper &% CUDA EERRE
# num_tokens BX batch_desc (FULL) #Z5EFr query 3k (eager/PIECEWISE)
# 1£ self.num_query_per_req EAIBH num_reqs_padded / num_tokens_padded,
# BRIAAAZE—ITHE padding, ARARRAIARE EZ A RE R —3Ko
draft_attn_metadata = self._build_uniform_attn_metadata(
num_reqs=num_regs,
batch_desc=batch_desc,
num_qguery_per_req=self.num_qguery_per_req,
seqd_lens_cpu_upper_bound=input_batch.seqg_lens_cpu_upper_bound,
step=self.num_qguery_per_req,
causal=self._group_causal,
)
draft_slot_mappings_by_layer = build_slot_mappings_by_layer(
self.block_tables.slot_mappings|:, :num_tokens_padded],



self.kv_cache_config,

)

# DFlash — RETM IR 4IRIEH token, E5Z token A num_query_tokens,
self._prepare_eplb_forward(num_query_tokens)

if batch_desc.cg_mode == CUDAGraphMode.FULL:
assert self.query_cudagraph_manager is not None
self.query_cudagraph_manager.run_fullgraph(batch_desc)
else:
self._generate_draft(
num_regs,
num_tokens_padded,
draft_attn_metadata,
draft_slot_mappings_by_layer,
num_tokens_across_dp=num_tokens_across_dp,
cudagraph_runtime_mode=batch_desc.cg_mode,

return self.draft_tokens[:num_reqgs]

TSR A

M — ISR review LR BEE AN EEMERE) DFlash _build_draft_attn_metadata &%
FREFRIE Not needed, #aIAIZE override (& draft_attn_layer names K2 BEYIR AR E
5 num_query_per_req is None Bfg) EZL—BEE helper EERLTTAR, HIEMRLAUKSK
KA, WoosukKwon E# approve, FEHEFIMAR; claude[bot] B fork KRBk B )
review, HEFEFHEFZK.

+ DFlash BE 7 EMIMRE T SE (question): BIARIFR: H—RIE%
_build_uniform_attn_metadata /5% override B2 4E, BEIFUKRSMR,

. fork PR B3} review #22H (other): B EF1HAZ, WoosukkKwon FZ& approve,

R 5 B

- RS
1. EAGLE %42 FULL BliE X BXZE: autoregressive/speculator.py #]
_multi_step_decode/_fused_multi_step_decode # FULL =T num_tokens MEE
8 batch_desc.num_regs or num_reqgs (HEFR DP padding) Z R EHEEER
batch_desc.num_tokens (&3#3k padding) , slot_mappings ZIRRZFT K, XFE
FULL ER R 2Bt 1B X, 1B# batch_desc.num_tokens SIEHEFRA—
REIIAFH KT R,
1. DFlash 89 draft_attn_layer_names ZERIFEEKR: R override BT draft
attention BBTIRRIIRE None, #f helper BAXMNM A X, 18X EAEBIR
build_attn_metadata B HRASEREN, ZITATHEB BN RE S,



2. EVIEERXFF T benchmark: PR ZAHH DFlash DP>1 #3RE3H CI R, SMRE
# EAGLE metadata ¥, J54LEksh ol e RBIRZEEZ T A CI Ko

3. numpy/torch ¥1#t: arange np § torch.from_numpy #¥#f&E CPU 4T RSN, EBEEX
kL ZZEITHBE GPU RE L TRESURIL AL, - . AFPM: DP>1 +
DFlash/DSpark EREMBaHBEIRE AN TH; BB V1 spec decode B2 (DFlash,
DSpark. EAGLE. MTP) # attention metadata ¥EWSRE|IR—FEIEX, AZM: H%
attention metadata & num_tokens 5 query start_loc B4kFFaE, A mrv2 54 DP
5 CUDA EA &7 RREEAE, HAM: base speculator A metadata ¥z HE
—ESKIR, ELET speculator REMEFF uniform 23EI4E helper B, - XIEARIT:
B BAZREE |, FULL BREXGRE | /) DP>1 38338 EYVINRK , guard BREE ZWF

KRR EE

« PR #55458 [Bugfix] Fix DP token padding in draft attention metadata ( JEARIZAEF
%, PR body 31/ ): PR body BA%EBAA PR ZEH follow-up: 55458 (& 7 HAth
speculator #4289 DP padding %2, 1Bk& £ dflash-derived speculator,

« PR #56312 [MRV1] Scope breakable cudagraphs to the piecewise path only: EIFER
% FULL &5 PIECEWISE Bif# CUDA ERZNITAZESR, 54 PR ¥ cg_mode 4k
num_tokens BB EIR, KB mrv2 ME CUDA EREX WA ZLHEE,

« PR #46994 [Spec][V2] Support MTP speculative decoding under pipeline parallelism:
a0 multi_module_mtp/speculator.py 5%/ spec decode B&12, A& PR XiZ X H481A
R R EE S AP HN—IR,



