PR #56176 BEIRLE

vlim-project/vlim
[ROCm] [Bugfix] Enable Load and Inference of GLM-5.3-Flash Quark MXFP4 Checkpoint
&3mtE: 2026-09-16 09:25

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/56176

PATHE
. —A)3E: B85 GLM-5.3-Flash Quark MXFP4 RREMEZH A RS scale ZiRITE

« EME: EEFER, LEXNEMAMEBEERE (Quark. AutoWeightslLoader) FaigE#R! B x4
LRMBITF X H, &K PR BT ‘B checkpoint E52IR 06 8 B9 R BRIZ: B
config.json 1 layer_quant_config BIRH R, BREGEBMNARZECENE, BAE
BRAESIARYEITA, MRKRIT (A recording param FENEERZ) tIEEMEL,

THRES B

Quark checkpoint amd/GLM-5.3-Flash-Quark-MXFP4 WRIE2 T /AmEk (b
AssertionError Bt KeyError) . PR body BA#a3E 4 “Two independent bugs break weight
load”, i Issue #54641 EIT F—/ bug: identity entry &1t gate up_proj ZFEREIR 3|
global_quant_config (MXFP4) , 5 checkpoint ¥ block-FP8 iKEFIRRILE, FE=-/
bug & MLA 3% % scale £X—3K: Quark &4 weight scale, mmEkgE RIA
weight_scale_inv,

LI AE

1. ZEANET: BWMEEEFE viim/models/glm5next/common/model.py (&
nvidia/model.py ##hifik) . - & Glm5NextForConditionalGeneration L& %
packed_modules_mapping = {"gate_up_proj": ["gate_proj", "up_proj"l}, B#M
Glm4vForConditionalGeneration & H identity Btgt, GLM-5.3-Flash 8 checkpoint (
Quark. NVFP4, zai &) HULBKEFHE gate/up, BIFANEL shard &J5, Quark
8 layer_quant_config 4 RE4p & per-layer block-FP8 H %, #H &% EIRI| 4K/ MXFP4, -
_try_load_fp8_attn_proj #J scale iRFUM is_scale = "weight_scale_inv" in name ¥ E&A "
weight_scale_inv" in name or name.endswith(".weight_scale"), £ Quark & scale
#HANRE—ZF buffer BEX + block R 214321,

2. BXEM: model.py. attention.py. kda.py. mtp.py. multimodal.py A
glm5next/nvidia/ F#ZE glmbnext/common/, glmb5next/__init__.py BIS AR KN
common E&42; mtp.py F X fused_eh_norm BIEAKAE R
vlim.models.glm5next.nvidia.ops.fused_eh_norm (ops BFRME & nvidia F) . ZAE
B review 3, BHHIRRAMBEX AMD/NVIDIA #R3EH,

3. MRECE: tests/quantization/test_quark.py FiE 4 AR FosEBNIRHE (
_glm5_mixed_precision_config. _GLM5RecordingParam. _glm5_block fp8) , BZmk



BTESME. scheme HRiX. Quark weight_scale iR A K% DeepSeek weight_scale_inv [E
3; MERFRE R EERSF], W3 recording param JSIF MK ERAIZ IERME,

4. BAE: fEEFE 4x AMD MI355X £ VLLM_ROCM_USE_AITER=1 AR% Quark
checkpoint, gsm8k 5-shot strict exact_match 0.9219; REEAE H100 LI&IE NVFP4 &
HAZRmAIZam (0.9371) .

R

« vllm/models/glm5next/common/model.py (B3t Ak ; 25| source; 2R core-logic
;. &5 GIm5NextForConditionalGeneration.packed_modules_mapping,
_try_load_fp8_attn_proj) : AL CEE: BE packed_modules_mapping £
gate/up BFFRESZ shard &, WX _try load_fp8_attn_proj #% Quark B
weight_scale scale &, Xt#RE#E nvidia/model.py a1 E common/,

. tests/quantization/test_quark.py (iR E1b; 27| test; KR test-coverage; &
_glm5_mixed_precision_config, _GLM5RecordingParam, _glm5_block_fp&,
test_glmbnext_gate_up_proj_mapping_is_genuine_fusion) : #3E 145 fTEYVIN, A
recording param FaE I EBLETARMT. scheme JRiX. Quark scale 12585 DeepSeek
scale B3, EAUREE E#HMENXERIRE,

« vlim/models/glmbnext/__init__.py (3 MBI AT ; 7| source; & data-contract) :
R ANOEAM nvidia/ §1#:2] common/, 2B REMEXEELS, RiE
Glm5NextForCausalLM S-S MBETRE S Ao

« vlilm/models/glm5next/common/mtp.py (#3k HENARRD; 2559 source; LA
rename-or-move) : FEE RXEMIEE); import BE (fused_eh_norm ERFEMEIIEE
nvidia T8 ops B12) ZHmIFTHNAREE,

« vlim/models/glm5next/common/attention.py (13 ST &E #1; 5| source; ER
rename-or-move) : @ifsh: GLM-5.3-Flash B MLA/ #EEE A LI L Z T/ F|
common, TREZE,

« vlim/models/glm5next/common/kda.py (#Ek EEIAKRL; 2% source; XA
rename-or-move) : #if5h: KDA AHXZIMEEZ(MTF R common, TREEE,

« vlim/models/glm5next/common/multimodal.py ({3t ZAEA; 5 source; LR
rename-or-move) : 4if5h: LZESAERPMEFMHIEEE| common, TREXE,

« vlilm/models/glm5next/common/__init__.py (&R &R A0 ; 25| source; &
data-contract) : ## common WA, XEEBREMEHNELEN,

XG5 GIm5NextForConditionalGeneration.packed_modules_mapping,
_try_load_fp8_attn_proj, _glm5_mixed_precision_config,
test_glmbnext_gate_up_proj_mapping_is_genuine_fusion,
test_glmbnext_genuine_fusion_resolves_gate_up_to_block_fp§,
test_glmbnext_attn_loader_accepts_qguark_weight_scale,
test_glmb5next_attn_loader_accepts_deepseek_weight_scale_inv

KERRD A B

vliim/models/glmbnext/common/model.py



ARBREAZMEE . BE packed_modules_mapping £ gate/up BF AN E L shard &, UKk
_try load_fp8_ attn_proj #¥% Quark By weight scale scale &, X/ RE &
nvidia/model.py #&1E common/,

class GIm5NextForConditionalGeneration(Glm4vForConditionalGeneration, HasInnerState,
IsHybrid, MixtureOfExperts):

# GLM-5.3-Flash & dense-MLP ¥ gate/up BRAMEILIKE,

# 5 Glm4vMoeForConditionalGeneration. glm4_moe. deepseek v2 —3K,

# B fused “gate_up_proj” RHEFRESE shard & “gate_proj™ / “up_proj,

# Quark B per-layer /LB E (layer_quant_config) F#Eérd,

# M Glm4vForConditionalGeneration #7&# identity BRET R & F

# GLM-4.1V BT ELS checkpoint, &1Lt EERIEF MXFP4 FZ£,

# M FP8 MEREMRAFEEMmAR (BN #54641 EINLHY AssertionError) o

packed_modules_mapping = {

"gate_up_proj": ["gate_proj", "up_proj"],
}

def _try_load_fp8_attn_proj(
name,
tensor,
buf,
params_dict,
loaded_params,
kv_a_pad_size: int,
) -> bool:
# {4 checkpoint B X block-FP8 #fif. {EAERMIRSF BF16 By
# g_a_proj / kv_a_proj_with_maqga / q_b_proj / o_proj &% ;
# 3RE True R RBEEZ tensor B9,
matched = None
for suffix, info in _FP8_ATTN_PROJS.items():
if suffix in name:
matched = (suffix, info)
break
if matched is None:
return False

suffix, (key, target_base, shard_id, is_kva) = matched
is_weight = name.endswith(".weight") and tensor.dtype == torch.float8_e4m3fn
# DeepSeek R4 scale & & weight_scale_inv, Quark checkpoint H 8 E
# weight_scale; XEREHEZ, S—F#HANTEH buffer BLXTE 4,
is_scale = "weight_scale_inv" in name or name.endswith(".weight_scale")
if not is_weight and not is_scale:
return False

layer_prefix = name.rsplit(suffix, 1)[0]

target_w = f"{layer_prefix}.{target_base}.weight"

target_s = f"{layer_prefix}.{target_base}.weight_scale_inv"

# EEBMENRET FP8 (FH&E weight_scale_inv 5%k)

# WEARZREMN, EIERE False RAEM stacked/direct MBI,



if target_s in params_dict:
return False

# weight 5 scale BIANFAEE, &3 0—F# buf &P,
# S5 —FIFHERMEREMN, BAEIR fused_gkv_a_proj B shard i& X,
entry = buf.setdefault(layer_prefix, {}).setdefault(key, {})
entry["weight" if is_weight else "scale"] = tensor
if "weight" not in entry or "scale" not in entry:
return True

weight_fp8, scale_inv = entry["weight"], entry["scale"]
buf[layer_prefix].pop(key, None)
block_size = weight_fp8.shape[1] // scale_inv.shape[1]
weight_bf16 = _dequant_fp8_block(weight_fp8, scale_inv, block_size)
# NoPE & T kv_a BEWE rope B (REXT) , BEABMKRSH,
if is_kva and kv_a_pad_size > 0:
pad = torch.zeros(

kv_a_pad_size,

weight_bf16.shapel[1],

dtype=weight_bf16.dtype,

device=weight_bf16.device,

)
weight_bf16 = torch.cat([weight_bf16, pad], dim=0)

param = params_dict[target_w]

# BEEIRA param.weight_loader(param, weight_bf16, shard_id) 5 B#x:
# shard_id J®ZE fused_gkv_a_proj NEfZE g a (0) & kv_a (1) o%;

# ERRJEIE target_w tni#t loaded_params, FF3RE True,

tests/quantization/test_quark.py

¥ 145 /TEIVINR, A recording param fBRIIEBRETAENT. scheme JRIX. Quark
scale IR%5 DeepSeek scale B3, BAVKEE IFAMEH XK BIRE,
# £/ MXFP4. dense-MLP By gate/up BEIAFRIT block-FP8 B R EREERE,
# 2% amd/GLM-5.3-Flash-Quark-MXFP4 8 layer_quant_config #¥k.
def glm5_mixed_precision_config() -> QuarkConfig:
fp8 = {"weight": _GLM5_BLOCK_FP8_WEIGHT, "input_tensors": _GLM5_BLOCK_FP8_INPUT}
return QuarkConfig(

{
"global_quant_config": {"weight": _GLM5_MXFP4 WEIGHT, "input_tensors": None},
"layer_type_quant_config": {},
"layer_quant_config": {"*mlp.gate_proj": fp8, "*mlp.up_proj": fp8},
"exclude": [],
}

def test_glmb5next_genuine_fusion_resolves_gate_up_to_block fp8():

# fused AL MEFFKESZ shard &, &4 shard A RS+



# per-layer By block-FP8 & B, mAZERE2SF MXFP4 H £,
config = _glm5_mixed_precision_config()

config.packed_modules_mapping = {"gate_up_proj": ["gate_proj", "up_proj"]}
_, _, scheme_cls = config.get_scheme_cls(LinearBase, _GLM5_GATE_UP)

assert scheme_cls is QuarkW8A8Fp&8PerBlock

def test_glmb5next_attn_loader_accepts_quark_weight_scale():
# =3 KeyError (...kv_a_proj_with_mqa.weight_scale) : fused g_a/kv_a
# 1&+F BF16 &M R EM, Quark B scale &SRS,
# BB ®E3| fused_gkv_a_proj B9IEH shard.
from vlim.models.gimbnext.common.model import _dequant_fp8_block, _try_load_fp&_attn_
proj

prefix = "layers.3.self_attn"

target = _GLM5RecordingParam()

params_dict = {f"{prefix}.fused_gkv_a_proj.weight": target}
buf, loaded = {}, set()

weight, scale = _glm5_block_fp8(256, 256)

# fp8 weight &BIX -> R, WEIEKARL MEK,
assert _try load_fp8_attn_proj(
f"{prefix}.kv_a_proj_with_mqa.weight", weight, buf, params_dict, loaded, 0

)

assert target.loaded_weight is None
# Quark &8y scale A FEIM -> REMIF MR,
assert _try_load_fp8_attn_proj(
f"{prefix}.kv_a_proj_with_mqga.weight_scale", scale, buf, params_dict, loaded, 0

)

assert target.loaded_weight is not None

assert target.loaded_weight.dtype == torch.bfloat16

assert target.loaded_shard == 1 # kv_a & fused_qgkv_a_proj B shard 1

assert torch.equal(target.loaded_weight, _dequant_fp8_block(weight, scale, 128))
assert f"{prefix}.fused_gkv_a_proj.weight" in loaded

TS R A

1. #54641 BB ESEE SN fxmarty-amd & “identity BRET S 2K layer_quant_config &3K
"RERBBELRAEA, #EAR PR AMAEEE quark.py 5, FERIMUR.
ColinZ22 ER;: A& PR RARHRIZ issue FEIA GLM-5.3-Flash SZFRFAE (
reproduction FHIEER) , checkpoint B layer_quant_config FABZ split Bk, EiE
BN override ZIEHEEFR; liulanze XMEEZMAR config.json BAIARA gate_up_proj #,
PEE T %R K

2. BEEMItie: BowenBao #3R AndreasKaratzas ZiX, E3R3IE model.py #%3|
common/, EAXEEFE amd/nvidia BH; 1EEBMIF rebase FEEFEIIAND
checkpoint 8 GSM8k,



3. NV :EAEREMIA: AndreasKaratzas 2%BX packed_modules_mapping 0 is_scale #
ghekzhiE]“ B ERAER T NV, /EEHIA nvidia/GLM-5.3-Flash-NVFP4 54 5
gate/up K& (H100 gsm8k 0.9371) , 18 NVFP4 8§ MLA &E B checkpoint IR &
18 BF16, 743N _try load_fp8_attn_proj B&iZ.

« 54641 B ESEESMIRE R (question): ColinZ22 5BEAR PR RARR issue F & ILHY
GLM-5.3-Flash SZF=FEZE, checkpoint B3 layer_quant_config £ /8 split £2#R, EHERA
override ZZIEMIEE; liulanze X LZMAIR config.json BIAT gate_up_proj ., MR
REJS M 723 test_quark.pys

« EEXHHE common B X (design): 7EE¥ model.py. attention.py. kda.py. mtp.py.
multimodal.py £%k# N common/, rebased & EF IR checkpoint B GSM8k,

« NV F&iEREEMIA (question): EEHIA nvidia/GLM-5.3-Flash-NVFP4 R#E4 B 6k
gate/up (H100 gsm8k 0.9371) ; i NVFP4 8§ MLA % B checkpoint IR B A
BF16, R&#t N _try load_fp8_attn_proj #&4%,

PNoESE-AL

« QG
. BT EREATEURME: packed_modules_mapping B £ R Xt
GIm5NextForCondltlonaIGeneratlon £, AR AR
Glm4vForConditionalGeneration, 1BEZ& Xk HE I GLM-5.3-Flash ZAUTNE&
gate_up_proj #fi, KMEESFIK shard BEFEHRAZ|BirE, FE checkpoint F5Z
IREhES,

2. scale ILEZHKEE: name.endswith(".weight_scale") tb2 RIBYF R LB E 5, BIRR&H A
_FP8_ATTN_PROJS E& N, {83 checkpoint B HAhiE X B weight_scale K&

"R IR U IER B scale &P,

3. BEXEMEM: nvidia/ § common/ WSR-S EIIFATIBEREE import; ©
ERFFNHACEH, EFE CI (Buildkite #89206) & EHiiA.

4.5 #54702 A A FHEE quark.py '#bn)\ identity BRESARZHE, 54K PR
RN override FTRE” £ XX EMNT, FTEWMIAIEN. - ¥ FeEEFE
GLM-5.3-Flash &%|#&®: AMD Quark MXFP4 checkpoint M2 o B % A 9] k.
T ARZ, gsm8k ¥FES5IR checkpoint X3 (0.9219 vs 0.9121) ; NVIDIA NVFP4 &
AR ZE)IREIAAE H100 LIIEAAR, XEIATMS, common/ BREELART
glmbnext RABEET MAZFHNAEARA N, FEMEL ROCm/NVIDIA &4 ERA, X
VLLM EMER T EZET AW, - NRArD: E400 BTN | scale LFRTEIX
5, B MEREM , (XEE Glm5Next {3

K ERAKZE
« PR #54702 Quark: tolerate identity entries in packed_modules_mapping: % PR Z&Xt

Issue #54641 95 —FMEEZR (FE quark.py P&ER identity BRET) , 1B
checkpoint 52F% key (split names) A& ERE| MXFP4; A PR BAFAXAIZA |, &

A override,



« PR #54556 GLM-5.3: remap weight_scale name in deepseek_v2.py: 5§ Bug 2 M8
scale 4p& A&, 1B5tA5EE GLM-5.3 (GImMoeDsaForCausalLM) B&{z2, FEZ
GLM-5.3-Flash; & PR 7 glmbnext B 2WIMBRFHBE,

« PR #54770 QuarkW8A8Fp8PerBlock registers weight_scale: {& 2L JR 4 o,
weight_scale, {8 GLM-5.3-Flash 89 MLA & &+ BF16. & _try_load_fp8_attn_proj
FoiREMN, EARA PR AFEEMIRG] Quark scale %,



