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prefill_metadata: MiniMaxM3SparsePrefillMetadata | None = None
if num_prefills > 0:
seq_lens_cpu = common_attn_metadata.seq_lens_cpu_upper_bound
assert seq_lens_cpu is not None
prefill_seqg_lens_cpu = seq_lens_cpu[num_decodes:]
# RAE CPU MK block &%k, BRI/ device R
prefill_total_kv_blocks = (
((prefill_seq_lens_cpu + SPARSE_BLOCK_SIZE - 1) // SPARSE_BLOCK_SIZE)
.sum()
.item()



prefill_kv_lens = seq_lens[num_decodes:]
prefill_cu_seqglens_k = torch.empty(
num_prefills + 1, dtype=torch.int32, device=seq_lens.device
)
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if current_platform.is_rocm():
prefill_cu_seqlens_k[:1].zero_()
else:
prefill_cu_seglens_k[0] = 0
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torch.cumsum(prefill_kv_lens, dim=0, out=prefill_cu_seglens_k[1:])
prefill_cu_seqglens_q = (
query_start_loc[num_decodes:] - num_decode_tokens
).to(torch.int32)
prefill_context_lens = context_lens[num_decodes:]
query_reqg_id = query_abs_pos = None
# aiter HMRBZEINEZEA query token BITERES LM E
if self.use_aiter_sparse_pa:
query_req_id, query_abs_pos = minimax_m3_query_token_positions(
prefill_cu_seglens_g, prefill_context_lens, num_prefill_tokens
)
prefill_metadata = MiniMaxM3SparsePrefillMetadata(
cu_seglens_qg=prefill_cu_seglens_q,
cu_seglens_k=prefill_cu_seglens_k,
seq_lens=prefill_kv_lens,
context_lens=prefill_context_lens,
block_table=block_table[num_decodes:],
max_query_len=common_attn_metadata.max_query_len,
max_seq_len=common_attn_metadata.max_seq_len,
total_kv_blocks=prefill_total_kv_blocks,
query_req_id=query_req_id,
query_abs_pos=query_abs_pos,
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