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MRS

« —AIE: Z—B MLA BBE E hf_text_config, 185 8 &R ¥E1LL K

cBESME: EERIE, XE—NHANREIRRELAERBE: Rapg/ (+32/-22) , B
L 7 hf_text_config FAE SRR ET—AODNINE, EAE=A: — &
test_sparse_mla_backends.py #n{a3#3¥ del hf _config.index_topk &%l fixtures £ & &
BAUMBEYE; —& PR Z|E(+ ¥ DeepSeek-v4 HFZEMRMBLHRITH R, =& warmup
key £ Xt getattr BRIAMES index_kpool EEHLLIEF R,

THRES B

PR body BAFRIE L : £4& (composite) FaZESEAEHT MLA REREHRERN text
config &, &BAERIZREMTIE HF config 2EX& “‘make backend initialization, workspace
sizing, or JIT warmup fail even though the model is configured correctly’,
ModelConfig.hf _text_config BAAXAS E G EWNE—)T— TR, RNWEEILRAE AL
LERERZM hf_config 33| hf _text_config, FEBEHMREE DeepSeek-v4 45 E S5
sparse_swa.py RaiB R,

SRR

B 1 BOToEIES workspace 4B (sparse_mla_attention.py)

« SparseMLACommonMetadataBuilder.__init__ ¥ self.topk_tokens A
vlim_config.model_config.hf_config.index_topk BXA hf_text_config.index_topke

- 8757 7% determine_chunked_prefill_workspace_size [E# ki hf_text_config, %
chunked-prefill workspace T35 E4E)/E token $k—3%, DCP % rank 89 gather £ X
INEA,

« XA EFIE R BOREIRES . AR B F RSB AttributeError, SEEMER B LK
, B EARE S A,

W 2. BEFEeEmITI—1 (flashattn_mla_sparse.py /
rocm_aiter_mla_sparse.py / xpu_mla_sparse.py)

« FlashAttnMLASparseBackend.supports_combination 8“2 E & index_topk K& M
hf_config BX A hf_text_config, #HRE SRR EIREFR B RHARZIFMIELE S,



« ROCm AITER 5 XPU 8 metadata builder __init__ ¥ topk_tokens #3&fLRE ¥k, 1%
B FEES SEE TAMER AL top-k 1,

F I8 3: JIT warmup 5L IR (indexer.py / compressor_utils.py /
sparse_utils.py / dcp_indexer_cutedsl.py)

« indexer.py B prefill indexer warmup key & BB&H hf_text_config 3B
compress_ratios 5 index_kpool, H getattr {8 &%k A ERIAE,

. compressor_utils.py BIE%E slot-mapping M4% warmup LR EER EAEE)#,

. sparse_utils.py B9&5| ## warmup B9 num_topk_tokens 5 dcp_indexer_cutedsl.py #
AN DCP RAZEH get_warmup_keys H ) index_topk —3H#z,

« ZHBARIE warmup key 53BTESZFR dispatch 28—, BRRmIFEHF miss FHHE
BERKEBATH JIT %%

HIE 4 MRS EVFERE (3 AR SHE)

- test_sparse_mla_backends.py: 3 decode / prefill / DCP = 4R fixtures BREX #EE S %X
HFAET hf_text_config’ IE A, HER del model_config.hf_config.index_topk, 5
NAEVEEh)=354:8

. test_indexer_deepseek_v4_slot_mapping.py: £ =/NR#EA4t hf_config B9 warmup MR,
, XA hf_text_config; 3X& NVIDIA 5 AMD attention shard &WAHERERA,

- test_dspark_noncausal_sparse_mla.py: FE# % dspark EEEREMHEL MLA MR B ELE 4
o

- CI 458 FrA NVIDIA/AMD attention shards it ; Fl4& LMW ITE RS PR Tx (
parser &t builder. Rust #&EFRE. Intel HF cache #%k) ,

R

« vlim/model_executor/layers/attention/sparse_mla_attention.py (#3k F&Eh MLA; K3
source; A data-contract; 5 SparseMLACommonMetadataBuilder.init,
SparseMLACommonMetadataBuilder.determine_chunked_prefill_workspace_size) : #
B MLA AH T353R builder IO : topk_tokens ##81t5 chunked-prefill
workspace K/INTEEIRF index_topk, =5 SRR WAL MBIR K,

« vlim/model_executor/kernels/attention/dsa/dcp_indexer_cutedsl.py (#3k DCP WA%;
2.5 source; A data-contract; 45 get_warmup_keys (DCP Triton indexer),
get_warmup_keys (DCP CuTeDSL gather)) : DCP top-k &3|5 gather NAZH warmup
key & BKAKH index_topk; EEEE TR LBRMAEEEIR key £E AttributeError, &
3k DCP ZmiF &7 XK

« vlim/v1/attention/backends/mla/indexer.py (3R &3|%8; 25| source; FER core-logic
. &5 get_warmup_keys (prefill indexer), dispatch) : prefill indexer 8 JIT warmup
key B compress_ratios 5 index_kpool #%, BEEEAT warmup KK E X E; [
Bt DeepSeek-V4.1 FHAER B 08 5% 09 X4,

« vlim/v1/attention/backends/mla/flashattn_mla_sparse.py (#i3k FA E3%; 25| source
; KA core-logic; 5 FlashAttnMLASparseBackend.supports_combination) : &3
#3FE supports_combination By index_topk BAEMKRI AT ESER T EH



FlashAttention #Ey MLA; RSB EIELLZE,

vlim/v1/attention/backends/mla/compressor_utils.py (#3& E4E528; 35| source; £KA
core-logic; 55 CompressedSlotMappingKernel.get warmup_keys) : E4E
slot-mapping WA H warmup LM compress_ratios 5 index_kpool #%, E4EET
Bk 2B EEREBA R,

« vlim/v1/attention/backends/mla/rocm_aiter_mla_sparse.py (3 ROCm f&3g; 25
source; M core-logic; &5 ROCMAiterMLASparseMetadataBuilder.init) : ROCm
AITER # Bt MLA metadata builder B topk_tokens #¥iafbRE AITER NZMTEIER
, B EEET M SCAELD B 1B

vlim/v1/attention/backends/mla/sparse_utils.py (13 BT HE; 25| source; LR
core-logic; &5 get_ warmup_keys (IndexConversionKernel)) : #HER&RS| E# warmup
89 num_topk_tokens JRE across-DCP R B LR, RERE RS FIK DCP EA TR E
FAAZRI
« vlim/v1/attention/backends/mla/xpu_mla_sparse.py (#i3k XPU /E3%; 5| source; %

& core-logic; 5 XPUMLASparseMetadataBuilder.init) : XPU ## MLA metadata
builder 8 topk_tokens ¥#a1t5 topk_tokens_tensor ¥i&EtE%, £ Intel GPU F&rE—
FEF P HEER R

. tests/v1/attention/test_sparse_mla_backends.py (iR MiREBZE; K5 test; KR
test-coverage) : 1B decode / prefill / DCP =4 fixtures R HEH S EFLET
hf_text_config A EESTHAHERMFRTUE index_topk, ZFFiEEYVIRTHE LE A <2 EYT
A %o

. tests/v1/attention/test_indexer_deepseek _v4_slot_mapping.py (3R NiXEZ; K5
test; KA test-coverage) : BE =R hf _config B9 warmup MR, =& NVIDIA 5
AMD attention shard 4K 84935 FIAR B FrE.

. tests/v1/attention/test_dspark_noncausal_sparse_mla.py (13 MRBZ; %3 test;
KA test-coverage) : dspark IEFE BB MLA MRWEE B E DS RE, RS0
BERA—IK

XG5 SparseMLACommonMetadataBuilder.init,

SparseMLACommonMetadataBuilder.determine_chunked_prefill_workspace_size,

FlashAttnMLASparseBackend.supports_combination,

ROCMAIiterMLASparseMetadataBuilder.init, XPUMLASparseMetadataBuilder.init,

CompressedSlotMappingKernel.get_warmup_keys, get_warmup_keys (prefill indexer),

get_warmup_keys (IndexConversionKernel), get_ warmup_keys (DCP Triton indexer),
get_warmup_keys (DCP CuTeDSL gather)

KERAD B

vliim/model_executor/layers/attention/sparse_mla_attention.py

T MLA A THHIE builder 894X topk_tokens #1815 chunked-prefill
workspace K/NTEEMKF index_topk, =& SERIHEIL & K AIR L,

class SparseMLACommonMetadataBuilder(AttentionMetadataBuilder[T]):
metadata_cls: type[T]



require_uniform_decodes: ClassVar[bool] = False

def __init_ (self, kv_cache_spec, layer_names, vlim_config, device) -> None:
super().__init__(kv_cache_spec, layer_names, vllm_config, device)
self.vlim_config = vlim_config
self.device = device
self.model_config = vlim_config.model_config
self.mla_dims = get_mla_dims(self.model_config)
# XBBE: EE/ ZHESEANHRRSHRRGFETRERN text config F,
# TE hf_config K35 index_topk, &% EimMiEH workspace 2 BE% MK,
# hf_text_config & ModelConfig $&At8YYI—1k 35 5] 28,
# AR RIE X EEMT hf_config,

self.topk_tokens: int = vlim_config.model_config.hf_text_config.index_topk

self.req_id_per_token_buffer = torch.empty(
(vllm_config.scheduler_config.max_num_batched_tokens,),
dtype=torch.int32,
device=device,
)
parallel_config = vlim_config.parallel_config
self.use_pcp = parallel_config.prefill_context_parallel_size > 1
try:
self.dcp_world_size = get_dcp_group().world_size
except AssertionError:
# DCP ®[RERIEMIR T AL, ERFE rank,
self.dcp_world_size = 1
self.cp_kv_cache_interleave_size = parallel_config.cp_kv_cache_interleave_size
self.dcp_local_block_size = self.cp_kv_cache_interleave_size
self.dcp_virtual_block_size = self.dcp_local_block_size * self.dcp_world_size

# workspace 1T¥bME R4 token $XUEZ, FN| DCP gather £#&AE,
self.chunked_prefill_workspace_size = (
self.determine_chunked_prefill_workspace_size(vlim_config)
)
workspace_head_size = (
self.mla_dims.kv_lora_rank + self.mla_dims.gk_rope_head_dim
)
workspace_rows = self.chunked_prefill_workspace_size
if self.dcp_world_size > 1:
# DCP & rank 943 KV shard #4# gather 3 workspace,
# ETREEHI 1/DCP 474K
assert self.chunked_prefill_workspace_size % self.dcp_world_size ==
workspace_rows += self.chunked_prefill_workspace_size // self.dcp_world_size
self.chunked_prefill_workspace = torch.empty(
(workspace_rows, workspace_head_size),
dtype=self.model_config.dtype,
device=device,
)
# ... E8e1k topk ¥R workspace 5§ DCP manager ...



@staticmethod

def determine_chunked_prefill_workspace_size(vlim_config: "VlIimConfig") -> int:
scheduler_config = vlim_config.scheduler_config
cache_config = vlim_config.cache_config
model_config = vlim_config.model_config
# FIAEM hf_text_config IZBER, fRiE workspace A/N53E4TH top-k —3K,
topk_tokens = model_config.hf_text_config.index_topk

workspace_size = min(
max(
8 * model_config.max_model_len,
4 * scheduler_config.max_num_seqgs * cache_config.block_size,
),
64 * 1024,
scheduler_config.max_num_seqgs * topk_tokens,
)
workspace_size = max(workspace_size, cache_config.block_size)
if vilm_config.parallel_config.decode_context_parallel_size > 1:
return align_mla_chunked_context_workspace_size(
vlim_config, workspace_size
)

return workspace_size

vliim/model_executor/kernels/attention/dsa/dcp_indexer_cutedsl.py

DCP top-k &3|5 gather RAZH warmup key & RK#F index_topk; EEME FTTME RS
BREEIR key £ E AttributeError, §3 DCP RiZEHF LK,

def get_ warmup_keys(self, vlim_config: Any) -> list[CompileKey]:
dcp_world_size = vlim_config.parallel_config.decode_context_parallel_size
if dep_world_size <= 1:
return []
cp_interleave = vlim_config.parallel_config.cp_kv_cache_interleave_size
# 56/ SRESHEAY index_topk RAEETHRE text config,
# BRMII—1L 5181 28 hf_text_config IZEX, TN warmup key 5:3i&fTht
# dispatch 2#AF—3K, BIERKSMEZITE JIT &%,
topk = vllm_config.model_config.hf_text_config.index_topk
if topk <= 0:
return []

try:
from vlim.distributed.parallel_state import get_dcp_group
dep_rank = get_dcp_group().rank_in_group

except Exception:
# MRERIE T RESR A 4814 DCP group, [E3RA rank 0,
dep_rank =0

return self._trace_dispatch(self.dispatch)(
dcp_rank=dcp_rank,
dcp_world_size=dcp_world_size,



cp_interleave=cp_interleave,
has_row_starts=(False, True),
topk=topk,
block_size=512,

)

vlim/v1/attention/backends/mla/indexer.py

prefill indexer 89 JIT warmup key B compress_ratios 5 index_kpool 3%, BEEASEAT
warmup £ E X & EZ DeepSeek-V4.1 SHAER B 304 5 09 X5,

def get_warmup_keys(self, vlim_config: VIImConfig) -> list[CompileKey]:

max_tokens = max(
1, min(vlim_config.scheduler_config.max_num_batched_tokens, 8)

)
# %—M hf_text_config . EAHEARPHRREREREXAREE,
# AR warmup key & miss, SEGTITRE R IFLER,
hf_text_config = vlim_config.model_config.hf_text_config
parallel_config = vlim_config.parallel_config
dcp_world = parallel_config.decode_context_parallel_size
dcp_interleave = parallel_config.cp_kv_cache_interleave_size
dep_rank = get_dcp_group().rank_in_group if decp_world > 1 else 0

# compress_ratios A ¥FER%& (BRIA 1) ; index_kpool 1EAFUIMNELELLIRZE,
# 33X dict.fromkeys £E, RIEFTH Triton FFLERBE TR,
compress_ratios = tuple(
dict.fromkeys(
max(1, int(ratio))
for ratio in (
*(getattr(hf_text_config, "compress_ratios", None) or (1,)),
getattr(hf_text_config, "index_kpool", 1) or 1,

)

index_kpool = getattr(hf_text_config, "index_kpool", None)

if index_kpool and index_kpool > 1 and index_kpool not in compress_ratios:
compress_ratios = compress_ratios + (index_kpool,)

return self. trace_dispatch(self.dispatch)(

# B = Triton B divisible. exact-one 53R 132 srE4FLEH,

query_slice_start=(0, 1, 2),

query_slice_stop=(1, 2 * max_tokens - 1, 2 * max_tokens),

DCP_RANK=dcp_rank,

DCP_WORLD=dcp_world,

DCP_INTERLEAVE=dcp_interleave,

BLOCK_SIZE=self.BLOCK_SIZE,

COMPRESS_RATIO=list(compress_ratios),

input_variant=(
TritonPointerInputVariant.from_alignment(uncompressed_seq_lens=True),
TritonPointerInputVariant.from_alignment(uncompressed_seq_lens=False),



)

Wi B

1. NVIDIA/AMD shard kMR E: E& 7 PR body B Reviewer guide FitBH, =M% BE
B warmup fixtures (test_indexer_deepseek v4_slot_mapping.py) 1358 Rizfit
hf_config, & NVIDIA f2 AMD attention shard &£WEHEREJREA; latest update EIE/E
S,

2. HF BB E T E 2R NickLucche %8 "hf change detected @nhmellor", EEE&HFETEZ
PR fiit HF config B2, hmellor B/& approve #&3F,

3. %It AR: PR AFIRE DeepSeek-v4 HEMRLE sparse_swa.py R, FHAXLSIHA
BEMBEZBH flat model config, MAEREAE &K,

« NVIDIA/AMD attention shard .5 warmup fixtures &£ (testing): 1S IEEFr A
NVIDIA/AMD attention shards i#3i¥, &#&FEILATRKEFHE MLA IR,

« CI XMIRPfE (testing): ITHER TR LM ; hmellor EFfL Cl E&H,
« HF BLE T F 325K (other): hmellor B/ approve 5 E& 3.

Ao 5
- R
1. EEBMIARILRIK: sparse_mla_attention.py §=NFEEIRA index_topk #EZE
BERMIEMIAE getattr IR, FENEXAER K F THERE B hf_text_config Bk
ZFER, M AttributeError EXAK, XFEREZFBREF R WRITERE, EXH
RAEE RS MR ERYT S,
2. Feam=RFEEK: NVIDIA, ROCm. XPU & B %% —#% metadata builder, &
REFAER 3 &, RRFETFE G HREESDIRKE — 1B =,
3. JIT warmup &%k miss: warmup key £ RERZERSEERE, MERWABITEHE R
WIFLRE EHEE, MIREUATERBEMAFEAE,
4. RECEIRH7F: DeepSeek-v4 HEMRGIEL flat config, SBABRHGE; EARRIXLE
ST R B AREER, R bug ATEEEN. - ¥ XAF: BETEE / ZESH
B MLA R (Ao 3 A 22 89 DeepSeek Z1R) 7 CUDA. ROCm. XPU _LEy#44
KB ; A X AERE hf_text_config 5§ hf_config BX—3, ITARE, MXA%
. chunked-prefill workspace AX/N5 DCP gather & E EH#, JIT warmup BEE %
B, ORVIBITEARIE, NHEPA: LT hf_text_config fE AR 4 E B B 12 BRI —1L
A8, EEFHEHRT MLA EIRQJUEME R —F EAER; MR fixtures AT EE6REN
FEMSE, - NFetrit: EE6mERERATE , ZFeE/mRAFER , JIT warmup £
KHELEE , BERBMI T getattr BIK , XEERH7GF (DeepSeek-v4 flat config)

R ERIREE

« PR #56138 [Bugfix] Pin EPLB and MLA host-to-device transfer buffers: EF&EK
vlim/model_executor/layers/attention/sparse_mla_attention.py, BT/ MLA &2



g%k, 5K PR EZR LM,

+ PR #46994 [Spec][V2] Support MTP speculative decoding under pipeline parallelism:
W R E—HEER MLA BE3RX (sparse_mla_attention.py. £ MLA backend) , B
TRXEXMHEES | ZF 67 T WEHKE,

« PR #56214 [Model] Support DeepSeek-V4.1-Flash: REFEEK
vlim/v1/attention/backends/mla/indexer.py, EA PR By CI i+ H 3| H test builder
B @, —FHFE DeepSeek #Ei MLA ECERR L EEAEX,

« PR #55353 [Deprecation] Deprecate items scheduled for 0.29: 35 %
vlim/v1/attention/backend.py 5% v1 attention BB X4EREE, 54K PR E ¥
vl MLA BE 7 EBSE,



