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HATHHE

- —A)iE: R MLA ERFF 2 PCP+DCP: 4%— chunk HARE E £ BEHAR

- HENE: EFFIR, XZ VLM 2 AH/T (PCPxDCP A&) ERFERAEE L—
REEEM, BOESAE=: O" FiA rank JRE—IKH collective FHIR " X—RERW L
RA—RBRHBEMTT. & prefill £#]. £A shard THREFEFEEAFEERLN,;
(@PCPGlobalChunkPlan 8 deinterleave &35|i%1t, & rank-major all-gather # /@ TiEE
WIRR AL token F, RIEAM PCP+DCP HRIBAMNEKMEAND; Greview IEFM " &
J& PCP schedule" 3| " #iER DA + req_idx 153 " WEM, BR T WAELF NN F
R k. ZEEAELEZER PCP+DCP, ERMIEER fused all-reduce for CP groups B
followup PR, 3f3%3% decode MHERTBWIESZ,

THRES B

Issue #53573 #3R 7 PCP+DCP A& & MLA A F MR AN bug: PCPManager #
rank-local I batch JJRAE prefill T#IE, R[E PCP rank A FRREW query (LB, &
B context KEAEBEERITRAETRE, &AL DCP KV-gather B collective XK E. 7
F. BREXE, XH token prefill R E$#E3E AR direct DCP kv-gather multimem timeout,
& prefill M&IE KV payload XBLBI$EIREY query 1T, EEBRBIREE LR, PR body AR
B#t& [Enable DCP to run alongside PCP on sparse-MLA models] , ##§H dense

MLA BBRTEAEREM chunk ITXIBERATEE, EURAERERRBRIAENIEL dense
MLA 8 PCP+DCP A&,

LI AR
SR 5 NP RS

1. B3 rank —E# PCP fTHIAREAZ S (vlim/v1/worker/gpu/pcp_manager.py) o
_reorder_segments METF num_computed_tokens By4L prefill BEEHEF, BROVHE MR
sort_key = (is_prefilling, req_idx, global_batch_slice.start), fRIEEA PCP rank &K%
TR RIERNBLE 42 —3, B decode KT prefill 27 (X&
split_decodes_and_prefills B9 FARIR) - F3E replicated_requests: ¥ DCP>1 B, #
—/ prefill K&, To3REM 2*PCP A chunk (BP34& rank 2232 H4E chunk) , B®E
REHIBFA rank MIETR, EEA region BITEERAE rank L —3%,
partition_batch ¥EE R FE dep_local_seq_lens_cpu_upper_bound ZFHEAER &
A DCP shard K&, RHEAERBAM seq_lens_cpu_upper_bound,



2. sparse indexer B2 chunk plan (vlim/v1/attention/backends/mla/indexer.py.
sparse_utils.py) o ¥ request_row _bounds 3 PCP rank L484%E TR —i&Kay4T)3
A— region; ¥ dataclass PCPGlobalChunkPlan 8 build_pcp_global_chunk_plan
, ETFrA rank —EKH shard TETE2BM A (3% shard rows x decp_world_size X
7) , ZBX rank-major gathered buffer 8 deinterleave idx, FF pinned host Z&# X
+ async_copy_to_gpu ¥ % CPU-GPU [RE#¥, split_pcp_dcp_prefill_chunks ##1&RKf3E
¥ATH chunk, ik split prefill IR NMHEAITEZE—IR context %,
DeepseekV32IndexerPrefillChunkMetadata 30 pcp_deinterleave_idx FE&,

3. FlashMLA-sparse JE3g# gathered prefill B2 (
vlim/v1/attention/backends/mla/flashmla_sparse.py) o #3& pcp_dcp kv _gather #r&
: PCP+DCP E3&%| % separate prefill/decode #42 (mixed-batch B2 T35 gathered
KV £ prefill) , #EXK fp8_ds_mla cache dtype 5 ag_rs comm backend,
gathered_prefill_shards &i&ERA4AE shard 173k, workspace EiFR—M. FHIFAH A
rank B9 KV shard; _gather_prefill_chunk #E per-chunk ¥LZ all-gather upconvert /&
89 shard, sparse_mla_attention.py B2EFE PCP+DCP T2H dense MHA RE#EER1Z,

4. KV all-gather BUTES X & AE3 (viim/model_executor/layers/sparse_attn_indexer.py.
vlilm/models/deepseek_v32/attention.py. mla_attention.py) . #3g
dep_gather kv _rows 34T all_gather into_tensor + index_select deinterleave,
workspace BN gathered/deinterleaved %R & HiF—3 buffer; PCP B&42 T Bkt
_merge_dcp_topk_global (top-k BELF context E5ERK) o MLAAttention 3gn
supports_pcp_dcp ClassVar FEMERTELER X FHNEHR (B GirasoleY B review)

, DeepseekV32Attention 7 BA X R Xt decode 4T#( LSE merge (prefill {TEET £
£ KV) , B E kernel/reference 8% : prefill-workspace 478 block-table bound #|
FEABIEAR is_remote & ~is_prefill,

5. REAREMIREE, validate_config ENIE4 dense MLA 8 PCP+DCP. sparse MLA
7 DCP Bt CUDA graph. 3E ag_rs backend, SparseAttnIndexerKpool 5§ ROCm &
& ERMmIELLY*, MRAE: test_gpu_pcp_manager.py FE 5 MRZEIMR (ITF
—3K. decode &4T. EEITER TE extent. & prefill £&|. BITXKITIEE chunk) |,
test_indexer _dcp_localize.py #3% deinterleave JF X RS, FHEFIE GSM8EK eval BELE
GLM-5.2-NVFP4-TP1-PCP4-DCP4-EP.yaml; &4 commit B E T HEE MLA MR
fake BCE HR& By )L,

R

« vlim/v1/attention/backends/mla/indexer.py (#3k &5|58; 25| source; FEA core-logic
: 55 PCPGlobalChunkPlan, build_pcp_global_chunk_plan,
_split_pcp_dcp_prefill_chunks) : PCP+DCP AR OB IAFE : #3E
PCPGlobalChunkPlan. build_pcp_global_chunk_plan #a _split_pcp_dcp_prefill_chunks
, ETF4 rank —3%H shard T$HM3ELF chunk fiE5 deinterleave R3|, 2EANFTE
HWAERN M,

« vlim/v1/attention/backends/mla/flashmla_sparse.py (#3k FlashMLA; 25| source; 2
A dependency-wiring; &% gathered_prefill_shards, _gather_prefill_chunk) :
PCP+DCP # FlashMLA-sparse B % 3f: #7138 pcp_dcp_kv_gather $rE5&E|E separate
prefill/decode 1%, gathered_prefill_shards & workspace #&iERALR. HFMNERIFAE



A rank 89 KV shard, _gather_prefill_chunk % chunk ¥ E#4T all-gather,

« vlim/v1/worker/gpu/pcp_manager.py (13t PCP &E; 25| source; E&
dependency-wiring; 5 is_pure_prefill, sort_key, replicated_requests) : ¥ rank —
HMBIRL: replicated_requests JRESE prefill £&|5KEL, reorder_segments B A E
MHEF (decode 64T, #IEKF) , partition_batch X fERAFE&
dcp_local_seq_lens_cpu_upper_bound, #}EBRIEX dense MLA #) PCP+DCP (
#53573 RIEEBIZ)

« vlim/model_executor/layers/sparse_attn_indexer.py (13t #HEE&5|; 25| source; 3£
A data-contract; &5 dcp_gather_kv_rows) : PCP+DCP 8 KV all-gather BT &, #1
¥ dcp_gather_kv_rows (all_gather_into_tensor + index_select deinterleave) ,
workspace B2 A gathered/deinterleaved 4R HIFE X buffer, PCP B2 Bkt
_merge_dcp_topk_global,

. tests/v1/worker/test_gpu_pcp_manager.py (#3k PCP Jlis; 2857 test; K&

test-coverage; 45 _rank_rows, test_published_row_order_is_identical_on_every pcp

_rank, test_published_row_order_puts_every decode_before_every_ prefill,

test_split_prefill_rows_repeat_the_request_and_its_full_extent) : 5F3FAR PR 22fZ

REXNNR: I THF L rank —3K. decode %4T. IHFMMTEEIE RS BE extent. &

prefill £#l. E/TKARALE chunk, BFK¥k PCP o XEKEEE F BT A EYIFF Ko

vlim/v1/attention/backends/mla/sparse_utils.py (13 BT HE; 25| source; LR

core-logic; fF5 request_row_bounds) : ##f request_row_bounds XZxlo LR, H#

& IE prefill workspace ITARBR A block-table bound B kernel T4 (is_remote &

~is_prefill) , [EBt45 triton_convert_req_index_to_global_index 3&in

workspace_rank_stride 5 DCP deinterleave £%%,

« vlim/models/deepseek_v32/attention.py (#Eik AT E A; K% source; EH
data-contract; 5 supports_pcp_dcp) : DeepSeek V3.2 B HEEHA
supports_pcp_dcp=True, FF7 PCP+DCP T R X decode /T8 LSE f# DCP merge (
prefill {TE&E L E gathered KV) , EREAMERH X5,

« vlim/model_executor/layers/attention/mla_attention.py (3 MLA & /1; 25| source
; A data-contract; 5 supports_pcp_dcp) : #3E supports_pcp_dcp BRAFEME
HAFE R X ¥ PCP+DCP By MLA F38, S&5C GirasoleY 8y review ZEiX (FiEfAR KM T

forward A& K)

XS build_pcp_global_chunk_plan, _split_pcp_dcp_prefill_chunks,
replicated_requests, _iter_rank_chunks, _reorder_segments, gathered_prefill_shards,
_gather_prefill_chunk, dcp_gather_kv_rows, request_row_bounds

RERED R B

vlim/v1/worker/gpu/pcp_manager.py

¥ rank —EMERIIRSK . replicated_requests JRELE prefill EH|KB&, reorder_segments
BRAEMHF (decode 64T, #IERF) , partition_batch X ERAFE&
dcp_local_seq_lens_cpu_upper_bound, #FERIEX dense MLA By PCP+DCP (#53573 %
BEBR)



def replicated_requests(
self,
num_scheduled_tokens: np.ndarray,
is_prefilling: np.ndarray,
) -> np.ndarray:
"GN RIERETILFTA PCP rank #2352 query, "
num_chunks = 2 * self.pcp_world_size
query_lens = np.asarray(num_scheduled_tokens, dtype=np.int64)
# decode RAREFIF|FTA rank
replicated = ~np.asarray(is_prefilling, dtype=np.bool )
if self.dcp_world_size > 1:
chunk_sizes = (query_lens + num_chunks - 1) // num_chunks
# ZH8] num_chunks-1 /> chunk BB ZEN query, HBAERE— chunk
# RERNE, F rank £8FFT, FKE rank 8 DCP KV-gather
# collective FEIRAR—EK (#53573 HIREZ—) . BLETEARE H,
drops_a_chunk = (num_chunks - 1) * chunk_sizes >= query_lens
replicated |= drops_a_chunk
return replicated

def _iter_rank_chunks(
self,
rank: int,
num_scheduled_tokens: np.ndarray,
is_prefilling: np.ndarray,
) -> Iterator[tuple[int, int, int]]:
""F= % PCP rank B9 ~(EXR3E!, query ®EE, KE) .

PCP=4 W& prefill #E& 8 4 chunk (DualChunkSwap)
rank 0 2&R. rank 1 2% 2/fE|1%k%E 2
num_chunks = 2 * self.pcp_world_size
replicated = self.replicated_requests(num_scheduled_tokens, is_prefilling)
for global_batch_reqg_idx, num_tokens in enumerate(num_scheduled_tokens):
qguery_len = int(num_tokens)
if query_len ==
continue
chunk_indices: tuplelint, ...]
if not replicated[global_batch_reqg_idx]:
chunk_size = (query_len + num_chunks - 1) // num_chunks
chunk_indices = (rank, num_chunks - 1 - rank)
else:
# decode, A% DCP Tt prefill, #REARE |,
chunk_size = query_len
chunk_indices = (0,)
for chunk_idx in chunk_indices:
chunk_offset = chunk_idx * chunk_size
chunk_len = min(chunk_size, query_len - chunk_offset)
if chunk_len <= 0:



continue
yield global_batch_reqg_idx, chunk_offset, chunk_len

AT K

LucasWilkinson HEMES T HRALS, REHEEREN: MRS XE (
model_runner.py. cudagraph_utils.py) BIEzh. BRISIANLSRERES
_current_pcp_schedule, &R ZFEkFELEN. RESEH PCP/DCP Bi2%—, 1F&
PatrykSaffer BA##ES ("LGTM, for the Make the gathered prefill a mode of the
separate prefill/decode path I intentionally put it separately to avoid if/else branching")
, MIEAAT LucasWilkinson B92&iX% % (commit 7553c¢5f, 8871b3a) »

foraxe BB/ MRIT XY review P FHEERYE (issue iIFREE) : — &
seq_lens_cpu_upper_bound 7 PCP+DCP T#HIE® T "whole global-request extent" #t
EX, ZFEWE backend HH, BXEBLMBRHIY /s, ELHRETHAFE
——LucasWilkinson 7 commit df370c7 9% T E5E, RKALXHERFER
dcp_local_seq_lens_cpu_upper_bound; —& _split_pcp_dcp_prefill_chunks &% & 1T
Z full chunk. ERERE, & PCP X FRMNEHEE—EE B "added asserts and
test", FM T test _pcp_first_chunk _row_is_never_short,

GirasoleY B§=%1Fi6: D& mla_attention.py ZiXIE forward B raise 3=AIR|E M ERTE
%8 ("Instead of raise during forward could we just reject at class construction?") ——
&AL supports_pcp_dcp ClassVar + __init_ #&&52H,; @FF indexer.py:344 84 plan
MzEFH) CPU-GPU E# a1 ("These will cause CPU-GPU sync, use host pinned buffer
and non_blocking here") ——& %4 PIN_MEMORY + async_copy_to_gpu fE&; Q@xt
sparse_attn_indexer_kpool.py B93E4FEH EE15] ("I thought kpool indexer is needed for
GLM5.3") |, Z&EEHE TR, REBERE TESLS X,

« LucasWilkinson BB ERNEMEIX (design): FEERAHEANEND R, RALMB N fLEH
req_idx. EIAEBRE PCP schedule, diff Z2E 4/,

« seq_lens_cpu_upper_bound FE1E X W EEBRY B (design): LucasWilkinson 7 commit
df370c7 SRR EHERFE dep_local_seq_lens_cpu_upper_bound (¥EREEGITERBIERM
&A DCP shard KE) , FEEBEZRERTE,

« chunk plan Xt PCP 4 X KEEHIFamAES (testing): PatrykSaffer B added asserts
and test, ¥ test_pcp_first_chunk_row_is_never _short B % 2/4/8 PCP % 4H query
KE,

. forward #8 raise BRAMEERIEH (design): T L supports_pcp_dcp ClassVar (BRiA
False) + MLAAttention.__init_ #& 53, DeepseekV32Attention E =R opt-in,

« chunk plan ¥z %8 CPU-GPU R (performance): 28 PIN._MEMORY pinned host 2
X + async_copy_to_gpu, commit a59ced5 %52,

« SparseAttnIindexerKpool 2L EE1E4 PCP+DCP (question): REDREIEL S X, Ttk
W#—FEE; GLM5.3 AP &M kpool RIIENTEF B PCP+DCP, BRTELARM
AE IR,

« PCP+DCP decode MERERILS fused all-reduce followup (performance): fused
all-reduce FFESHSL PR (commit 590e9b7 B A PR) , &FFARABARAFR Hil i IEAf 1,



decode M REE ¥ followup Ak,

PSR-
« QFe:
1. decode MEEE ZERL: &FFMRBIRT FULL decode graph 5 MoE &AL, PR
body BM#HIEE R~ pcpddeps £ PIECEWISE T TPOT 3X 86.7ms ({X 0.22x TP4) ,
E T4 DCP4 By 28.4ms, WA E CudaCommunicator.__init_ RA TP group 2H
custom all-reduce / symm-mem / FlashInfer fused all-reduce, PCP+DCP

per-layer all-reduce £ NCCL ring; fused all-reduce #%#F2|# 5 PR (commit
590e9b7 EFH) , EEARZAEN decode HEMLT B EH BT TE,

2. TR R T BEma PCP B842: reorder_segments BYHEFRM " 4h prefill B " &
A "decode 4G + reg_idx + batch slice #t/F ", XEFrA PCP R AHER, TR
PCP+DCP, #HAh attention backend X7+ A FatERiZ, "TREE)T, FOMREE T 2
AE4E, 18 backend EREXRT R,

3. FEBRANK: dcp_local_seq_lens_cpu_upper_bound BRIR# sparse backend 34
%, dense MLA #y PCP+DCP ERERIELRK; EXRRELEE PCP R EAZTE
, AR ERIPmEERE

4. BH|5E prefill B9iHE W4 replicated_requests 7 DCP>1 BB4E prefill £&|3|&AN
PCP rank, 4E¥HE A#EX collective —EME; KEXE prompt & T prefill KRS TR,

5.F&//a3R%|: ROCmsparse-indexers SparseAttnindexerKpool (GLM-5.348%)
¥ ENIEY PCP+DCP, IE{XE £ NVIDIA GB200 (
GLM-5.2-NVFP4-TP1-PCP4-DCP4-EP) , ¥ & RIEANIE;
build_pcp_global_chunk_plan X% context &R E#E assert, FEBRRITRIERST

L% context By prefill, - #w: XA : DeepSeek V3.2+ / GLM % sparse-MLA ##
RNIREFIE T TP1+PCP4+DCP4 A, prefill TTFT ABEbal TP4 #AL 1.66x (
3278ms vs 5512ms) H GSM8K *EME TiRM (0.832vs 0.830) , E&E " K
prompt 3% + decode KV 4o/ " B35 ; (E&IHMRIE decode 3 (PIECEWISE B&42)
TR E TS, TERBEL fused all-reduce AL BEA S| & =K, WA %: PCP
BIRHRYE sparse attention ZOEZBHEF. chunk itX|. metadata RAMHEIEK,
supports_pcp_dcp ClassVar RAEREA BRI RY, EL/a3 (dense MLA,
HiSparse. kpool) #: A PCP+DCP #{E£ 8 X E= IS5, gather X, SHEFA: % PR
& 31 commits B9 AMMERER, LucasWilkinson KA " BIER "review 2 X B EHR/NT
A diff, LT " BRORRS. BEAEN . MERLK " 8905 NEBEARR T RAE,
- REEFRIE: collective —ERMERZEARBUMIR ST , decode MEgERA, (PIECEWISE
T 0.22x TP4) , B oHEF KBS BSR4l PCP 8842 , {X NVIDIA Blackwell Z&iF , ROCm
5 kpool BIZE NIEH

KRR EE

« PR #56562 [Perf] Fuse DSV4.1 input metadata preparation with Triton: [EJ&
DeepSeek #EL MLA R3] 2BE&E12, # PR #MEEK T tests/v1/attention/test_indexer_deep
seek_v4_slot_mapping.py, B#REFTE sparse indexer & v1 EHTTEIEHZES kernel



EEN

+ PR #53566 [5/N][warmup] [DSv4] Migrate NVIDIA CuTeDSL attention kernels: [F /&
DeepSeek NVIDIA B&2H) kernel AT, K PR 1E2KEY sparse_attn_indexer {&X#i
DeepGEMM warmup R4, MEEMAEES workspace RALHFEHEERE,

« PR #53781 [3/N] HiSparse: host-resident sparse-MLA decode hot-buffering: RE /&
sparse-MLA fEisy&E3# & M ; HiSparse 5§ PCP+DCP # gathered KV workspace &/
T MLA JEE A2, A PR & flashmla_sparse.py B XA T use_hisparse 5
pcp_dcp_kv_gather BB F % A,



