PR #56153 &R LE

vlim-project/vlim
[ROCm][Kernel] [DSV4] Remove tl.constexpr to avoid cold-compile churn in indexer gather kernel
& FmtE: 2026-09-12 05:34

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/56153

MTRE

« —A]1E: indexer NBGZATH S, HRBREE RiF

- EEME: EERERE (10 2% UAN) , BROIMERERBEE, ME— TSR
Triton RAGRITEN: Ro4mBREE (layout. tile R, 1EES5RmFHEL) S5HIK
JRAEAE (token K. batch #. block X3, RFEEAITHML) , BAPREH#ANRFEGFRE
SEMREMHRE JIT %%, 1Z PR ARET T IR/ NAHTE PR A MEREBE —#
X, BATAZE. HE PR body PHESIZE —IFAEWIE, "MEARE REFEEZFEIGTE R
FHHIAEAR ., EAURIEE LI RESIZ R T Triton WA, EIUEL B R S50 R0 E i

constexpr tL" 4N review checklist,

TN EES BAL

PR body BA#ILER: 4 NEEKIAAN shape/batch JRAEAE, TEB/TEAREE R forward &4k, 1F
A tl.constexpr BFEEBREH# AN Triton RIFEHFE, FERSH/LFENMNFABREME —KkE
HNAZIRIF. £ NUM_TOKENS &= E—&FMNHTAF prompt FAhR JIT 4F, TTFT
SRIEF B ABA LR, AR AEEFAR T EALARE, (FERBHESR
BLOCK_TABLE_WIDTH &5 NUM_BLOCKS RESIEANLRE, ERARRBAE—RUFLE, &
I TR ; ZAIEE5BEA gfx950 WA do_not_specialize B9 Z%H|—3K,

LI AE

TEANDAE— X4 viim/vl/attention/ops/rocm_aiter_mla_sparse.py, $£ 16 1738M] (
+8/-8) , W& 5 TR

1. BEAAHZFMRAE: _cp_gather_indexer_quant_cache_kernel ¥ NUM_TOKENS.
NUM_BATCHES. BLOCK_TABLE_WIDTH. NUM_BLOCKS EBiA tl.constexpr, Triton
&3 constexpr AZHBEE ANRIFEFHE, MX 4 NMEM batch/shape b, FFILF
MR L — R IR %

2. REEL AL X 4 NERBRALBTITRAS, FEANEGEL (num_tokens,
num_batches. block_table_width. num_blocks) , EHERESS RF4L; BITRSEK
DAREFRNEAN, Triton TEASNBEEFT R T,

3. RELEMAEIEE: LAYOUT. HEAD_DIM, BLOCK_TILE_SIZE, HEAD_TILE_SIZE #4#
tl.constexpr A&, XEREEMRE tile IQHEXNENEE, HUKEELERMEIEK
T, FLEREFER.



4, BRNEZEERE): 4 NESRELZARBIE mask BFRELE (tid < num_tokens,
batch_id < num_batches. block_table_id < block_table_width. block_id < num_blocks)
, FEEHERTE/ALR, STRLBRATUMNTIEAT R, & intod Z42FHERBIEK
EWEEZETLLE,

5. XFEpIHFEN: ZAEER XM cp_gather_indexer_quant_cache _gfxd50_kernel &
A1 do_not_specialize=["num_batches"] #£3\—32%, PR body EBR“4l cache-key &,
AZBZEEWMHARZRR; £ /ci run % Buildkite CI #88080. #88401 il /5 #1447
FMEEN. BEAB@LMR. TERE. TXHEKY, BRI KRR,

R

« vlim/v1/attention/ops/rocm_aiter_mla_sparse.py (#3k ST EAEF; 5| source; %A
performance-tuning; %5 _cp_gather_indexer_quant_cache_kernel) : "E—% & XF,
B MEER B ¥ indexer quant-cache WKWERAZEY 4 /> shape JRESEM tl.constexpr K
ABATERIANS, ERR Triton RiIFEGFEEE), 240K TTFT MHEEE S 2R EBAR,

*PEF5: _cp_gather_indexer_quant_cache_kernel

RPERAD B

vliim/v1/attention/ops/rocm_aiter_mla_sparse.py

nE—TE M, ZWMEERE: ¥ indexer quant-cache URERZH 4 A shape JkAESEA
tl.constexpr BRABATERIAS, JEIR Triton iR RGEREs), 240K TTFT MEEEENESIE
1R,

def _cp_gather_indexer_quant_cache_kernel(
token_to_seq_ptr,
cu_seglen_ptr,
block_table_ptr,
# BT EMRY tl.constexpr: LAYOUT. HEAD_DIM. BLOCK_TILE_SIZE. HEAD_TILE_SIZE
# WARBERFHAFR G tile 0, FUKEESE, BRMEREREMR
LAYOUT: tl.constexpr,
HEAD_DIM: tl.constexpr,
BLOCK_TILE_SIZE: tl.constexpr,
HEAD_TILE_SIZE: tl.constexpr,
# UT 4 PNERAUBERABITRHAS (REEBH tl.constexpr)
# NUM_TOKENS &K forward #&E M, ZFHARZFEFE, JLEENH prompt
# MWK —R Triton JIT % FmiF, AMEE (OL%HF) T TIFT REMHE;
# NUM_BATCHES £ server 3% & FTHFEH & batch SMEELAL;
# BLOCK_TABLE_WIDTH. NUM_BLOCKS &i#EREAARE, ELERNRAE—X
#URRE, FUEEAKS, RMIEBRESHRIFETHE,
num_tokens,
num_batches,
block_table_width,
num_blocks,

tid = tl.program_id(0)
offset = tl.arange(0, HEAD_DIM)



# WFREKRADTILER, REREATEBEMERR

valid_tid = tid < num_tokens

batch_id = tl.load(token_to_seq_ptr + tid, mask=valid_tid, other=-1)

valid_batch = (batch_id >= 0) & (batch_id < num_batches)

safe_batch_id = tl.where(valid_batch, batch_id, 0)

batch_start = tl.load(cu_seglen_ptr + safe_batch_id, mask=valid_batch, other=0)
batch_end = tl.load(cu_seqglen_ptr + safe_batch_id + 1, mask=valid_batch, other=0)

# AIXBITE Y valid_token. block table_id. block offset. block table offset
valid_block_table = (

valid_token

& (block_table_id >= 0)

& (block_table_id < block_table_width)

& (block_offset >= 0)

& (block_offset < block_size)

)
block_id = tl.load(

block_table_ptr + block_table_offset, mask=valid_block_table, other=-1
)
valid_block = valid_block_table & (block_id >= 0) & (block_id < num_blocks)
# FT8 KV /G T per-block stride 8K, block_id * stride T[REABYH 32 fISEHE,
# 56 clamp B|&Z2kE, B intbd 5800 E
safe_block_id = tl.where(valid_block, block_id, 0).to(tl.int64)
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« Claude Bt F#FE fork PR #2H, =4 E T @claude review Fapfilk, SZFrk
AT

o 83PE titanaa EE review TFIOHEN T BEE APPROVED, 3K /ci run ik
Buildkite CI #88080 5 #88401,

« FERIBIEIEE PR body MIEFIE X : MEEZESHIFAM T constexpr ILEIRM (
NUM_TOKENS &K forward #Z&. NUM_BATCHES & Tk,
BLOCK_TABLE_WIDTH/NUM_BLOCKS #HtTUkz) , FH W gfxd50 S5 MR BLA 5ol

B i “‘pure cache-key change; kernel math and output are unaffected”, XFPIEARET
WE R MUE LT FE L L RIER,
< WPFEE CIRE (BEBRBAREIN) (other): TRMBRBALRE, KEFEHAHEAN main,

PNoESE-A

 REE: (1) MEEERVARE (K) 4 DSEHNRFEHE ERNETRILE, ELLIIARN
A X, ERRNAEER mask AFFIB, F55HRAERTRMAEIFITER, Fume 2B,
(2) EFMERFRE (f) : PR FRRREBFESREBEARE, 28HiEX (WBIAR) KT, B—
FXREINERAMZTTA constexpr ﬁiﬁf’?%——Trlton AT SR REAEES Python
int, BXEE, 3) MRBEEO () : TEREETLIR, FBIKH Cl HEA5E4
DSV4 ¥EEMREIK; ZAZAT ROCmM/AITER #Ek MLA £ AKZ, EBAZOERZ,



(4) mIFEFRMEBKSK: ZESFMVER—ARBEMAR R, EFRHKEURSK, KBEA
FEAR Triton ZmE~HIAF & Ao

cwm: (1) APM: AR OA%%E) & TTFT MBIV EREEEKE, RESHABA
BN seq_len/batch BRMA BRI ERM. (2) RGEM: Triton HIFEFHKBEURSK,
A JIT %miF CPU S RFFTMAFEA. (3) SEERE: (XM ROCm F& L
DeepSeek V4 #ER MLA 8 indexer quant-cache W& RAZ, NVIDIA & H iR 42 R
2R, (4) EFA: 4 Sparse MLA JE3 /g 8L NEHL T —NABBR S AE—4EME
2550, shape IREEIZITEM, ETELRLERNZE HIZEN,

- RFeARiE: SROMPIRE X , ROCm TRKRE , RIFEFHGTE | S/THBHELLE

KERPKZ

« PR #56160 [Bugfix][MLA] Read sparse model settings from text config: B DSV4 #
B MLA B ROCm %42, £ 7 rocm_aiter_mla_sparse FrEF A L0 EC B i ERIEHAME ;
AORREN R ITE R — B2 LB Triton HmiFfT A, —EHREBEZERNIERIES HRE%E
Eo

« PR #56433 [ROCm][Bugfix] Fix AITER preshuffled FP8 block-scale kernel: [&4 ROCm
AITER #ER MLA 89 FP8 WA E, B ZBATIALTRMEER, & PR 8 indexer
gather RAXIERZ AITER KB 5 ARAZWRIEIR T,

« PR #55356 [Kimi Perf] Group fp8 mla cahche insertion, 4~6x kernel level
performance improvement for small batch: E} FP8 MLA Z&E NZMREMALE, 54K
indexer quant-cache WAZEE MLA ZFI%E NI L RS TR,

« PR #46994 [Spec][V2] Support MTP speculative decoding under pipeline parallelism:

MTP AR R K& FFAT FITEAET MLA B8, EEALRZ rocm_aiter_mla_sparse ##
xS, BRZ XX E DSV4 %S A B RERTR,



