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PATHRE

« —/)3E: MRv2 #EA KV-sharing fast prefill FEA#FR V2 12

 WEME: BVFIEZ, ESFEZ=K: —& vliim/vl/worker/gpu/attn_utils.py &
FastPrefillHelper.prepare B =%17#8 (not has_prefill / CUDAGraphMode.FULL /
num_ubatches > 1) 5 buf[num_logits:] = logits_indices[-1] BBERFHF—XZ 4R
batch £ A3 B33k cudagraph) BBAERN, "I IHEMEBHSLE/N batch B9EAL
t; =& get_kv_sharing_fast_prefill_eligible_layers 8§ TR EIFHEBGELE R + BkI(E
RITW draft Bl 5%k, € [BEMFEIRITING] X—RAAE LN TNREE
;. =& make_kv_sharing_fast_prefil_common_attn_metadata M assert XA EIR, I
f V2 dummy batch (cudagraph #3K) At FEZE batch, WHEAEEINKTE:
BB BHOZETEEZHE / 5%, num_logits_indices HITRARTEER = HX
Fafk, AR A prepare BI1#25 PCP o X Ah &M,

THRES B

kv_sharing fast_prefill 2%t* YOCO / Gemma3n X3 KV-sharing #H & prefill itk R
HEIEZ% KV cache WRILBEES S prefill, HEHEZF KV WERELIE logits L E, M
MIBARE. FE K prompt B prefill it&; mELLAE V2 model runner L3 E NEH
——vllm/config/vlim.py B4 _get v2_model_runner_unsupported_features() E3EIE "KV
sharing fast prefill" AL unsupported %%, EBEEE "Will be added by
https://github.com/vlim-project/viim/pull/35045", CacheConfig.kv_sharing fast prefill 8
docstring ArE "KV cache sharing is not supported for MRv2 (v2 model runner)", 7~
PR ERBIZAE: EFH V1 BB create_fast_prefill_custom_backend /
make_kv_sharing_fast_prefill_common_attn_metadata Hl&l, IBEESH V2 B
ModelRunner.prepare_inputs 5 build_attn_metadata, BT MRv2 M55 (feature
parity) TAEB9—3R, PR body A%, shiEBRBENREIBRSEHEIZRNER,

SCEL AR

1. fBFR V2 BEAITZE: viim/config/viim.py BIFR get v2 model runner_unsupported_featu
res() H "KV sharing fast prefill" 8 unsupported & B (GE[E 35 PR#35045 ByfFERF)
; vllm/config/cache.py #ilF& kv_sharing fast prefill docstring B "KV cache sharing is
not supported for MRv2 (v2 model runner)" &8 NOTE, X442 V2 XHz4EMe TaEA
FH] , REEEERERIES, EEWTERMETSRBEEITIASZI.,



2. MIBILERR B AR EFH KB EE NG viim/vl/worker/gpu/attn_utils.py Hr3g
get_kv_sharing_fast_prefill_eligible_layers(vlim_config, draft_layer_names), ®|@ &
BBATIRE EAT] A E, MREBRMEIR Attention &, B KV-sharing BHEL S5 ;
HEEEESR| draft BRBkE. RITHT (EREEIMEBMERZ G, B IT AR RERRTE
B EZRX 8]) o init_attn_backend #3E draft_layer names £%k, &K ERA
create_fast_prefill_custom_backend("FastPrefill", attn_backend) &%, #FiZzEH
metadata builder €352 % batch BB EX logits-only batch——XZ & R V1 HlL4l. fIE
5 V2 TRERANXERIT,

3. RS REREGTHEAE . ¥ FastPrefillBatchMetadata (logits_indices_padded /
num_logits_indices / max_logits_per_req) 5 FastPrefillHelper (F%EC
logits_indices_buf. prepare() I13%. cudagraph_manager.dispatch() BX piecewise
cudagraph R, buflnum_logits:] A&E—NMERRE|] BEL U IR EHE) .
model_runner.py fE initialize_kv_cache() H3% self.cache_config.kv_sharing_fast_prefil
| and self.pcp_manager is None #93& helper, ¥ prepare_inputs() i
prepare(logits_indices, num_regs, cu_num_logits_np, batch_req_state.has_prefill,
batch_desc), - shutdown() FEZEREIK; IMAIE initialize_mamba_ssu_backend 8
use_replayssm M self.vlim_config.cache_config B84 self.cache_config,

4. TTEIE B GRITHEIR : viim/v1/worker/gpu/input_batch.py % InputBatch #rig
fast_prefill ZE& (dummy batch &% None, B3R ERIZEE batch ) ;
model_states/default.py B prepare_attn & input_batch.fast_prefill 3E{E4%
build_attn_metadata; attn_utils.build_attn_metadata #3¢ fast_prefill %k, IL=AZF
BB AN common_attn_metadata_extra_kwargs; ubatch_utils._slice_input_batch EXE
fast_prefill=None fRiE ubatch ¥1F RAE%EF|FIRIEX , RFAENE
vlim/v1/attention/backends/utils.py: make_kv_sharing fast_prefill_ common_attn_meta
data JREXT logits_indices_padded / num_logits_indices B3t assert, .2&A None Bf
JFAERE (BZ cudagraph 3k, 45 decode & TABKRBAI BE) ., TN V2 K
dummy batch & BEZFEITWIHERE,

5. MiX5 CI B2E: tests/vl/worker/test_attn_utils.py #3g
test_get_kv_sharing_fast_prefill_eligible_layers, B monkeypatch {h3&
get_layers_from_vllm_config / get_shared_kv_cache_layers, BEZFLH*=E. YOCO NE
EREL X E], XEWIELZEITHI. draft BIRESHER. FFX%HE 5 £IFH;
tests/v1/e2e/general/test_kv_sharing_fast_prefill.py 3 use_v2_model_runner & (
(False,False) / (True,False) / (True,True), AEBB (False,True) UB XA 9 4%+
torch.compile BYtIE]) , H#FHE assert lIm.lIm_engine.vlim_config.use_v2_model_runner
== use_v2_model_runner FFilLE#EREIRB| V1; tests/v1/worker/test_gpu_model_runner
v2.py (+1/-1) 5 .buildkite/test_areas/engine.yaml| (+1/-1) T /NE@EF, MHEk%
HBARRE,

R

« vlim/v1/worker/gpu/attn_utils.py (1R SEE ATTEIE; K5 source; £ core-logic;
5 FastPrefillBatchMetadata, FastPrefillHelper, init, prepare) : BQSZE X #ig
FastPrefillBatchMetadata. FastPrefillHelper (prepare [13% + cudagraph ¥ 5% + £=%
buffer) , #3¢ get_kv_sharing_fast_prefill_eligible_layers, init_attn_backend #EUX



draft_layer_names #3t&#EE create_fast_prefill_custom_backend,
build_attn_metadata F3E fast_prefill ZFHOE AN metadata kwargs.

vlim/v1/worker/gpu/model_runner.py (3R #A3m/TE; 5| source; EKA
data-contract; 5 prepare_inputs, initialize_kv_cache, shutdown) : 3 helper A
V2 A& initialize_kv_cache F#&FF X5 PCP &M1& FastPrefillHelper,
prepare_inputs T prepare 35 N InputBatch, shutdown F#ik; REIE
draft_attn_layer_names 14 init_attn_backend, IR use_replayssm B
self.cache_config,

vlim/v1/attention/backends/utils.py (#3k SEE a3 &7 source; ER core-logic;
&5 make_kv_sharing_fast_prefil_common_attn_metadata) : &
make_kv_sharing_fast_prefill_common_attn_metadata B Xt logits_indices_padded /
num_logits_indices 9%k assert 28X None K& ERAEIRE, A cudagraph FIR (
dummy batch) 5k H fast prefill B BIZMHEERR, EEANKIERZESZME| V2 BIE]
#,

vlim/config/vlim.py (#&3k imfT8AEA: 35| source; £ configuration; &5
_get_v2_model_runner_unsupported_features) : M
_get_v2_model_runner_unsupported_features() & "KV sharing fast prefill" 8
unsupported % B (&3 M PR#35045 BIFANERE) , £ V2 REFBWIESL, ZAUKE
Al SN =R

tests/vl/e2e/general/test_kv_sharing_fast_prefill.py (3R sgB38MR; 25 test; LR
test-coverage; 55 test_kv_sharing_fast_prefill) : e2e FA{f¥iE
use_v2_model_runner 4 H I assert lIm.lIm_engine.vlim_config.use_v2_model_run
ner == use_v2_model_runner, EAFFILEERER; RAEER (False, True) HEMUT
B4 9 2% CI B,

tests/v1/worker/test_attn_utils.py (3R BTMIK; K7 test; KA test-coverage; &F
£ test_get_kv_sharing_fast_prefill_eligible_layers, check) : Fri
test_get_kv_sharing_fast_prefill_eligible_layers, F monkeypatch BEZ L H*=. YOCO
BIX 8., XEEITH. draft BURE / HRR. FFXXR 5 £, BEEREIRAZENE
—E MR,

vlim/v1/worker/gpu/input_batch.py (3R g AH#OXR; K5 source; EH
dependency-wiring; &% InputBatch.fast_prefill) : InputBatch 3% fast_prefill:
FastPrefillBatchMetadata | None = None £, JEFBA# dummy (cudagraph #3R)
batch f&¥F None Bl#Z % batch $UT, ETLEIEE runner SEERSZ BB HAR,
vlim/config/cache.py (1 ZHEEE; K7 source; E£HE documentation; 5
CacheConfig.kv_sharing_fast_prefill) : #lf& kv_sharing_fast_prefill docstring # "KV
cache sharing is not supported for MRv2 (v2 model runner)" B9utBR, £3XH4%5 Hridae
A7 R—EK

vlim/v1/worker/gpu/model_states/default.py (iR BRIIRA; KB source; £

data-contract; 55 prepare_attn) : prepare_attn 3 input_batch.fast_prefill 3E{E%
build_attn_metadata, ZTTEIEM batch FHINTEAMENRE —BREX,



« vlim/v1/worker/gpu/ubatch_utils.py (#£3r ##tnF; KR source; E£HE core-logic; &
€ slice_input_batch) : _slice_input_batch BEX&XE fast_prefill=None, % ubatch
AR BATR LEH fast-prefill TLEIE (£ ubatch FHEFAE prepare #AFERE None)

o

« .buildkite/test_areas/engine.yaml (&R MiRZw#E: 27 config: A configuration) :
CI MARFmH/NMBRE (+1/-1) , 53 e2e 2HMAAFIRFE K MEARLHAEEAZE,

. tests/v1/worker/test_gpu_model_runner v2.py (#3k mfTEMIR; L5 test; LR
test-coverage) : V2 model runner EJMNERD (+1/-1) , #M5 unsupported #EF
*) / BREWMSRMAERXR; HEREEERARNR,

X5 FastPrefillHelper.init, FastPrefillHelper.prepare,
get_kv_sharing_fast_prefill_eligible_layers, init_attn_backend, build_attn_metadata,
make_kv_sharing_fast_prefill_common_attn_metadata, ModelRunner.initialize_kv_cache,
ModelRunner.prepare_inputs, ModelRunner.shutdown, prepare_attn,
_slice_input_batch, test_get _kv_sharing_fast_prefill_eligible_layers,
test_kv_sharing_fast_prefill

X R F B

vlim/v1/worker/gpu/attn_utils.py

LIS #3E FastPrefillBatchMetadata. FastPrefillHelper (prepare 1138 +
cudagraph #MF + #EE buffer) , #3E get kv _sharing_fast_prefill_eligible_layers,
init_attn_backend UK draft_layer_names HF 3SR EE
create_fast_prefill_custom_backend, build_attn_metadata #3¢ fast_prefill ZHCEA
metadata kwargs,

@dataclass(frozen=True)
class FastPrefillBatchMetadata:
"""KV-sharing fast prefill AT A, """

logits_indices_padded: torch.Tensor # B% cudagraph R~#58 logits &35l
num_logits_indices: int # E5 (KR¥F) B logits HE
max_logits_per_req: int # BIERE K logits %, host Ml E40

class FastPrefillHelper:
""& step RERERFA KV-sharing fast prefill, FEEFFEHN logits K5l. "

def __init__(self, cudagraph_manager: "CudaGraphManager", max_num_tokens: int):
self.max_num_tokens = max_num_tokens
self.cudagraph_manager = cudagraph_manager
# EA—BRWMAHEH GPU buffer, BREEFIFHE; AT ERFRELT T RIFAK
self.logits_indices_buf = torch.zeros(
max_num_tokens, dtype=torch.int32, device=cudagraph_manager.device

def prepare(



self,
logits_indices: torch.Tensor,
num_regs: int,
cu_num_logits_np: np.ndarray,
has_prefill: bool,
batch_desc: "BatchExecutionDescriptor”,
) -> FastPrefillBatchMetadata | None:
# ZRIEREERFEARSL: 4 decode (I prefill) . FULL cudagraph (BB Tix&E
# 4RJEH batch) . ubatching % ubatch (A ubatch EE& BB metadata)
if (
not has_prefill
or batch_desc.cg_mode == CUDAGraphMode.FULL
or batch_desc.num_ubatches > 1

return None
buf = self.logits_indices_buf
num_logits = logits_indices.shapel0]
assert num_logits > 0
buf[:num_logits].copy_(logits_indices)
# buf[num_logits:] TTEEARE E—F0R], A&E—EREKIIE GPU Il #B4E%x,
# RIEANSTFRIEASTE@IEETER XL AR logits B num_logits_indices #H B EF)
buf[num_logits:] = logits_indices[-1]
# 1t KV-sharing B X logits) BY4ER batch 4pF B3I piecewise cudagraph R
# AR X F cudagraph B, dispatch &R EIRINFH$E
desc = self.cudagraph_manager.dispatch(
num_regs=num_reqgs,
num_tokens=num_logits,
uniform_token_count=None,
num_active_loras=0,
)
num_logits_padded = min(desc.num_tokens, self.max_num_tokens)
return FastPrefillBatchMetadata(
logits_indices_padded=buf[:num_logits_padded],
num_logits_indices=num_logits,
# BIEREK logits &, EHIEHE host MM cu_num_logits #H

max_logits_per_reg=int(np.diff(cu_num_logits_np).max()),

def get_kv_sharing_fast_prefill_eligible_layers(
vlim_config: VIimConfig, draft_layer_names: set[str] | None = None
) -> set[str]:

""KV-sharing & AT RBERZEL X 8] Z A FTHE fast prefill,

FE You Only Cache Once (https://arxiv.org/abs/2405.05254) % KV sharing &4,
RAEBIE~4% KV cache WEZRES G prefill, Mifaw LURRTIR Y, BHRBUTIFF M,
EWERERE KV-sharing BRZELESR, EREIMEENERZE, TEZENHKR.
if not vlim_config.cache_config.kv_sharing_fast_prefill:

return set()



shared_kv_cache_layers = get_shared_kv_cache_layers(vlim_config)
if not shared_kv_cache_layers:
return set()
eligible_layers: set[str] = set()
attn_layers = get_layers_from_vllm_config(vllm_config, Attention)
for layer_name in reversed(attn_layers):
# ZRE TBRERITH BRI AERES, ASB BrER M EIRXE
if draft_layer_names is not None and layer_name in draft_layer_names:
continue
if layer_name not in shared_kv_cache_layers:
break # B3|IE sharing B, ZFLEZRILE
eligible_layers.add(layer_name)
return eligible_layers

# init_attn_backend(): &t E# Lt FastPrefill &G, H metadata builder
# 2ZE batch KB K logits-only batch (£8 V1 B create_fast_prefill_custom_
backend)
for layer_name in layer_names:

attn_backend = attn_layers[layer_name].get_attn_backend()

if layer_name in fast_prefill_eligible_layers:

attn_backend = create_fast_prefill_custom_backend(
"FastPrefill", attn_backend

)
vlim/v1/worker/gpu/model_runner.py

3 helper B V2 T4EEF: initialize_kv_cache HB#&F %5 PCP £&M4Hi& FastPrefillHelper
, prepare_inputs FiIAA prepare #E AN InputBatch, shutdown $8Hk; [FEBTE
draft_attn_layer_names 164 init_attn_backend, A IE use replayssm B AL
self.cache_config,

# initialize_kv_cache(): {XEFF B KV-sharing fast prefill B3&#& PCP B4 helper,
# PCP (prefill context parallel) HR[AEXFKEZ, BLWEZERBAMAZRE
if self.cache_config.kv_sharing_fast_prefill and self.pcp_manager is None:
self.fast_prefill = FastPrefillHelper(
self.cudagraph_manager, self.max_num_tokens

# 48 speculator HWERZEEAEL XL init_attn_backend,
# BT get_kv_sharing_fast_prefill_eligible_layers R, BHaEEE B AKEE
draft_attn_layer_names = None
if isinstance(self.speculator, DraftModelSpeculator):
draft_attn_layer_names = self.speculator.draft_attn_layer_names
self.attn_groups, attn_cg_support, self.kernel_block_sizes = init_attn_backend(
self.kv_cache_config,
self.vllm_config,
self.device,
draft_layer_names=draft_attn_layer_names,

)

# prepare_inputs(): logits_indices 5 batch_desc Bt /5 & step R&K,



# 4R 2 InputBatch.fast_prefill —E&3E(E 3| attention metadata ¥z
fast_prefill = None
if self.fast_prefill is not None:
fast_prefill = self.fast_prefill.prepare(
logits_indices,
num_regs,
cu_num_logits_np,
batch_reqg_state.has_prefill,
batch_desc,
)

vliim/v1/attention/backends/utils.py

1 make_kv_sharing_fast_prefill_common_attn_metadata BX} logits_indices_padded /
num_logits_indices BB assert B None & EEAFIRE, A cudagraph FEIk (
dummy batch) 5:kKBH fast prefill P RIREER, EEANKNGERZEEME| V2 BRTIR,

def make_kv_sharing_fast_prefill_common_attn_metadata(
common_attn_metadata: CommonAttentionMetadata,
) -> CommonAttentionMetadata:

if common_attn_metadata.max_query_len == 1:
# ©ER1EKRERE decode (3Z 1 A token &3E) , TEE fast prefill 2
return common_attn_metadata

if (
common_attn_metadata.logits_indices_padded is None
or common_attn_metadata.num_logits_indices is None

# A KRBRA fast prefill (il cudagraph HEHEMEE, =4 decode F)

# KV-sharing B# %% batch $4T, EFEREFRMBEKH metadatas

# XBERKRERE assert, V2 B dummy batch 24 FiZo %, EWAALEER,
return common_attn_metadata

logits_indices_padded = common_attn_metadata.logits_indices_padded
num_logits_indices = common_attn_metadata.num_logits_indices
# X cudagraph #FE%, RARBESZ RS

logits_indices = logits_indices_padded[:num_logits_indices]

b B
AR PR BIFHITWIEFEE, LA LRBEARE, TEA EIPE a0 + BESH) BKks
BOFEA

claude[bot] (COMMENTED) : [This pull request is from a fork — automated
review is disabled. A repository maintainer can comment @claude review to run a
one-time review. |

B3 review AR E fork #Ekit, BRAAFofLL @claude review;
review_comments_count A 0, TEBRRAEEFITAITE,

WoosukKwon (APPROVED) : [Thanks!]



"E— B AT B 4E3PE WoosukKwon B9—A) Bt A, KX FastPrefillHelper.prepare
B3R E&# (FULL cudagraph / % ubatch / T prefill) . PCP FARAIZ helper. WUKEIE
assert R AIBATEY EER X EF 33555 H F X
njhill (issue ¥1&) : [/ci runl x 2 — Buildkite CI #87996 (commit 9b093b66af0e)
5 #88010 (commit 8e00cb479621)

FORAR&Z IR B commit AR, WA head E/ V0 EH /amend X —REAEHEPIE; mAKL
B commit 8e00cb479621 &3,

« fork PR B9 B ) review #Bkit, H/DSIRMENREDITIE (other): BEIFHERPUT, AL FHF
WRBEFET, RAEEFE—RKEMAEEHF.

« E3PFE DL [Thanks!l BEHE, KRS ERIEZIT (design): RITAR ZLEMEEEE
FHEARADERERIX, THERMRA TR ERFINIR,

- Cl M EM, head commit EH (testing): HALLE commit 8e00cb479621 @i CI
HEH: OEMRITED Cl AT E, BRAERKEE,

R fe5 7

o Qg
1. BRBERRFRRSL, ERMERBIELRIE X FastPrefillHelper.prepare #£ (4l decodel
[FULL cudagraph] [% ubatch] =& TRE None, PCP T EBMRAFHME

helper, ubatch_utils._slice_input_batch HWEE 485 fast_prefill=None, X&4H X HAR
SRENEZL, APSUANTFRT fast prefill (BEZPriZZEE batch $4T; B
vlim/v1/attention/backends/utils.py BB BIFS assert RN RAFRE, ERkK
HIWORAAIKE [0 fast-prefill TTHIR] HEERY, <M TZBILK] T T
BRI EIEX]

2. cudagraph R #&4&: prepare() AE#EIAA self.cudagraph_manager.dispatch(num
_regs=num_reqgs, num_tokens=num_logits, ...), FREH desc.num_tokens RIEX}
FKE, BHA min(desc.num_tokens, self.max_num_tokens) &M, &4TH dispatch
HREFRISEMEY piecewise RT MM —K, TUNELBEALIXNNER T, Z440
FEMAER#EHANE,; XEARENRA TR T,

3. £ buffer BB3EZTIE X : buf[:num_logits].copy_(logits_indices) Z 51E
buf[num_logits:] 285 & logits_indices[-1], X&& MhRE]] ENFXEES~HEE
FH logits. T4 num_logits_indices BT THEE T (B0 kEFH logits Uk
£812) HEBEEEKREN logits, BTRBNRARA,

4. max_logits_per_req {R& host MIEKE: int(np.diff(cu_num_logits_np).max()) E#EH
¥ cu_num_logits_np, EFIZFBAEELHTEIZ LS GPU Ml cu_num_logits AE*, &
& N$E12 8 per-request E5#; R&REKA assert num_logits > 0 £ [H prefill 12
logits A% B9ZF (W4l logprobs %%) HEARZ M,

5. MNBEFRHE: BMNREET get_kv_sharing_fast_prefill_eligible_layers 812 #%3%
BiE, e2e AR REIDBRIPBEEERS REBAEIR) , FastPrefillHelper.prepare B1=%
1884 %, PCP R4z helper B9 XM T EIEMIR; tests/vl/worker/test_gpu_model
_runner_v2.py 5 .buildkite/test_areas/engine.yam| B/NKEIMEIREBFF, TEHIAE



TE=THITA

6. INIBEBREAEREMEYT K. V2 REBIEX kv_sharing_fast_prefill, iZFF*5
DBO/ubatching. PCP. FULL cudagraph. speculative decoding B94A-&8R&3 N ZFR
PATER R, P EZHAEGREEFLENHRBEARK, BOERNNAIZFRR, - Fm:
AFPM: #£H Gemma3n / YOCO 2 KV-sharing A3 2413 V2 model runner 89
P, IETUEIEFRE kv_sharing_fast_prefill, ¥ prompt prefill REERIR KV AR
BEHE, FEAEERR prefill HHHES TTFT; WRIZAAE V2 LESERERKBERE
4, BTN IRaTH] Bl TeMAI B98N T A%M: 2Reh3%EAE V2 B iERz
ModelRunner.prepare_inputs — build_attn_metadata — B & X backend #
metadata builder, 1B EEEEE RIEIN—K prepare() WHE—XK
cudagraph_manager.dispatch() (33 A8 & host #E) , AT ZEMENRAFR EZERE
B, AXFNASE (FULL cudagraph. % ubatch., PCP) {TARIFRAIEXARE,
RIAMI: ZOXREHFERET MRv2 MR E E—KARSA (REDIZEN PR#35045)
, WULEA MRv2 IEFEA T37 runner REEBR-FEAFME] Bm [EIXF V1 @il
JE 4 RJRFF % (0 mamba cache mode. logits processors) BT e £ HiX Rk 83
V1 & + V2 MEETEE + BTHREER] BER, - REARD: BZOEEBEAT
B BRERLTEE | cudagraph RYHE | prepare 2N, BEIEZRE
BETY K

K ERAK L

« PR #55819 [Perf] Use UVA-backed contents for MRV2 apply_write: [&/& MRv2 (v2
model runner) ALk, REIRAESEE vliim/v1/worker/gpu/ T buffer/ FERZARY,
B V2 runner IEEFFEANTHAESIFIEREA, A PR TN LKL LAY RE 1 35+ —3F,

« PR #54713 [BugFix] Retain both replay boundaries so an EAGLE resend of a
block-aligned prompt still hits: RIAER & v1 Ml KV B A IEMMEIAR (KV cache 4
/replay 34 %) , 57K PR {R&i#) KV-sharing & X. logits &R3l5 attention metadata %
HRANEAANNERER L, AXNEEMAZTER LXK IETRR,

« PR #55531 [KV Connector] Support symmetric DCP disagg for hybrid mamba models:
% PR 53t4T7#r# (DCP/PCP) THY KV cache #Bfn attention metadata H2BAER; &
PR #£ init_attn_backend/model runner ¥R RAEAHATELE (pcp_manager is
None) EA fast prefill B RAEMH, BTR—E HTHIN x KV 5] 89X X450,



