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# ZE RPN REFAZ OIS (B TR E)
def test_merged_column_fuser_supports_any_number_of _linears(
cls, default_vlim_config, monkeypatch

from vlim.model_executor import parameter

from vlim.model_executor.layers import linear

from vlim.model_executor.layers.linear import MergedColumnParallelLinear

from vlim.model_executor.layers.utils import default_unquantized_gemm

from vlim.model_executor.models.utils import AutoWeightsLoader, WeightsMapper

#IRE TP RN EHN (rank=0, world_size=1)
monkeypatch.setattr(linear, "get_tensor_model_parallel_rank", lambda: 0)
monkeypatch.setattr(linear, "get_tensor_model_parallel_world_size", lambda: 1)
# KB E: ¥ dispatch_unquantized_gemm BH#: R4 4438 E default_unquantized_gemm #Y
lambda
# XHBETLLERNFEE (NVIDIA/ROCM) , MRF AR GEMM FEF & LK B IRIALI
# %A UnquantizedLinearMethod #fEF&4FE GEMM S A& CPU KE ELIK
monkeypatch.setattr(

linear,

"dispatch_unquantized_gemm",

lambda linear_backend="auto": default_unquantized_gemm,
)
monkeypatch.setattr(parameter, "get_tensor_model_parallel_rank", lambda: 0)
monkeypatch.setattr(parameter, "get_tensor_model_parallel_world_size", lambda: 1)
with torch.device("meta"):

meta = cls()
fuser = MergedColumnParallelFuser.match(trace(meta), meta)
assert fuser is not None
assert set(fuser.linear_names) == {"'proj_a", "proj_b", "proj_c", "proj_d"}
assert fuser.shards == [(name, i) for i, name in enumerate(fuser.linear_names)]
fuser.update_forward(meta)

real = cls()
x = torch.randn(2, 8)
expected = real(x)
weights = [
(name, weight.detach().clone()) for name, weight in real.named_parameters()

]

fused = fuser.fuse(real, "parallel", default_vlim_config)



root = nn.Module()
root.parallel = fused
mapper = WeightsMapper(orig_to_new_stacked=fuser.orig_to_new_stacked("parallel"))
# 33 AutoWeightsLoader InEARE, HWEREEAE monkeypatch 8 dispatch_unquantized_
gemm
AutoWeightsLoader(root).load_weights(
((f"parallel.{name}", weight) for name, weight in weights), mapper=mapper

)

merged = getattr(fused, fuser.merged_name)
assert isinstance(merged, MergedColumnParallelLinear)
# BT E¥RB dispatch_cpu_unquantized_gemm(merged, remove_weight=False) AR
# B4 monkeypatch B2 & LEARRT GEMM JZ i8] &
for actual, reference in zip(fused(x), expected):
torch.testing.assert_close(actual, reference)
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