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PATHE

o —A)E: KEPFHEFIZHARRD : W key Gumbel 5 L TFTXEE

< EESE ESREIE, SEHE=REE: MUK/ REMRHARXE
DualKeyGumbelWatermarker BIEE - 540N B 7 Z EhrE ; MERHARE AR XE
resample_kernel 8§ WATERMARK 4% 5 watermarked_rejection_sample 8 key A a4y
T MEREBI AR ESE context EE B kernel RS watermark_sample_warmup B
specialization &K, BWNELFRMMEITREK: —= Watermarker.sample R 7 7%
+ _try_sample_mixed B 3EREHWF, TIEAMRERIMISBIEEZAI,; =2
create_speculative*_watermarker B“¥F A & A E, BE& _resolve_watermark_key B
NIREE, RN key BREMWIZEA, FEZA Bk tests/watermarking BIEKMERTE @ H, B
tests/v1/spec_decode/test_rejection_sampler_utils.py ®“KERI% 8 EMTF
philox_gumbel_sample” 843t ELMRAER —F -

THRES B

PR body BA#AIE HIAKER (RIE PR #54053 #9 Gumbel-max # key AE) SIZNARL L3
%, AR E LR allow_target_only watermarking=true fiFEfa token FAEKER (
(ESFIEZ IR RKEMEE) , UKEHITH dual_key_gumbel Bk, iLERE BArE B E A
3 key KER, RRMEHEZEARZE (53| SynthID-Text *h A%} algorithm 5/6 5§ K.13 #)
o BIEABINMRKBE LT XEE: BRIA 4 token WELTXER—FIANTHEE, FHRE—
ERERIARNKIMRE, BIR BFF|IELE MR, PR body HBSMEREER 35.7%
BERRIE L 1024 token LR, 4-token ETFXEER 74.94%, MEEEXAMEE 4.0% 5
17.99%.,

TR

1. BESEEZREA (viim/config/watermarking.py. vlim/config/vlim.py) : B 3EKET EA
gumbel | dual_key_gumbel, #3% alpha (2RIA 0.1) . deduplicate_contexts (
nonelsingle_turnlall, ZRIA single_turn) . deduplicate_contexts_max_history (BRIA
8192, ¥ & None) . allow_target only watermarking; #73%
derive_watermark_key(key, domain) i SHA-256 508, AE—E key Jk&
key_a/key_b: supports_speculative_decoding MEESFH K N IZE LN, RIKLEH
validate_key E#4& A validate_watermark_settings, ¥EXRAEEHAEKERT
_MIN_RECOMMENDED DEDUP_HISTORY=1024 BXt#fH Gumbel B4 — & HiR{LAE



REE, BEERRINTET dual_key EEMER draft_sample_method. alpha &
target-only BN T REERF AR,

2. REETHE (viim/vl/watermarking/watermarker.py. gumbel.py) :
RandomSampler M Callable & 7| & 2k A& expanded_idx_mapping/temperatures/s
eeds/positions/use_fpb4 8 dataclass, H _ call _RERAE gumbel_sample;
Watermarker.sample KRR A 75— ZR _try_sample_mixed FEE AR R 5K 7KER
+ FEKEN RS KA, TN AAIE A% _sample_watermarked, B skip_mask ik
torch.where E3R, J& GumbelWatermarker.sample B 355K
_sample_watermarked/_try_sample_mixed, #3¢ DualKeyGumbelWatermarker (&%
A GumbelWatermarker, % alpha FAREHLRIE key A/B [ ®#H) 5
DualKeyGumbelWatermarkDetector (% key ¥t ERt-& + 3% variance EARE p 18)

o

3. AN (viim/v1/watermarking/spec_decode.py # X f4.
v1/worker/gpu/spec_decode/rejection_sampler_utils.py. rejection_sampler.py.
speculator.py) : #FHEIRH create_speculative_target_watermarker/create_speculative
_draft_watermarker 83X key &3k B AR5 EfaMl; DraftWatermarker A EfaE R
HIPFIE R context EO5 enabled FF%; _resolve_watermark_key B RIE4ILKIFH
NERBHEERTRE XA, BHAERE key, rejection_sampler_utils By _resample_kernel
73 WATERMARK/CONTEXT _WIDTH/contexts/watermarking/watermark_key 5%k, &
kernel WIAA philox_gumbel_block_argmax B key-B 7% £ 5 bonus token;
rejection_sampler.py 3&4n _watermarking_kwargs, speculator.py 3&An
prepare_watermarking M8 A\ £ T X FnFf %,

4, EREAETXEE (viim/vl/worker/gpu/sample/watermark.py.
vlim/v1/watermarking/gpu_sampler.py) : #13& repeated_context_mask AR5
_repeated_context_mask_kernel (Triton) /_repeated_context_mask_cpu (ZE5ZI)

, 133 all_token_ids FIKr LA context BEBAREIZIERA LT HI; gpu_sampler B
_sample_random ¥ dedup &4 none BitH repeated_contexts ##r&#t skip_mask,
[E] B3 RAERSFT B AR RandomSampler fE447KENEE: get_contexts ¥
expanded_local_pos/draft_sampled %, A TEZRINBILHRFMTERL2BERER
token 5EfR token, EMAHHEEBMTFREAMER context,

5. AEMHR /ClL BEE: #FH X vlim/model_executor/warmup/watermark_sample_warmu
p.py TEBEIEE (key, logits dtype, skip_mask, USE_FP64) A&k
_philox_gumbel_kernel, #%ENEEIFRKAKEZHHIF (jit_monitor_mode=error F&
SHEBFS| ¥R Y) ; spec_decode_rejection_warmup.py ¥ EE| watermark 3%, R
MF3E tests/model_executor/test_watermark_sample_warmup.py.
tests/model_executor/test_spec_decode_rejection_warmup.py, ¥ &
tests/watermarking/test_watermarking.py. tests/watermarking/test_gumbel.py.
tests/v1/spec_decode/test_rejection_sampler_utils.py. tests/test_config.py; CI 3&in
DSpark + TP2 F dual-key 7KER#) GSM8K #HE 5 EfREZ R A,

REEF:

« vllm/v1/watermarking/spec_decode.py (1R /KERIZANARRD; 25| source; £KA
dependency-wiring; %5 DraftWatermarker, DraftWatermarker.prepare,



DraftWatermarker.sample, create_speculative_target_watermarker) : A& PR #3ga9#%
HURRRD K ENMER . X DraftWatermarker. B#r / EfE/KENEHLE
watermarked_rejection_sample, 2 “7KEQ + ZAARRD"RE AR 3L 89 5% 8 5,
vlim/v1/watermarking/gumbel.py (132 KERE%; 35| source; EA core-logic; &5
GumbelWatermarker._sample_watermarked, GumbelWatermarker._try_sample_mixed,
DualKeyGumbelWatermarker, DualKeyGumbelWatermarker._routing_logits) : #3&
DualKeyGumbelWatermarker 5 DualKeyGumbelWatermarkDetector, & dual-key &%
B A RIS ARSI, FRE alpha=0/1 BIE# key RILERZ,
vlim/v1/worker/gpu/sample/watermark.py (#£ik KEFRAERNAZ; 258 source; EH
core-logic; &5 _repeated_context_mask_kernel, _repeated_context_mask_cpu,
repeated_context_mask, _philox_context_state) : T XEEHNAAZSLZI: ¥
repeated_context_mask 5 CPU £ 523, FHHEX philox_gumbel_block_argmax fit
rejection kernel £ A, 2N EEFEE PRFEOEFRE,

vlim/v1/watermarking/watermarker.py (#3k KEPIED ; 2K5)| source; ER
dependency-wiring; %5 RandomSampler, RandomSampler.call,
Watermarker.sample, Watermarker._sample_watermarked) : R FiEZ N E TR
: RandomSampler # %A dataclass, Watermarker.sample ZRAER A 53T
_try_sample_mixed Bt&%1F5 SupportsSpeculativeDecoding thiXe
vlim/v1/watermarking/gpu_sampler.py (#tk /KERKA£ES; K7 source; EA core-logic
. &5 GPUWatermarkSampler._sample_random, _get_contexts,
_get_repeated_contexts) : GPUWatermarkSampler B9RAEAN D KEY: g
_get_repeated_contexts, i dedup &RIT& Pt skip_mask, FFik _get contexts XFR
FALISIEAT (B EAR token) B9 context HHEE,

vlim/config/watermarking.py (13 KEFECE ; K7 source; E£& configuration; 5
derive_watermark_key, WatermarkingAlgorithm, WatermarkContextScope,
supports_speculative_decoding) : $FrE25 EXETAMWBERA: dual_key_gumbel.
alpha. deduplicate_contexts(_max_history). allow_target_only_watermarking.
derive_watermark_key 5% —4&%,
vlim/v1/worker/gpu/spec_decode/rejection_sampler_utils.py (B3R {E4XAE; KA
source; £ core-logic; 5 _seeded_resample_argmax, _resample_kernel,
rejection_sample) : rejection kernel 8§ watermark %% : #hH
_seeded_resample_argmax, 3fit#xZE /bonus token & kernel N E £ key-B Philox
MR,

vlim/model_executor/warmup/watermark_sample_warmup.py (FE3R KERFRH; 5|
source; A data-contract; fF5 _philox_key, _philox_sampler_keys,
watermark_sample_warmup) : 3R EATRAESR, % (key, dtype, skip_mask,
USE_FPé64) &% _philox_gumbel_kernel B9£2F specialization, EKRE/MERH JIT %
BRI,

vlim/model_executor/warmup/spec_decode_rejection_warmup.py (R 348 RAETR;
25| source; FEAR data-contract) : & watermark 5%k (
contexts/watermarking/watermark_key) MAIEZRAERNZTL, T KENBERNEEE
ANERAE R JR%o



« vlim/v1/worker/gpu/model_runner.py (iR BARIHSTE; K5 source; H£A
dependency-wiring) : RAEEMIZLEZI deduplicate_contexts. use_fpb4 _gumbel 5
BirfA e KEEEETE, BELBBNERA,

« vlim/v1/worker/gpu/spec_decode/speculator.py (#Ek IRZAARILE: KB source; EH
dependency-wiring; &5 prepare_watermarking) : #3% prepare_watermarking, 1BE
Ml context 5 enabled TEIIEH BIE N DraftWatermarker, & draft 7KEQ 4 RBETEE &

- tests/model_executor/test_watermark_sample_warmup.py (F3k FRGNR; 25| test;
KA test-coverage; fF5 _sampler, _worker, _capture_calls, _variants) : F3#3RiE A
HEHENAT A S AAEE T4 (key, dtype, skip_mask) B4, EIXE specialization
= RERNTX,

XS DraftWatermarker.sample, DraftWatermarker.prepare,
create_speculative_target_watermarker, create_speculative_draft_watermarker,
watermarked_rejection_sample, _resolve_watermark_key,
DualKeyGumbelWatermarker.sample, DualKeyGumbelWatermarker._routing_logits,
DualKeyGumbelWatermarkDetector._get_p_value,
GumbelWatermarker._try_sample_mixed, Watermarker.sample, RandomSampler.call,
repeated_context_mask, _repeated_context_mask_kernel, philox_gumbel_block_argmax,
GPUWatermarkSampler._get _repeated_contexts, GPUWatermarkSampler._get contexts,
derive_watermark_key, validate_watermark_settings, watermark_sample_warmup,
_philox_sampler_keys, _seeded_resample_argmax

T X FELE

1) M2 EXZ4% (tomasruizt vs TQCB) : tomasruizt AR it is not super easy to
understand the relationship of different watermarking classes”, ZEiXE#
WatermarkedRejectionSampler F2&. % DualKeyGumbelWatermarker BRFEE&. &
DraftWatermarker 84 contexts/enabled ARSI % ; TQCB M EHEZRIASE, EIAAN
‘DraftWatermarker handles quite a lot that we can't easily move to a state object, I
think this will be difficult to flatten without a tonne of duplication”, & 4R B WhiXa R,
& tomasruizt X 25df1e46 (MR WatermarkedRejectionSampler, BXA[E
RejectionSampler 157 3% target watermark key) 5 1153b1c0 (
DualKeyGumbelWatermarker BRFAEE) #HEAN. 2) 27B ERIEMREH)TA (
simon-veitner-redhat) : ZILEIAN the cause is how little entropy the 27B leaves in
five-shot GSM8K answers, not the dual-key scheme, MTP, or the base feature”, }3EH
“‘On ordinary prose the 27B is detected in 99-100% of completions. Not a blocker; the
description and docs should say this instead of guessing at it”, #EFXAEKEmMFERKE
5. 3) NAZERPEE MAEER T (simon-veitner-redhat) : context mask kernel KB %% T
BLOCK-3 ™MuE, compute-sanitizer 3R 47 RIESELFiE, “the comparison already
excluded those lanes, so results were unaffected; the read was the defect”; key-B % &
A ‘P58 stock sampler B PyTorch EZAEBZ"M AR, & V=151936 T ‘made
verification 4 to 6x slower than the stock sampler and allocated about 1 GiB transiently
at 256 requests’, ARNENZE E#FEH key-B token, 4) JIMEAEIIE (tomasruizt)

: Qwen3.5-9B + MTP FTH#ZKEE( -0.033% (p=0.82) . TPOT +1.72% (p=4.9e-8) .



TTFT -2.33%, torch profile #“No CPU-GPU syncs found’,

« KEPEBR BT ZRIE (design): tomasruizt BIERZAT 25dfledb6 (RIRFIE, &h
M RejectionSampler f£7[3% target watermark key) 5 1153b1c0 (
DualKeyGumbelWatermarker 2R E NHE) , H#HEN; DraftWatermarker 514
FIRE,

« 27B AN RIRLHIVIRE (correctness): FREKEE, BCAERIIRG RS o3 BA A M AR 1
HMEIE GEME p(x) > 0.999 89 token &ELEIEE)

« context mask kernel B9 £33 FIEL (correctness): fEIFFL ExTFF BLOCK AR A%
—B in_window 1B1E#HRE, B context token B IREMER. £ CONTEXT BLOCK,

. key-B R E RAEBMEREIR T (performance): 1%&5 bonus token B key-B RAELERFH AN
kernel, PyTorch & &% E BRI EARR; MERAKEKES philox_gumbel_sample
FMHEMEIIFRIF

« 7JKER sampler 89 JIT B (performance): #3% watermark_sample_warmup, %
(key, dtype, skip_mask, USE_FP64) T, HFEMRAPERLMSHSE

o M EES ERAMEIRIE (performance): FAIAKEN S RE R TR M., FIMNTETE, EHR
S NKIE,

« CI 5#k%k watermark_config ECEX £ (testing): FE=ANFG LB A KA getattr(..., "
watermark_config", None), 5§ VlimConfig B & 8918 A 2% F —3K,

R 5 B

« RS 1) RAEERBRIZ5IEXEW: Watermarker.sample B E A 5T AER T R, HEH
YAPX A _sample_watermarked, {EfI®EIIM B E XKD E-F LA SE LB RIK;
GPUWatermarkSampler.__init__#3% deduplicate_contexts &5%k, B TR API &

T8 fork RENEELE, 2) MEE: dual-key BERENEES EHF A key A, key B &8
—R&E%& Gumbel R4, BH random_sampler(routing_logits) U =>k (IMER) *
R, FFHEBEICREERREKR; LT XEENRELT T/NHET ms/step i 166%-208%
(1 token/ #BFM 0.036ms E| 0.110ms) , KERGRB|THEALE £5% UA, (BXEHIH
RATIER T, 3) EFAME / T XEBREIHRD token HEFRITKEL, PR body &

K“a user will manipulate watermarked text to exclude an initial watermarking of a
repeated context’&H|FFMES; d7fe3812 #H—313BH deduplicate_contexts=all #94&
M A IIE prompt VB ETXRIL, TNANORZRE54ERA—E (LN 74.7% vs 64.0%) o
27B ERREHHE _ EAMERX 23%, FAF TEIRAIKEILRR, 4) AE R

_repeated_context_mask_kernel 897 £ 13 E 0 G Z#:d total_len (8d0f1870 £ &,
47 RAEEL /L) , MAX_HISTORY/INCLUDE_PROMPT/SKIP_PARTIAL_CONTEXT A&
WL EZEDRRBEZE X, gpu_sampler._get_contexts B4 draft_indices it &4
clamp, 1AEIE tests/v1/spec_decode/test_rejection_sampler_utils.py 89X ELMR HR Ko
5) B Z: watermark_sample_warmup &#: sampler 8
watermarker/deduplicate_contexts/use_fpb64_gumbel =/ NEtE, —EH3E
specialization £EmMAPKRE D, SBEEAMERAE JIT &iF"8IEEA (97026400
Fr&)



« B WA T RUET R IRAAE RS R BHE R KER, #3E dual_key_gumbel Eik5

alpha &5 ; BRIA deduplicate_contexts=single_turn K% 28 KEPERZ B RAETH
EE context EBREERXAF) , XAEXESKIERUVEREE, HA%K: KNEE VI

GPU runner BRAES BIERERIZ. Triton kernel. WX JEz0HEA JIT T, HramEE
MRv2. spec decode. JKEF=ANFA%; spec_decode.py 5§ rejection kernel 8 key
BB —EHERBREE TN SRR EZER, BLEEMNRRE, MEK: XE—RK
B ATIMER SR ZH] (Mistral B9 TQCB/raphael.rialland. Red Hat &4
simon-veitner-redhat., A% tomasruizt EZERERXEMIT) , review PHITHZEIMLS
WAZE & ZRE PR E Ao

« REARIE: BORBERZEEE | KEPEERE API EBWF MEIREE |, Triton AR IR (BAE
£, EBHEYT) , X key RS AT kernel B , MEBRBER NG , RERE
TAZA

KERRBKL

« PR #54053 Text watermarking in vVLLM (PR body 3| A BRI EKER PR) : 4 PR ByzhHLiL
& BA Gumbel-max H# key KERGHZAARFL R 3A, A PR FEHEAR EHE
dual_key gumbel 5§+ FTX k=,

« PR #56233 generation-time context deduplication (PR body 3|FH, 74 PR B&EHI{E)

 ETTXEERLQEERBIZ PR, A PR k&M LT ©HHHE CUE B B AR,

+ PR #56683 [Perf] Parallelize mHC pre-norm JIT warmup: &
vlim/model_executor/warmup #IKRA ; A PR 89 watermark_sample_warmup 5
spec_decode_rejection_warmup ¥ BIEMER — 1€ JIT HmZMNIEIELRIE| B ahHA" 89 B R,

« PR #55768 [Warmup] Gemma 4 de-JITification: Bl A MEMREITIERIZFHTMATIZRE, 5
P BUKENTRAEIRILE design NE (BAH specialization #E. KBCARFERTEE)

« PR #51700 [2/2][Model Runner V2] FULL CUDA graph capture for microbatched
steps (DBO): #R#kzh vlim/v1/worker/gpu/model_runner.py 5§ GPU worker 893%4t / 3
JEEERR, A PR By skip_mask 5§ RandomSampler EE£5 MRv2 BI#L A B R EFHF K,



