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JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/56107

MITHE

« —A)iE: PCP TSR MTP 5 DSpark $&ALAZRD

- EMSNME: A/, AHEHFK MRv2. PCP/DCP 5% TR)T, =AF=4k:
(1) PCPManager.prepare_draft_prefill / restore_draft_prefill & X 8B draft
forward £ A rank-local batch. &%t replicated draft Rl#4 /& block table” %), X&
A PR BRI RE; (2) partition_batch # positions / seq_lens / logits_indices B &
5 (positions &k B GPU 2/ batch, A& logits REXK) , CRERET AL LM
R reg_states 1&K#i; (3) sparse_attn_indexer.py 5
check_attention_cp_compatibility 102K 5%, HREETEZXMBRAFRAZE + RER
B target BHRE, BEAELET R, EiXE—% PCP + MTP/DSpark # e2e Al
, HEHREERZRIEER acceptance BIE (& dummy/profile B#2) ,

Th RES EAL

W HT PCPManager.validate_config XH{ZHLARRD 2 EEIEYE : raise
NotImplementedError("MRV2 PCP does not support speculative decoding yet."), S
TP2 + PCP2 XK F T XRIEHITERE LIAS GLM-5.2 MTP / DSpark X3 drafter £,
PR EX® B#rZ “Adds V2 model-runner PCP support for single-module MTP and
replicated DSpark.”, FFEAMAX 2 YA main £ “consolidates #53653 and #53660 -+
with a smaller implementation”, BIiEHALRRASZIMELAEH. KSR E/NEZH, BOTFER
MTP &A™ draft forward 3% rank-local 2 F LA, M/E4L draft step A replicated B4
R, SMAER—H buffer / block table / hidden states AL AYI#; FE DSpark
K replicated i target 1£3F PCP o/, EE#® % draft MEE 2K,

SRR

1. BREEANRE: vlim/v1/worker/gpu/pcp_manager.py::PCPManager.validate_config
xt speculative_config B9EE$E4s: DSpark &3k DCP=1 s DCP=PCP, TR aiF
method == "mtp" B.3E multi-module MTP; R sparse MLA + PCP 2
cudagraph_mode=NONE BJIBFR#&|, RIERBIEL full CUDA graph, BWH: FHEST B3N
, RIELKERKRAERIALHEA+PEME (DCP/PCP) .

2. PCP &I &AM T draft prefill APL: #3% get draft_input_buffers (GRE
draft_prefill_batch or input_buffers) . prepare_draft_prefill (F partition_batch() £&
H#H8 local gather idx 382K input_ids EHE#*  local_batch.input_ids) .



restore_draft_prefill (38 rank-local 89 last_hidden_states all-gather B2 &7, »&E
Bt—3F3R B 8 =N hidden states) . E BT partition_batch &3 req_states {&K#i:
positionsB& A Mglobal_batch.positionsindex_select (B ARMIELECPUBITERE)E)

, seq_lens BAMEAL position + 1 #F, logits_indices EHEE
local_query_start_loc[1:] - 1 (&3 logits FEH XA, HLEAZXR hidden states HHA
28 InputBatch X&£) , FHMFR combine_sampled_and_draft_tokens /
prepare_pos_seq_lens AAS if input_batch.num_draft_tokens > 0: raise %X,

3. BEY3 MTP speculator #4k: vlim/v1/worker/gpu/spec_decode/autoregressive/specul
ator.py B propose() FE# N hidden_states BjiE A
pcp_manager.prepare_draft_prefill() 38 draft_prefill_batch &% num_tokens /
num_tokens_padded; FE num_speculative_steps == 1 BiRZ 5.
prepare_decode_inputs() ZBIAA block_tables.gather_block_tables(input_batch.idx_
mapping, num_reqgs_padded=num_reqs), & block table RlFTE 2/ INF 4 replicated
draft £/ ; run_model() ¥ get draft_input_buffers() & ANZEHHL is_padding
f& XN set_forward_context; _prefill() &R restore_draft_prefill() ZJR hidden
states,

4. DSpark #&#F replicated: vlim/v1/worker/gpu/spec_decode/dflash/speculator.py:: _init
__J& prefill_context_parallel_size > 1 B%FE N viim_config 3L draft il PCP size &
1, i draft B & A% PCP #l#l; propose() £ dummy-run BiR2Z FRIAEL
gather_block_tables() B prepare_dflash_inputs(). #E3& speculate/speculator.py F3g
pcp_manager FE. draft_is_prefilling &, HB is_prefilling #E3t
_build_draft_attn_metadata() 8 build_attn_metadata(),

5. R¥EE5 kernel O42EIE: vlim/v1/worker/cp_utils.py::check_attention_cp_compatibility
T target layer names 53k, RX target B¥rE supports_pep() (draft 2 £ &l&A&
, ATARELA FLASH_ATTN XA X ¥ PCP B/E%) ; viim/vl/worker/gpu/model_runner.
py FEMALEIE self.pcp_manager ¥ speculator, F#7E sample_tokens() F{&&
PCP #RJRRIH draft_hidden states fit draft . X aux_hidden_states FEAS
restore_hidden_states(); vlim/model_executor/layers/sparse_attn_indexer.py & PCP
IE LM if use_pcp: BXA if use_pcp and num_tokens > k.shape[0]:, FZE
replicated draft B9 KEFF slot mapping; mtp/speculator.py # PCP > 1 Bt% 3]
share_mtp_topk_indices,

6. MIRELE: tests/vl/worker/test_gpu_pcp_manager.py ¥ RequestState ¥y 51K #i.
%5 global decode batch #b positions (FER % 2 8 positions O2FAL) ;
tests/v1/spec_decode/test_eagle_draft_attn_metadata.py 5
tests/v1/worker/test_gpu_autoregressive_speculator.py A fake speculator *p
draft_is_prefilling F&. TH#E e2e A, BIKBIEE FoHH 4 & GLM-5.2-NVFP4
smoke (TP2 + PCP2 + DCP1 + EP4, PIECEWISE) .

R

» vlim/v1/worker/gpu/pcp_manager.py (3% LT XFH4T; K5 source; EH core-logic
;. f&5 PCPManager.get_draft_input_buffers, PCPManager.prepare_draft_prefill,
PCPManager.restore_draft_prefill, PCPManager.partition_batch) : 4~ PR B9#Z:: 37
¥ get_draft_input_buffers / prepare_draft_prefill / restore_draft_prefill =A™ draft



prefill API, &3 validate_config X spec decode B9FE#4E, I EF partition_batch #
positions / seq_lens / logits_indices 042, #F& req_states 1&K#fi,

vlim/v1/worker/gpu/spec_decode/autoregressive/speculator.py (#£iR IZAARRD; 5|
source; EM core-logic; F5 AutoregressiveSpeculator.propose,
AutoregressiveSpeculator._run_model, AutoregressiveSpeculator._prefill) : MTP &4l
R0 T P&42: propose() ¥ PCP A& batch 37 replicated draft BiRl#r block table,
_run_model() M ALZ A HZERL is_padding, _prefill() 3XJ& hidden states,

vlim/v1/worker/gpu/model_runner.py (3R BRIHITE; K5 source; H£R
dependency-wiring; 5 initialize_kv_cache, sample_tokens) : 3& PCPManager JE A
speculator. & CP #ZEMRIEIRZESR target B, FERFFERRE PCP-local B
draft_hidden_states. 3XJ& aux_hidden_states, & PCP 5 draft #IERNELRS,

vlim/v1/worker/gpu/spec_decode/dflash/speculator.py (13 DFlash #%#Ll; 5% source

s a

; XA core-logic; %5 DFlashSpeculator.init, DFlashSpeculator.propose) : DSpark
fR¥F replicated BYXFESZI: HBERDXIE N config H4E draft il PCP size B 1,
propose I dummy-run Z /5 E#RF2F block table,
vlim/v1/worker/gpu/spec_decode/speculator.py (#3k FZHARR K ; 25| source; 3£
A dependency-wiring; 5 DraftModelSpeculator.init,
DraftModelSpeculator._build_draft_attn_metadata) : ZEE#F¥ pcp_manager FE&S
draft_is_prefilling 2&4, 348 is_prefilling #F &3 build_attn_metadata, it draft 89
attention metadata 86X 4% prefill/decode 4T,

viim/v1/worker/cp_utils.py (3% HATHE; KA source; KR core-logic; &5
check_attention_cp_compatibility) : check_attention_cp_compatibility #3&
target_layer_names &%k, RXI target attention EWrE supports_pcp(), = DSpark &
F FLASH_ATTN draft J53#89811%,
vllm/model_executor/layers/sparse_attn_indexer.py (13 HEEE A 25| source;
A data-contract; &5 sparse_attn_indexer) : 38 PCP token 3T E &M if
use_pcp: BXA if use_pcp and num_tokens > k.shape[0]:, 3% replicated MTP draft
BIRETFF slot mapping, E&EZRIE kernel MBOREIE,
vlim/v1/worker/gpu/spec_decode/mtp/speculator.py (13 MTP #&AHL; 5| source; %
A core-logic; &5 load_draft_model) : MTP INECEZAR: PCP > 1 Bt% 3]
share_mtp_topk_indices, EA token ¥ F /ETiAE A target B9 top-k index,
tests/v1/worker/test_gpu_pcp_manager.py (#3k F4TEM; K5 test; LR
test-coverage; % test partition_defers_dcp_metadata_to_post_partition_batch) :
ME—SZ T EFTANEN . F2FR RequestState REiH 45 global decode batch %k positions,
HEXNRN partition_batch BB 224,

X85 PCPManager.prepare_draft_prefill, PCPManager.restore_draft_prefill,
PCPManager.get_draft_input_buffers, PCPManager.partition_batch,
PCPManager.validate_config, AutoregressiveSpeculator.propose,
AutoregressiveSpeculator._run_model, AutoregressiveSpeculator._prefill,
DFlashSpeculator.propose, check_attention_cp_compatibility, sparse_attn_indexer,
DraftModelSpeculator._build_draft_attn_metadata, load_draft_model



RERED R B

vlim/v1/worker/gpu/pcp_manager.py

A PR B9#Z: #13E get draft_input_buffers / prepare_draft_prefill /
restore_draft_prefill =A™ draft prefill API, #&3% validate _config ¥t spec decode BYFE%E,
FEEBpartition_batch#positions/seq_lens/logits_indicesa 2. #[req_statest&K#i,

def get_draft_input_buffers(
self, input_buffers: InputBuffers
) -> InputBatch | InputBuffers:
# & draft forward £ PCP # rank-local batch; Z/5E% 3|
# speculator B 28 InputBuffers, B4k draft step FEELSHA A
return self.draft_prefill_batch or input_buffers

def prepare_draft_prefill(
self,
input_batch: InputBatch,
input_ids: torch.Tensor,
) -> None:
# R [HRIEX—2F 8 global batchl 4£3%; dummy run 323 #189 batch
# HiERE, #BRILFRIEH rank-local RAMIRL T —>K draft,
if input_batch is not self._global_batch or self._local_batch is None:
return
local_batch = self._local_batch
assert self._local_gather_idx is not None
num_local_tokens = self._local_gather_idx.shape[0]
# 8 A partition_batch() B T8 gather 3|, E£LRIMFH
# input_ids EHERR rank-local 5 ANAtiAZE .,
torch.index_select(
input_ids,
0,
self._local_gather_idx,
out=local_batch.input_ids[:num_local_tokens],

)
self.draft_prefill_batch = local_batch

def restore_draft_prefill(
self,
last_hidden_states: torch.Tensor,
hidden_states: torch.Tensor,
) -> tuple[torch.Tensor, torch.Tensor]:
if self.draft_prefill_batch is None:
# 3 PCP draft prefill B842: R#EE, AAFTLEL X
return last_hidden_states, hidden_states
local_last_hidden_states = last_hidden_states
# 38 rank-local B draft 3 all-gather E2FIRF, #ELEREER,
last_hidden_states = self.restore_hidden_states(local_last_hidden_states)
# 25 MTP R LHSMRE feedback hidden; & T 5RI—ANKEIE M EA—k



# A&, MEEEEL all-gather (BWHS LB ),
hidden_states = (
last_hidden_states
if local_last_hidden_states is hidden_states
else self.restore_hidden_states(hidden_states)
)
#—RMETX, BA%ILBILIR, FHEE4: step RA rank-local batch,
self.draft_prefill_batch = None
return last_hidden_states, hidden_states

vlim/v1/worker/gpu/spec_decode/autoregressive/speculator.py

MTP ZAVARRD E E842: propose() AN PCP A& batch F7E replicated draft BiRlFT block
table, _run_model() ¥ NE b H3E(E is_padding, _prefill() &R hidden states,

# ===== AutoregressiveSpeculator.propose() Ft§ PCP 4% =====
# BR draft forward £ target 89 rank-local batch: €4/ input_ids
# EHRAMIAT, FHE token KN ARM (& padding) HE.
if self.pcp_manager is not None:
self.pcp_manager.prepare_draft_prefill(
input_batch,
self.input_buffers.input_ids[:num_tokens_padded],
)
prefill = self.pcp_manager.draft_prefill_batch
if prefill is not None:
num_tokens = prefill.num_tokens
num_tokens_padded = prefill.num_tokens_after_padding
self.hidden_states[:num_tokens_padded].copy_(hidden_states)

# ... prefill forward 5 RHEEEEE ...
if self.num_speculative_steps ==
# RAEHL 1 A token: B = HELES, HiEERE,

return self.draft_tokens[:num_regs, :1]

# J54 draft step & replicated B (FBERLTX2RK) , &MEiE
# block table RIFELRINT, TNRELEF PCP AMMAR cache L E,
# XIER review F GirasoleY 818 input_block_tables F&AN¥41b 1=,
if self.pcp_manager is not None and not dummy_run:
self.block_tables.gather_block_tables(
input_batch.idx_mapping, num_reqgs_padded=num_regs

# ===== AutoregressiveSpeculator._run_model() A& H3i%IF =====

# BRIAA speculator B 28 InputBuffers; PCP BE R draft prefill 2%

# Bk PCPManager #A 8 rank-local batch,

input_buffers: InputBatch | InputBuffers = self.input_buffers

is_padding = None

if self.pcp_manager is not None:
input_buffers = self.pcp_manager.get_draft_input_buffers(self.input_buffers)
# rank-local batch BEEZ4MFTH token, AMIE padding R EEL



# forward context, it attention JE3#i% padding B2 4038,

is_padding = input_buffers.is_padding[:num_tokens]
batch_descriptor = BatchDescriptor(hum_tokens=num_tokens)
with set_forward_context(

attn_metadata,

self.vlim_config,

num_tokens=num_tokens,

num_tokens_across_dp=num_tokens_across_dp,

slot_mapping=slot_mappings,

batch_descriptor=batch_descriptor,

is_padding=is_padding,

model_inputs = dict(
input_ids=input_buffers.input_ids[:num_tokens],
positions=input_buffers.positions[:num_tokens],
hidden_states=self.hidden_states[:num_tokens],

)

# PW B eager BAZ2HUT draft forward; #HZ

# pcp_manager.restore_draft_prefill() &R AL RIRF o

vliim/model_executor/layers/sparse_attn_indexer.py

1 PCP token ITELMEM if use _pcp: B if use_pcp and num_tokens > k.shape[0]:, 3£
%5 replicated MTP draft B9KETFF slot mapping, EREZIREN kernel M BB IE,

# slot_mapping BET8ER B PCP B /58 target batch, HeERER B
# replicated 8 MTP draft decode (AHuKREIFH slot mapping) ,
# FTAARBER F use_pcp ¥ 2 TITH token K,
# XERE PCP padding, RiEEA rank B all-gather FR—EK,
num_tokens = slot_mapping.shape[0]
if k is not None:
# 1R Y token AT AM k R (REAE R PCP BIFRA) RA#%
# world_size 318 ; TN replicated draft KW EHLE, FEK KV
# EANLERENVNSRE.
if use_pcp and num_tokens > k.shape[0]:
num_tokens //= get_pcp_group().world_size
k = k[:num_tokens]
if not skip_k_cache_insert:
# & num_tokens & top-k fEHE AN KV cache,

PP R A4

1) IEFAME R reviewer INH (EMEE) : GirasoleY &
vlim/v1/worker/gpu/pcp_manager.py % 578 fTMI¥TEB = “I just realize that we may need
to update input_block_tables in mtp's attn metadata, otherwise mtp will be attending

the wrong cache.”, LucasWilkinson E£ “good catch! thanks! updated”, Xtz 52 3HEI 7 &k
block_tables.gather_block_tables(...), K& commit “Gather PCP block tables before



draft decode”s 2) SZILNAEEIUREIRIFIAT . GirasoleY M “Thank you for the
simplification! The change looks good :) Left one accuracy comment inline.”, RFajg
APPROVED “Igtm!”, ywangd6é 78 APPROVED # &3, 23 AN commit H&] 4 N
GirasoleY 52X (prefill-only MTP. decode/ J84& batch. mE buffer. £ R4 buffer) ,
J& 15 N|# LucasWilkinson X “Minimize PCP draft integration”“Remove residual PCP
draft plumbing”“Encapsulate PCP draft input selection” EArBlR EX&E, WBAZ PR &4
THBARITR TSRS, 3) BB RIELRE R review #H2F) : PR EXEH “These
acceptance figures predate the block-table fix; full-model acceptance has not been
rerun after it.”, Bl 66.7% (MTP2) 5§ 87.5% (DSpark8) 93 K##EF T block-table
BE, BEREREWEEA acceptance,

« MTP draft &Rl# input_block_tables, &7 1R8 KV cache (correctness): $r3t
block_tables.gather_block_tables(input_batch.idx_mapping,
num_reqgs_padded=num_reqs) (autoregressive 5 dflash 8 propose() &—4&) , &
N rank-local draft prefill ZJ&. J&4t replicated draft decode Z RI4E block table Jll#T
E2FINF; R commit “Gather PCP block tables before draft decode’,

o SZILH EMFER prefill context’Wkskh PCP B & B 3% draft (design): Reviewer BAH
ATZULEL: “Thank you for the simplification! The change looks good :)” 3
APPROVED; PR EEX/REREAE main £&3F #53653 5 #53660 89 smaller
implementation”,

« block-table &£ /5 B BAE R ISIE R FER (testing): Reviewer 5 maintainer {3 APPROVED
#4453, 52 NBEBNMET,; BEM acceptance ENE e2e AGIBEESL, BTEAHN
ISIEER O,

R 5 B

« MFE: 1) ERAMEYT (BS) : MTP 8y draft & propose() £ A self.block_tables, #&
gather_block_tables() B9IAAALE B num_reqgs_padded 0425 Ja 4k
prepare_decode_inputs() A—2k, 17 AEIRE| PCP AMMA M cache; ZNFEIERZ
review BB EAER, B8 ERMEERME)IIE (EXER) . A dummy_run 2
NHERE gather 248, profile BAE ELXRFITAR—IK, TEEEE e2e BE, 2) AR
ToARH|E . sparse_attn_indexer.py Bl num_tokens > k.shape[0] ¥k 2 & E Ei% PCP
world size 3TH token &, BT EFHRBEXWBEARN. —BEEANEHT k.shape[0] 1&
WAR/NTFRIFER token 3 (Bl R EH indexer /R padding 84&) , MERITE
RITE, FERKY BEABRRARRS, BRAEME AR, 3) BEEEXIEN hack:
DFlashSpeculator.__init__ Xt vlim_config # copy.copy J& &#
parallel_config.prefill_context_parallel_size=1, FHZEFXEE T IHBE KA TEETLE
B E KGR ERER M, REZRER 531"k DSpark 89 PCP &AM R B
PCPManager.validate_config ®8 DCP AR AT, 4) R RO E S IBNE:
check_attention_cp_compatibility(..., target_layer_names) Rt target B =
supports_pcp(), draft BERBEHEKE,; FX drafter LPrEE PCP ZFEHIZRHIA
replicated, [RJRISHERBDITHARMAE RE R MIERsNIRE. B sparse MLA + PCP
89 CUDA graph [R&I#BIR, B THBYE spec decode SERWHI, BVIEE KR, 5) RE
M/ MRETE: R X3 PIECEWISE CUDA graph, full graph {338 ; _run_model $73¥



is_padding 6% £ R attention EIRIEMIE % padding #85, draft Ml buffer A
InputBuffers ¥]#t 4 InputBatch (RBE PCP £&# batch) FRFERIEXEREMNF (
num_tokens. num_tokens_after_padding. is_padding) , &N EMERREH,

« ®W: AFPM: TP2 + PCP2 (J3%E DCP/PCP #44&) + MTP / DSpark #
GLM-5.2-NVFP4 SEN TiRBs R ATAH, KLETXREHATE RIS IS,
BEERAZLERENTHLEKFIGEA,; ZRRMADE VLLM serve By
—prefill-context-parallel-size 5 --speculative-config A&, ZZM: MRv2 B draft
B&I2HTE rank-local / replicated MEM AT, PCPManager HERTMN REF
target batch™¥ B R ‘REFEE draft prefill 23X, model_runner.sample_tokens £
hidden states ¥l (draft_hidden_states. aux_hidden_states XJR) MZKZE, B
FRAOABITRIZZE, BAM: 23 N commit, RE/EE. AR ESHEN, HHAZAS
NEMELER, FEEIFPETEIEM PCP Kt/ 2BNATIRINAR;
tests/v1/worker/test_gpu_pcp_manager.py. tests/v1/spec_decode/test_eagle_draft
_attn_metadata.py. tests/v1/worker/test_gpu_autoregressive_speculator.py =/N#&
M R eksh, Bir)imElsmE)3IA .

- RFSARID: ZROBERE  EARBKIE , sROBEREVIIIE , config EXFE N hack,
AR NAIE , (X ¥F PIECEWISE

PRINISZS

- PR #53653 B4 PCP MTP X#5¥ (PR EX#RER, HEARELTXFHH) : APRIE
X =B “consolidates #53653 and #53660 on current main with a smaller
implementation”, BIEEEAR PR B / &HBRIREIZ—,

- PR #53660 27 PCP MTP X 3#F5%I (PR EX#RE, MEKRELTXF4H) AL, 5§
AR PR JEBTR—% PCP + MTP zhat%k, A& PR EHAEE /S BUFHR A,

« PR #56145 [Core] MRV2 support for fast-prefill: EAEE MRv2 (
vlim/v1/worker/gpu/model_runner.py. attn_utils.py. config/vlim.py) ®H4TF PCP #Ex
BEA, HREAMEZ ‘PIECEWISE CUDA graphs only” 43k, 5A& PR £% PCP 5E#ER A
SRR

« PR #55819 [Perf] Use UVA-backed contents for MRV2 apply_write: &8 MRv2 GPU
worker B&1289 buffer/ B AHL&I2kiE, 5K PR & draft/decoding M Ex Xt positions 5§
slot mapping B9 buffer i& X840 T X Bk,

+ PR #55239 [ROCm] [Bugfix] Route GLM-5.3-Flash MTP through ragged sparse MLA:
EJ& MTP 5 sparse MLA attention kB X4k ; A& PR 2k5h 7
sparse_attn_indexer B PCP token #TE5# K sparse MLA + PCP #y CUDA graph R
#l, 5ZAREEEEMEX,



