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« —A)iE: BE Mok BIAYF FP8 #IEXAE ROCm F &L KA AL,

c EMNME: XRE—AVIMEENFEREMSE, BRTETBE/N, EEHRT —NEK
Cl B EFEeLAMNELIREA, #XATHAENRESER (FRATFemEMIEERSE) . X
FREFEPNR. XTLFEXFHAIE ROCm A% R T2V, (EEHEIL, HRWR
F—E A current_platform.fp8_dtype() fo is_fp8() BRERIE—E—/MESEHM
MRS P AR,

THRES B

PR body BA#3EH : 'Fixes MoE layer tests to support ROCm's float8 e4m3fnuz dtype
alongside CUDA/XPU's float8_e4m3fn', [EJFRRE FMHRRBEPEZERT CUDA 8K
torch.float8_e4m3fn KEIFITHI = FotdtE, BEE ROCm F& EMNRLK, EN ROCm f#
A float8_e4m3fnuz K&, FE—MFEBENNF ARRRIEE FP8 HIFEXA,

SCELHFAR
RREBEFEFRMURBEXM, SEENARDSE RAT LS,

1. BOZE B : & tests/kernels/moe/test_moe_layer.py &, JEREBHNESEZTE fp8_dtype
= torch.float8_e4m3fn BXABHAIRER fp8_dtype = current_platform.fp8_dtype(), iX#f
HRTERRAFEE (CUDA. ROCm, XPU) _EMIiR#REESEFH IERFAIAH, FP8 $hiEHA,

2. BAMERKAE: & tests/kernels/moe/utils.py B moe_quantize_weights_2d ¥+,
R T X quant_dtype == torch.float8_e4m3fn BYFEIRED KT = fon X Hlkr, BRMMAZBE
SN FERBAN is_fp8() TEXEK, @i is_fp8_dtype = is_fp8(quant_dtype) E+&M{E
BT 68 FP8 £/ (4m CUDA # float8_e4m3fn o ROCm B float8_e4m3fnuz) , M
%— T W= fo)/5 48 per_block_cast_to_fp8 5 scaled_fp8_quant AR,

3. Mock B E3E3%: & tests/kernels/moe/test_moe_layer.py By
override_normalize_e4m3fn_to_e4m3fnuz &k+, 7Tt
vllm.model_executor.layers.quantization.fp8.normalize_e4m3fn_to_e4m3fnuz k%K
B8 mock B2, XEREA normalize_e4m3fn_to_edm3fnuz REK ] BEE A M ELAE R
PSR, WEREHHR T MR ERIZ IR, mock EREEARK, MMIEREBSZIFR#ATER
AR P REE e ET A

R



. tests/kernels/moe/test_moe_layer.py (#3k MoE BIR; K5 test; KR! test-coverage)
D EMRERCMH, KRG FP8 BIBLB B AT ENSER, HIHRT mock BEULIE
NN IR

- tests/kernels/moe/utils.py (3R MIRT R ; 5| test; A test-coverage) : MIALE
Fi¥k, & moe_quantize_weights_2d T8y FP8 $kiEK R & AR ZRAY b AR Bk & B A 1Y
is_fp8() E*Ko

XS moe_quantize_weights_2d, override_normalize_e4m3fn_to_e4m3fnuz

RERED F B

tests/kernels/moe/test_moe_layer.py

FMRA, BERDH FP8 BIERXBMBEMATENSERE, HHEET mock BEULELRR
AR,

# ZER: BN CUDA 580 FP8 XA, BKE ROCm FF&MREK,
fp8_dtype = torch.float8_e4m3fn # current_platform.fp8_dtype

#EEE: ISR YRIFERAEN FP8 2IEHRA, LA TEFERE,
fp8_dtype = current_platform.fp8_dtype()

# ZERA: mock REET —MNTRENIFARRZ,

def override_normalize_e4m3fn_to_e4m3fnuz():
vlim.model_executor.layers.quantization.utils.w8a&_utils.normalize_e4m3fn_to_e4m3fnuz =
mock_normalize_e4m3fn_to_e4m3fnuz # noqga: E501

#EEE: mock BET B —NTRNFARRZ, BAERMRIFIRPRERHHWE TLETHE,
def override_normalize_e4m3fn_to_e4m3fnuz():
vlim.model_executor.layers.quantization.utils.w8a8_utils.normalize_e4m3fn_to_e4m3fnuz =
mock_normalize_e4m3fn_to_e4m3fnuz # noga: E501
vlim.model_executor.layers.quantization.fp8.normalize_e4m3fn_to_e4m3fnuz = (
mock_normalize_e4m3fn_to_e4m3fnuz # noga: E501

)

tests/kernels/moe/utils.py

MR T E R, ¥ moe_quantize_weights_2d F ) FP8 $k3E 2K & MEE 4w L 5 2 N 15 A
BRAB is_fp8() Rk,

# ZER: FERABERLE “torch.float8_e4m3fn™ BHATERIKG = foy X HI KT,
assert (

quant_dtype == torch.float8_e4m3fn

or quant_dtype == torch.int8

or quant_dtype == "nvfp4"
), "only fp8/int8/nvfp4 supported"

elif quant_dtype == torch.float8_e4m3fn:



w, w_s = per_block_cast_to_fp8(w, block_shape)

elif quant_dtype == torch.float8_e4m3fn:
w, w_s = ops.scaled_fp8_quant(
w, W_s, use_per_token_if_dynamic=per_token_quant

)

#TEE: FAFERBERAY is_fp8()° TERIK, THIRBIFTAETLEH FP8 EA,

from viim.model_executor.layers.quantization.utils.fp8_utils import is_fp8

def moe_quantize_weights_2d(...):
is_fp8_dtype = is_fp8(quant_dtype) # /8 TR RN FP8 KA
assert is_fp8_dtype or quant_dtype == torch.int8 or quant_dtype == "nvfp4", (
"only fp8/int8/nvfp4 supported"
)

elif is_fp8_dtype: # EFALE—MIEMER AT H X
w, W_s = per_block_cast_to_fp8(w, block_shape)

elif is_fp8_dtype: # £ A % — B &M &5 R /T0 X
w, W_s = ops.scaled_fp& quant(
w, W_S, use_per_token_if_dynamic=per_token_qguant

)
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1. MEREVIAREE : A0k BAXFR TR (tests/kernels/moe/utils.py fo
tests/kernels/moe/test_moe_layer.py), R RiZ ORI KIEIEZEE, KbIT4A~IRE
A9 =13 R AR o
2. FEHFRFMERK: 3| current_platform.fp8_dtype() fu is_fp8() BA T IRAEFEFK
g, RRETXETAKHAHETNA BIAFE (CUDA. ROCm, XPU) IEAHSC
WY KA REFn | T, NILERELE LT XE, current_platform #a is_fp8 =2 &R EIH
%, R,
3. Mock BZ3BJRNAPFE: override_normalize_e4m3fn_to_e4m3fnuz F3EH mock BIZE
ERVMMEE, EFEHMRBEENSFARRZ, TaSFREXLRFE TR EIRAM
TRPrAyER e, BEETHERAHETEEY, XNREBRMK,.



1. AFNER: TEEDH, XEMREM BB, RRE vLLM B3haEsk APL,
2. ARG |'AT Mok RENIREHNE AR ENS Cl %, FARE
ROCm F& t, XHEBTHIR MoE MXTHEEEFTA Z XM LN IERNE, BERAT
AGHNERRE,
3. XEIABIR M : AFEFREMEMRAML T RAFEA, BrRT MR M el
(4o FP8 dtype) foiR AN ERIKRE TRENRND, X7 AIEF KK EMEE
BRER, - REEARIT: MIRTFE FEM
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« PR #56035 [Bugfix] [ROCm][DSv4] Skip launch_pdl=True JIT warmup when PDL is
unsupported: B4 ROCm F&M*H bugfix, BE T EEANREZIEFRERLSKNE
AR, PEEW R A ROCm F &K CUDA F 8458 BFRIR 388 4l

« PR #55968 [ROCm] Bump AITER to v0.1.21.post2: @A ROCm F &8 Cl/ MESIRE
FIFTHE, AN PREEMIRFFM, il PR ARMERY, £RAREST ROCm FEHF
E MR R FFE,



