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PATHE

« —A3E: XPU BHARE N, decode ##3& 55%

- WESHE: EARERN: TRRTE Triton AEREBETLETHN, BERKEFLEI IR R
BREMREKEZENREMNE, XFABNE—ITRIBEFR DB BUENR, HRATEEH
Cl BEANREZTHIN,

ThRES EAL

PR body BA#AiEA B 892 "Route to fused_gk_rmsnorm_rope_gate triton kernel", BFit
Qwen3Next BEEH QKV REERAERBENZ. WANIZAZIX CUDA FFiX, 1 Triton
NEAZEBEEBET AN, XPU FEREBHFEEHAEILEIII FEE B70 LA KWMLK
IEPARE S BRIR R SR B EUkZS: decode (bs=8) M 2.42 ms &3] 1.09 ms, prefill (8192
token/pass) M 31.93 ms FB&Z| 24.57 ms,

LI RE

1. ZE ANDO: vlim/model_executor/models/qwen3_next.py B
Qwen3NextAttention.__init__ #, use_fused_gk_norm_rope_gate FrEBAE LM,

2. ¥ &ksh: ¥ current_platform.is_cuda() #£8KA current_platform.is_cuda() or
current_platform.is_xpu(). BAEBLAR (BH attn_output_gate., NeoX R #& RoPE.
fp16/bf16 dtype. XAKZRE mrope RE) 2IRHE,

3. TR ARSERJE, _project_gkv_gate 7 XPU LA
fused_gk_rmsnorm_rope_gate, ¥ gkv 2%, QK RMSNorm. #4% NeoX RoPE #1 gate
B EFH—A Triton kernel, &M eager BHFIZ,

4. MIREEE: RIEATMIARBEEM: RIEKM Buildkite CI (#89110 5§ #89215) ,
BTAXYE%E main, £IFELR merge main G EH AL, Cl HAEIHIR approve,

R

« vlilm/model_executor/models/qwen3_next.py (&R #EAHIT; FEH| source; LR
core-logic; &% Qwen3NextAttention.init, _project_gkv_gate,
use_fused_gk_norm_rope_gate) : PME—Z E XM, JF use_fused_gk_norm_rope_gate Hy
FAHEMIR CUDA B A CUDA = XPU, £ Qwen3Next BFEARMAE Intel XPU
L& fused_gk_rmsnorm_rope_gate Triton B &AW, M decode 3R 55%. prefill &
R 23%,



XS Qwen3NextAttention.init, _project_gkv_gate

KR Fr B]

vliim/model_executor/models/qwen3_next.py

g—2 B X, % use fused_gk_norm_rope_gate BIFEEH|EMRX CUDA ¥ B R CUDA =

XPU, 1 Qwen3Next BEE A RIMAAE Intel XPU £ fused gk_rmsnorm_rope_gate
Triton &AM, S0 decode 3R 55%. prefill $£3%& 23%.,

# ¥ =T R RS H gated split + QK-RMSNorm + (partial) NeoX RoPE + gate # Il A%
mm_config = model_config.multimodal_config if model_config else None
# AXAGR—ETH, ZESHREHRE mrope £ (R PR RK#HZER) .
text_only = mm_config is None or mm_config.language_model_only
mrope_section = getattr(self.rotary_emb, "mrope_section", None)
supports_mrope = bool(

type(self.rotary_emb) is MRotaryEmbedding

and mrope_section

and len(mrope_section) ==

and sum(mrope_section) == self.rotary_emb.rotary_dim // 2

and getattr(self.rotary_emb, "mrope_interleaved", False)
)
# ARE AR fpl6/bf16, BRMIBE / miEERAWREIREH,
supports_dtype = getattr(self.rotary_emb, "dtype", None) in (

torch.float16,

torch.bfloat16,
)
# REEM:
#1. BABATZREAME gate;
# 2. RoPE 7 NeoX Xit&;
# 3. F&A CUDA 5 XPU (K PR #13 XPU X+, Triton ABRAZEF A TEIT) ;
# 4. R dtype 5 mrope AR,
self.use_fused_gk_norm_rope_gate = (

self.attn_output_gate

and getattr(self.rotary_emb, "is_neox_style", False)

and (current_platform.is_cuda() or current_platform.is_xpu())

and supports_dtype

and (text_only or supports_mrope)

)
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PR WRA LRI ITE, claude[bot] #7R "This pull request is from a fork —
automated review is disabled", B#h review #Bki, &L H%EIFE jikunshang B
approve, CI MIEEIER S X EP: github-actions 3R "® This PR is 2 commits

behind upstream main ... Merge or rebase onto the latest main, then rerun /ci run",

PFPEPITT £°8 merge main #FEM CI, FLEN,

%



« Cl A% %% )5 main #IE (other): £3H LK merge main EEH At % Buildkite CI, &%
3 I IR
. fork &FEB5h review 2 A (other): 43 % jikunshang HEEA T#FH#EN,

R 5 B

« RFS: BKREMRIKTEF A 1148, CUDA BIZREEFE., XPU LEASAZRNERMRHCHE
Triton 525 Cl B%: %R supports_mrope 5 dtype ARWIRE, ELAEL mrope A
A XPU LAEE—RMERAEETITNETIREE, BTRARER, 5/M2BALFX
YEFF Qwen3Next &, HMEREF & TR,

« M Xt Intel XPU A IiEfT Qwen3Next 7R (4 Qwen3.5-9B) #3k4) 55%
decode. 23% prefill B9323%; * CUDA. ROCm R EMFE&TLH M, KehmiX 1 AN
147, EVIARFAR, BIPRAITLFAZ,

- RFeFrie: XPU TRBBA , TEERTMIR , (XEE Qwen3Next &2H

KRR EE

« PR #56934 [XPU][CI]Skip test_chat_completion_with_tools in Intel GPU CI: [@A Intel
XPU &%+ : % PR £ XPU CI HRIBRAFEERAF], & PR A XPU BRARENZ, AH
HEHD VLLM £ Intel GPU LT AM S MHAE,



