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PATHE
. —A]iE: (85 XPU worker ZE& device ids BIIREKE

« WEMME: BEEFEIR, LHESXITFEEZRKK ZEREEHES ClKBUAENTRE
I,

] 3N
« %% vlim/v1/worker/xpu_worker.py 8 init_device, & & & [BURAELE / RFEE] BLH
¥ 5 logical_device_id_to_visible_device_id() B95| A\, XZIE#E vLLM E logical rank 5
visible ordinal ME%S 1A A BIITHEAR,

« & vlim/vl/engine/core.py By _set visible_devices 5 _set_assigned_physical_gpu_ids
, FERR device_ids ZAnfaM CLI —B&RATH S & VIimConfig B (XREEBEBEERE
Ray #8ZTF DP rank BREXE) o

« 555X 7F review ¥ jikunshang Xt dpctl BB ERSEE R EIEIRE, X2 UKB—NEER
B SNER EERIVE B SRS IERR ] B8 T 2451,

AER#t Ay e (EHIPAE XPU + Ray £~ 2RE) : #h—/NEE assigned_physical_gpu_ids
JE None BYE MR, (mock torch.xpu.get device properties 5

logical_device_id_to visible_device id BRE[EREBEK =0 %) ;  dpctl IKFE A AR
BAE; TEE2TEBRG L AIMIR = 25 OERERIRSTT R,

Th RES EAL

PR body &1 7 IEE BIEMNIHL:  [XPUWorker.init_device directly binds
torch.device(f"xpu:{local_rank}"), ignoring the engine's resolved device_ids
(parallel_config.assigned_physical_gpu_ids). As a result, --device-ids (or
LLM(device_ids=...)) had no effect on XPU: every single-GPU worker landed on visible
ordinal 0, regardless of the requested device.] Wl E#, XAFE NE&EEHE HEX bug
, MREL device_ids BAE XPU EMEKELK: engine MM, worker MIREFHE, BE
RERMEH T EXF CUDA:  [This mirrors the CUDA worker changes from #45026]
£ XPU M4l 0 X KBRS CUDA HRBIRAERZ, BT 68T RS,

SRR

TEAND: [EEE lengine MIAENTEREY] 5 Tworker MIVE ZRBRAY] Fdm, PImREREEK,
E it PR FIEEK T engine core 5 XPU worker, #7 CI Bif—A Ray MIBYRTIRIRH o



1. BLERMBE (vliim/vl/engine/core.py) : _set visible devices FJRAR if
current_platform.is_xpu(): pass else: ..., XPU By DP engine-core actor E AR H
_set_assigned_physical_gpu_ids, get_physical_gpu_ids_for_local_dp_rank(device_con
trol_env_var, local_dp_rank, world_size, user_assigned_gpu_ids=...) BRI 4E RHBER
SWEE vlim_config.parallel_config.assigned_physical_gpu_ids. BIFRIZDX/E XPU 5
CUDA #A—1523, /54 worker 27 3E None BIBRET VI i%; XM EA PR rE— it
FRAEZNK, Wi XPU FEEBXEM,

2. worker |34 % BRETH E el Faxde (viim/v1/worker/xpu_worker.py) : £
XPUWorker.init_device F 34 x——* assigned_physical_gpu_ids 3E None, %&iRHA
set_assigned_physical_gpu_ids() 8B HE-¥EME LM FEE, BEERHN
self.local_rank < visible_device_count Br&#emX self.local_rank <
len(assigned_physical_gpu_ids); TN ERB|EFRE torch.accelerator.device_count()
W, X IREXNZE 5§ ILiMEANBNR] RiF—K FREREIE DP / TR
B IHIE X,

3. BY A EMAREE % M local_world_size <= len(assigned_physical_gpu_ids) Wt
E R distributed_executor_backend RJEgF ray/external_launcher B¢#4T, AR
fEZRTRHA: local_world_size B parallel_config.nnodes #%, i@ nnodes RIE mp £
BEMTHIRE, ray/external_launcher FI1EXR 1, 21k local_world_size B EA
world_size, B¥AHBRIRR,. RERBXAELERREME local_rank R,

4. BEFEDFWF SRR REEFM torch.device(f'xpu:{self.local_rank}") 2R B
current_platform.logical_device_id_to_visible_device_id(self.local_rank), Btyi&
torch.device. AR torch.accelerator.set_device_index(), 3B
torch.xpu.get_device_properties() BIAS5 init_gpu_memory it Bk AIZ T INF5
;. MEEIREEZERN LOCAL RANK. init_worker distributed_environment() 5§ oneCCL
warm-up 3B BB % local_rank, REHEASESBENEARAEXARE,

5. CI BES5EIE (.buildkite/intel jobs/test-intel.yaml) : xpu-v1-test & shell M cd
tests && pytest ... K cd tests && pip install dpctl && pytest .... BREEEENEIN
BoR: £ ZE_AFFINITY MASK=2 HZREELE, K% dpctl i+ Ray R
accelerator _ids=['0"], ZFEA ['2'], B Ray & Intel GPU L accelerator id &%
RH dpctl, XIER —device-ids 33|35 3 B BIIR .

X% At KEENE

vlim/v1/engine/core.py TRk kR XPU =4 %, DP actor %&—5
assigned_physical_gpu_ids

vlim/v1/worker/xpu_worker.py H % im EARBRET, KB E. BETINFEEZ

.buildkite/intel_jobs/test-intel.yam| BEE xpu-v1-test &% dpctl

MIREEE: A PR ARIWEMEN; B ETRE SRR RN X G R E, RIHKBERA

vl/core. vl/engine. vl/worker % Intel CI 4, WURIEEBIE review FEHEEL Ray &
WA, EERANE, /X acb46a9 B R(E RAIREIA ray_executor_v2.pyl/interface.p
y/xpu.py 3&h0 Platform.ray_accelerator_id_to_physical_device_id() BE, B&RATE X4



RA 3A, RARETFEHFREESIHMKFHER, %A CI &3 dpctl 897 AAE (

BB diff &, JBTHRD
R

« vlim/v1/worker/xpu_worker.py (#3k ®&KE; 2% source; A dependency-wiring

. &5 XPUWorker.init_device, set_assigned_physical_gpu_ids,

logical_device_id_to_visible_device_id) : &8 E1&: XPUWorker.init_device M TEEH

local_rank ¥&&F 51 kA ET assigned_physical_gpu_ids + Z#E— ] W75 &%)

, HFEMRRMEESETN AEmEBRE, & —device-ids £ XPU A RKEYXEE,

« vlim/v1/engine/core.py (#3k 31 %A%S; 258 source; EH core-logic; &5
_set_visible_devices, _set _assigned_physical_gpu_ids,
get_physical_gpu_ids_for_local_dp_rank) : g5EJR3k: #IFR _set visible_devices F

XPU B pass &%, 1# XPU By DP engine-core actor 5 CUDA — BT 4E &R

El parallel_config.assigned_physical_gpu_ids, & worker l|#7iZ 5 REME frh & BYBTIR

5

« .buildkite/intel_jobs/test-intel.yam| ({3 MIRFAKL; FF| config; FEAR configuration

;. 55 xpu-vi-test) : Cl BBE: xpu-vi-test ZEEFIE pip install dpctl, EX Ray &
Intel GPU _EA&ZS accelerator ids K&z )E, TUZREZZES—FIR 0 5&E,
device_ids B3mEBRISIER KL ; X—ITHE review FEIWNT AR,
XPEMFS . XPUWorker.init_device, _set_visible_devices,
_set_assigned_physical_gpu_ids, set_assigned_physical_gpu_ids,
logical_device_id_to_visible_device_id, get_physical_gpu_ids_for_local_dp_rank

KR Fr B]

vlim/v1/worker/xpu_worker.py

&8 F1K: XPUWorker.init_device M TEH#H local_rank ¥R &ERF S B&RA EHE

assigned_physical_gpu_ids + ZE—T I FS&% , AEBL A EET S EHRBR,

--device-ids £ XPU #3589 %#,

def init_device(self):
# BIEZ: 1&¥B data_parallel_index / replica_world_size #% 4 engine £ S A8 DP &1,
# &3 self.local_rank (ARekzhFkfh)

self.local_rank += dp_local_rank * replica_world_size

device = self.device_config.device
if (
isinstance(device, torch.device)
and device.type == "xpu"
and current_platform.is_xpu()

# XBXBN: engine MIAHTH BMIERE ID 5| REHFE, REXGEFEE,

# J54L logical_device_id_to_visible_device_id() 7 &E3B3Z4E rank KT WF 5 ;
# BEIBIX B B self.device = torch.device(f'xpu:{self.local_rank}"),

# —device-ids FE It 5E2 KK

assigned_physical_gpu_ids = self.parallel_config.assighed_physical_gpu_ids

Ho



if assigned_physical_gpu_ids is not None:
from vlim.platforms.interface import set_assigned_physical_gpu_ids

set_assigned_physical_gpu_ids(assigned_physical_gpu_ids)
# AR R TR ELR #pk TBETRKE]
# X & device_ids AR RIUEENFATE
assert self.local_rank < len(assigned_physical_gpu_ids), (
f"local_rank {self.local_rank} is out of bounds for "
f'assigned_physical_gpu_ids {assigned_physical_gpu_ids}"
)
# ray / external_launcher T parallel_config.nnodes 184 1,
# local_world_size &RLKEA world_size, BT BIFBIHRIR,
# AWXAEEIRREEL®EHN local_rank EF&
if parallel_config.distributed_executor_backend not in (
ray",
"external_launcher",

assert parallel_config.local_world_size <= len(
assigned_physical_gpu_ids

), (
f"local_world_size ({parallel_config.local_world_size})"
" exceeds assigned_physical_gpu_ids count "
f"({len(assigned_physical_gpu_ids)})"

else:
# Tueatm | (JE DP. 3E Ray &) RFIHEX: TN EREHRE
assert self.local_rank < torch.accelerator.device_count(), (
f'DP adjusted local rank {self.local_rank} is out of "
f"bounds for {torch.accelerator.device_count()} devices."

# #B1 rank -> T LFS; REWIE. set_device_index 5B BEZ T A LELAR—FS,

# SRR RS —KF

visible_device_index = (
current_platform.logical_device_id_to_visible_device_id(self.local_rank)

)

self.device = torch.device(f"xpu:{visible_device_index}")

torch.accelerator.set_device_index(self.device)

current_platform.check_if_supports_dtype(self.model_config.dtype)

torch.accelerator.empty_cache()

self.init_gpu_memory = torch.xpu.get_device_properties(
visible_device_index

).total_memory

else:
raise RuntimeError(f"Unsupported device type: {self.device_config.device}")

# A NAB KB FZ AR local_rank: #2405 oneCCL warm-up & XFE
os.environ["LOCAL_RANK"] = str(self.local_rank)
init_worker_distributed_environment(



self.vlim_config,

self.rank,
self.distributed_init_method,
self.local_rank,
current_platform.dist_backend,

)

vliim/v1/engine/core.py

BERIRS . MIFR set visible devices 1 XPU ¥EM pass E4 %, 1 XPU B DP
engine-core actor 5 CUDA —#3BEM % R 5 | parallel_config.assigned_physical_gpu_id
s, & worker {l#7TZ B REH Ak & BYATIR

def _set visible_devices(self, vlim_config: VIImConfig, local_dp_rank: int):
from vlim.platforms import current_platform

# KEINRIXE R Cif current_platform.is_xpu(): pass™ B4sEERL X :
# XPU B9 DP engine-core actor M AR5 assigned_physical_gpu_ids,
# worker M| 2 863 F| None, --device-ids / LLM(device_ids=...) 2Rk,
# I XPU 5§ CUDA £R—KK2Z
device_control_env_var = current_platform.device_control_env_var
self._set_assigned_physical_gpu_ids(

vllim_config, local_dp_rank, device_control_env_var

def _set_assigned_physical_gpu_ids(
self,
vlim_config: VIImConfig,
local_dp_rank: int,
device_control_env_var: str,

# AT IEREARKEN B, F|HAHAS EREZ:
# ¥ local_dp_rank ¥4 engine i AR — B MIERE ID
world_size = vlim_config.parallel_config.world_size
try:
physical_gpu_ids = get_physical_gpu_ids_for_local_dp_rank(
device_control_env_var,
local_dp_rank,
world_size,
user_assigned_gpu_ids=(
vlim_config.parallel_config.assigned_physical_gpu_ids

)

# BEE— VlimConfig X%, BEE#H worker B

vlim_config.parallel_config.assigned_physical_gpu_ids = physical_gpu_ids
except IndexError as e:

raise Exception(

f"Error computing assigned_physical_gpu_ids:
f"local range: [{local_dp_rank * world_size}, "



f"{(local_dp_rank + 1) * world_size}) "

f'base value: "{os.getenv(device_control_env_var)}
) from e

IR AL
RO RBEAML, BEEHRESHRARKT LA

1. 5 Fea2RRSEMEA (hling9, viim/v1/worker/xpu_worker.py:132) : hlin99 1%
H [is it better to move set_assigned_physical_gpu_ids after assert? so the mapping
is validated before processing] , BRAREBRETE A, BARELKNFEELHRESE
WKE, EEU—XMEAEES: Tthe CUDA gpu_worker.py follows the same order
today: it calls set_assigned_physical gpu_ids(...) first and then runs the bounds
asserts right after. 1 kept this PR's XPU path consistent with that existing pattern
rather than diverging from it.] £ RFRIF, FICEEMENRN nit, FEEEH,

2. Cl &% dpctl 89%1X (jikunshang, .buildkite/intel jobs/test-intel.yaml|:100) :
jikunshang BA#a KR *F: I don't want to install this.. I know ray is using this. cc
@faaany I remember there are some compatible issue right?] & AZ/NEIER (
Ray 2.58. 8x Intel Arc Pro B60. ZE_AFFINITY_MASK=2) : 7% dpctl 53|
{"accelerator_ids': ['0'], 'ZE_AFFINITY _MASK': '2'} (MISMATCH, £33, bug) , %t
Ja#83| {'accelerator_ids': ['2'], 'ZE_AFFINITY_MASK': '2'} (—3R) . &: IR
RIFE, ZATHNEFFRA,

3. 5 T8 rayl itXIEXF (jikunshang) : [#56013 plan to remove ray. @ymal 1l
can you algin first?] , ymall E£ I will put ray in test requirements, should not
conflict with this PRI , BaIATHEE jikunshang 4T /ci run,

%4, claude[bot] BB ENF & fork PR 2 ( [This pull request is from a fork —

automated review is disabledl ) , EWACRKNERZHEMLARBFE, RERMLAL

reviewer #] APPROVED 5§ Intel CI &%,

« set_assigned_physical_gpu_ids 2 ENIRER S Z /5 (design): £FFRIF, U5 CUDA
BRIZ—ERASE; WEMA nit, FAESH . BIERAEN S AT E2RBMN BEHEKS,

« Intel Cl BENIZEZE dpctl (testing): UE IR HARITEE, ZATHASIHRA; BAEFIR
RELRE dpctl RAFRIERTIR, Ray FREBMIRE ID ERMERARIRBINRE,

- BY S EIBkT local_world_size &% (design): HE 531k local_world_size B4 X A58,
% local_rank < len(assigned_physical_gpu_ids) B {RIEBET AR, REEEKREE,

« 5 TR rayl HRIBXFT (other): BIARHE, &N PR #4463, 1B ray &£ XPU Z&4F
E A KA R EFTTE

R 5 B
. NS

1. FELRRESEMTAHKE (RITERE, KMEE) . set_assigned_physical_gpu_ids()
45T assert self.local_rank < len(assigned_physical_gpu_ids) #1147, —BEl & XK,
HEANZE-MEMHN EHTE, FEPEBRALNESEE KRAH#BANNEIR) THEIE



BIAR RS, X5 hlin99 8 nit ZER—H&, %AW [5 CUDA —3KI *R¥E, BTAH
BEZNRE,

1. Ray B2 IERMEIREIMNEE dpctl: 1E5 B O EINIERR, &R A dpctl HIHEE Ray &30
ZRAE (ZE_AFFINITY MASK=2) #REX accelerator ids=['0'], CI B2 7 dpctl, B4
FHRFH XPU + Ray SBFR—ESE; MEXGERFRINNFEEHT
Platform.ray_accelerator_id_to_physical_device id() AR EZRAX 3 NEEXHE, ZEok
& Ray B THIMIE ID RENTaEEENL, XZAX PR REZEELEHRIENZEANR,

2. TR, X BEES: viim/vl/worker/xpu_worker.py #IGHIRED X (B BT /
TuEt) . BV S ERNEEIEE. UK logical device id_to_visible device id BIERIFLE
RACTAFXMEMR; 1 Cl B vi/worker E4AREHIE —ignore=v1/worker/test_worker_
memory_snapshot.py, B&E#H—FFTI,

3.ATAZEM TRERI BA [BHhAIK] - UREIFTAE 2K XPU worker #EE 0 5% %, B
ERRERERBRRIK; TEE—BEBGBASERE assert KK, XK BT ANIRE (
BlinFBERBRE—KFESHB device_ids 5LRTNEEFR—K) <RINABHIRGE
, BTHHEARMLER, BFELZHM A,

4, BB WMARIEEAS: set visible_devices & CUDA/XPU #:RAM A%, MR XPU 9%
J& XPU £ current_platform.device_control_env_var +
get_physical_gpu_ids_for local_dp_rank(), # XPU F&_EMIRETEIEN (
ZE_AFFINITY_MASK) 5ZA#HT REXNBRR A TLEE, S IndexError FRR &3 ARIE A
Exception; 3 XPU FEMARBRAZFITEN, TERVIRKR, - Fm: AFPM: XPU AR
AT UEIFEFER —device-ids 3 LLM(device_ids=...) ¥ EMIERE, HAIXLEEHRE
Intel GPU L5273 DP + Ray M FEFFRBZIRRNREL, HBET S worker
10 0 SRR, RNMERREESUBMMIERAKNENEZE, AEREEREK
1Ko

AN BkEhERAE XPU REHTHEEK (engine core B visible-device &S worker B
init_device) , FARZIARE. KVcache. attention EAZLE1Z; CUDA/ROCM B1Z1E X R,
BEFHNAZRYME Cl: Intel CI 89 XPU V1 MERIFEHFIE dpctl K&, KT T Ray 8
accelerator #Z4TA, B4 Intel job WEBERWEREEZRS,

HIRAM: 3X2—NEAE TFe450l0 IRk &3, 1 XPU M pass EBEHiEE CUDA [
FIESZE, BRTESEFREREHEEEBNRA; RRWEET vLLM £ Ray + 3F
NVIDIA A0k 88 FRHIE =7 E RS EHIZE ID WEHMERE—XY jikunshang ##3I8Y
PR#56013 T#Kk rayl Am—3k, HEPREERE Ray £ XPU FREKAEN,

PRRRE: BEVE. EEBOTSYMEE, NEKEZHRE CUDA (AP AT .

« RFEFRIT: SRAVEMBZ = v1 5|ERRIZRETE |, CI #3%E dpctl 1R# , Ray/XPU &&KE
REINEREE , XPU 4T N BEFEREE A B BN &K

K ERRKZ
« PR #45026 CUDA worker Ml device_ids f&#T8kah (PR body 5 commit 3| F) : A< PR BH

B4 Bl mirror #45026, xpu_worker.py By set_assigned_physical_gpu_ids &R IF.
Wi & B RER A TTZ LI, hEIEM vLLM F device_ids ARITH SR,



- PR #56013 i XIBFR ray (issue 1TFEH I A, RIEHATA) : jikunshang EEHRIE RS
ray BIRITRINTT, EEMMA PR EEEFTERYE / KB Ray #XE XPU & ID &3
¥, A PR &AM Cl Z% dpctl k%Y Ray B9RES B &L,

« PR #56096 [XPU] Route to fused_gk_rmsnorm_rope_gate triton kernel: B /& Intel
GPU JasFFEANTIT/E, KRB XPU IEAEZHXNF CUDA/ROCm WREAE, 54 PR By
T & Z FURSH M —3K,

« PR #50097 [XPU] fix_test_worker_memory_snapshot_for_xpu: FFE%E
tests/v1/worker By XPU FHEMALIE; 20K yaml & v1/worker B4 /A BE
test_worker_memory_snapshot.py, & %% 5484R,



