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vliim/model_executor/model_loader/weight_cache/protocol.py

EXTHNFEXFRERE check_ipc_platform_support fos &3
UnsupportedPlatformForIPCError, BAKRZE B HZGEA,

# I FEIFRERH, ATE IPC REZEHMEHA R TRI BRI,
def check_ipc_platform_support(*, where: str) -> None:

Hard-error unless the current platform can share CUDA IPC handles.

Only CUDA/ROCm tensors get a real IPC handle from ~“TensorEntry™"; other
platforms (e.g. XPU) would silently ship every tensor by value instead.

Args:
where: Short tag ("daemon"/"engine") used in the error message.

Raises:
UnsupportedPlatformForIPCError: If the current platform is not
CUDA/ROCm.

# 1# A viim.platforms A& Y BREL4FE .

if current_platform.is_cuda_alike():
return

# WMBELRZFF, Nt aeRRTEeaRmARIESNEE,

raise UnsupportedPlatformForIPCError(
f'[weight_cache:{where}] platform {current_platform.device_namelr} "
"does not support CUDA IPC weight sharing; only CUDA and ROCm are "
"supported. Use the default --load-format for this platform."

)
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# FIHRE main() REP, ENBER AT S XFRE,

def main() -> None:



# .. (ARSERETARE ) ...

vlim_config = engine_args.create_engine_config()

#...

# Checked before loading anything: an unsupported quantization method would
# otherwise only surface in the engine, after a full load.

# N EAREFEETRIFIPC, TNIREKK,
check_ipc_platform_support(where="daemon")
check_ipc_quant_support(vlim_config.model_config, where="daemon")

#...

# serve_forever() k¥, KA FEIE, MEFRIREEIZR,
except Exception as e:
# Report the error back instead of just closing the
# socket, but don't let it take the daemon down.
logger.exception(
"Error handling weight cache client; continuing"

)
# f£H contextlib.suppress ZBE & X IRATEY OSError, B i ixEH%,
with contextlib.suppress(OSError):

send_msg(conn, {"status": "error", "message": str(e)})
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