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MTRE

« —AiE: AITER norm JRAFEFFE, HEeRBEKRKEHEN

- EME: EEFE, AHEE ROCm F&4#E. fidt IR op dispatch / BB X
#, URMEMES AITER RKEMEREELTH op BIENWA, ZAREFRENRIT R H—,
£ FHELEXF) WBEY BER HEFEAMIFEEREN NKEHEAE—XE
supports_args &8 X H—X 4, KT T B AFEARNBEERABNENM; -,
flatten_to_2d_is_free A stride S £ I Tensor.reshape BB T KA M, FEAEERR
size==1 W%, EMEESERANTARERKE.L, H=, FEEHEE viim_c BIREDHIE
e A PR ¥ ASERE, XM THEMAUKE + BAakkO] N REBEL, EHiREiNE S
B =M4F BiEEL G EERERIZAE U RIARA Inductor T 2T EARMILEE L.
-O.backend=eager %% Inductor WELERZ TS HIV/MEEER, BIEA PR RZMHBE )
1t dispatch W& AT 3k 89K HA =3I R FL

THRES B

PR body itBA: AITER norm Wi R#EZ 2-D ¥, vllm/kernels/aiter_ops.py BIE%E H
x.reshape(-1, x_original_shape[-1]) BFrRIS 4, i reshape EEFRITEZR A
strides ZAISEBERBMLA contiguous(), EAN—REIKE device copy; RAIRARKE
dtype 5 variance_size, EMAIS3EF AITER, [the copy costs more than the kernel
saves] , WMAIZERIZE Qwen3 A per-head QK norm: g/k & fused QKV ¥ ¥ &E—
B R, MEA (num_tokens, num_heads, head _dim). stride A (6144, 128, 1), &—
BEREATH 4096x4096 bf16 B9¥#E N, 1FE A BIrEEIKEZEMAIRT lonly the copy is
gonel , FHiBIAIBIFE VIimIRLoweringPass FIRE Y & RIE—K, F# forward Fa5FF 54,

SCINAR AR
1. 3 JUATH 2 Rk (viim/kernels/aiter_ops.py) : flatten_to_2d_is_free(x) %&xt dim <=
2 BERAT, BEX x.stride(-1) == 1, MEMNEIRE _LRAZERLRE x.size(i) = 1

and x.stride(i) |= expected_stride, expected_stride & &MER T EF, XEMTEI
Tensor.reshape BB T RAMH E: EF—FKALERERE reshape BILA
contiguous() ¥, size A 1 WERITER %, BRIEEENT &/ BLUTRAAETE
18

2. IBFIEARAEMIBIE: rms_no_var_16bit_only 30 and flatten_to_2d_is_free(x);
rms_add_no_var_16bit_only RIEE x § x_residual (Bd& add B2 897 /N AER =T BE



W strided A) o FIBRXAATFERDEH, HAFENETLER, 1Bi1ARE False
Bt ir.ops.*.register_impl(supports_args=...) it IrOp.dispatch JRZEE]| T —/>
provider——ROCm LB native, Inductor codegen E#EH BIE R strides F3E norm &l
SR EF,

3. RESIMENZREERARZT: rms_norm / fused_add_rms_norm 8 impl K.
_rms_norm_imp| H# flatten #Z4E. direct_register_aiter_op B custom op JEMER KK
&), KAEFE TRV AITER BRiE+F ] X—FRE, BHIAKE kernel SLIAH 5 %
EE,

4. MIRECE (tests/kernels/ir/test_aiter_norm_dispatch.py, #3& 60 4T) : HBIREK
_gkv_slice_by_head £zl fused-QKV Y1 FBIEZJUFT; test flattenable B & 2-D/1-D/ 3%
% 3-D/ & size==1 4 /| RINEYIF EMAE, test_not_flattenable &% QKV per-head
MA. RE—#FKIE 1. PELH=MAF, HEBREE reshape(...).data_ptr() 5
x.data_ptr() B94% / A& XA, FIBEEXS PyTorch fTAEZAERE,

5. review JGEOMR I TIMEIE: commit 03eebecb # tjtanaa EILADAN pytestmark =
pytest.mark.skipif(not is_aiter_found_and_supported(), ...), FZX4R#E ROCm B
AITER TTRIIEIT, 50FEHAM AITER MRAERFAIT—K,

6. To schema / #ZKF): 4 Python K5h, At C++/CUDA. FAEEHZE dispatch 8% (F
FHE T HHIA CUDA 5§ RDNA4 [E AITER_SUPPORTED=False 5
get_default_ir_op_priority &~/ & aiter MEMMERZ R H) .

R

+ vlim/kernels/aiter_ops.py (#£3& AITER W#%; 5| source; FER core-logic; F5
flatten_to_2d_is_free, rms_no_var_16bit_only, rms_add_no_var_16bit_only, rms_norm)
D RIRED PR F3E flatten_to_2d_is_free FF3EAN rms_no_var_16bit_only /
rms_add_no_var_16bit_only A supports 1817, BEEFERE AITER norm WAZ{TEH#
IrOp.dispatch %,

- tests/kernels/ir/test_aiter_norm_dispatch.py (3R WAZIMR; £5H| test; £R
test-coverage; &5 _gkv_slice_by_head, test_flattenable, test_not_flattenable) : #3g
MiR: B _gkv_slice_by head £%| Qwen3 per-head QK norm BIESZJUF, HMr=i81iA
HIEE reshape Z2ERE data_ptr TH—3K, ZRIEFIERMENEZBHMTFE,

*HEFS flatten_to _2d_is_free, rms_no_var_16bit_only, rms_add_no_var_16bit_only,
rms_norm, fused_add_rms_norm, _gkv_slice_by_head, test_flattenable,
test_not_flattenable

RPERAD B

vlim/kernels/aiter_ops.py

R RAL RS . #F3E flatten_to_2d_is_free ##A rms_no_var_16bit_only /
rms_add_no_var_16bit_only B/ supports 1817, BEIERE AITER norm WAZ TR
IrOp.dispatch ¥4,

# vllm/kernels/aiter_ops.py

def flatten_to_2d_is_free(x: Tensor) -> bool:



""Whether ~“x.reshape(-1, x.shape[-1])" " is a view with unit-stride rows.

The AITER norm kernels only take dense 2D inputs, so the wrappers below
flatten the leading dims with ~"Tensor.reshape™ ", which silently falls back
to ~“contiguous()” " when the flattened shape is not expressible with the
existing strides, adding a whole-tensor device copy that costs more than
the kernel saves. A strided last dim flattens without a copy but not into a
dense buffer, so it is rejected too.

#2D RATAEERF, DRFFEEN, BERIT
if x.dim() <= 2:

return True
#RE—H#SKE 1N, BIERFAZREEY, RHEEL
if x.stride(-1) = 1:

return False
# MBEIRE_LERE: 58— 8P KATMETHEMFALRTHER;
# REA—HTHE, RISERTEEHFREL, reshape 23BIA contiguous()
expected_stride = x.size(-1)
for i in range(x.dim() - 2, -1, -1):

# size == 1 (AT ARE (ERTKERREWEFH)

if x.size(i) != 1 and x.stride(i) |= expected_stride:

return False

expected_stride *= x.size(i)

return True

rms_no_var_16bit_only = (

)

lambda x, weight, epsilon, variance_size=None: variance_size is None
and x.dtype in (torch.float16, torch.bfloat16)

and (weight is None or weight.dtype == x.dtype)

# It BIESENRIKFE AITER, ik IrOp.dispatch JRZEZR] native
and flatten_to_2d_is_free(x)

"AITER rms_norm only supports float16 and bfloat16 acts, no var_size override,
requires weight dtype to match x dtype, and requires flattening the activation
to 2D to be free."""

@ir.ops.rms_norm.register_impl(

)

# supports_args 7 VlimIRLoweringPass H & E ¥ & KME—R, A3 forward fazs
"aiter", supports_args=rms_no_var_16bit_only, supported=AITER_SUPPORTED

def rms_norm(

x: Tensor, weight: Tensor | None, epsilon: float, variance_size: int | None = None

) -> Tensor:

# AREEERIFRME: _ rms_norm_impl BH reshape B RK5H,
# APR REIL IRENNAE] FEEIXE

assert variance_size is None

assert x.dtype in (torch.float16, torch.bfloat16)



if weight is None:
weight = torch.ones(x.shape[-1], device=x.device, dtype=x.dtype)
return torch.ops.vlim_aiter.rms_norm(x, weight, epsilon)

rms_add_no_var_16bit_only = (
lambda x, x_residual, weight, epsilon, variance_size=None: variance_size is None
and x.dtype in (torch.float16, torch.bfloat16)
and (weight is None or weight.dtype == x.dtype)
# BE add BEAAMNAN, FHEETFEHOME TR
and flatten_to_2d_is_free(x)
and flatten_to_2d_is_free(x_residual)

)

tests/kernels/ir/test_aiter_norm_dispatch.py

FrigonR: A _gkv_slice_by head £%| Qwen3 per-head QK norm BYESZUE, IR =181A
HEE reshape ZERY data_ptr HE—3%K, ERIIFIERMENEZEEICFE,

# tests/kernels/ir/test_aiter_norm_dispatch.py

# review EAh EBYITR: {RE ROCm B AITER THEEEAT, S5H M AITER MHRER—3K
pytestmark = pytest.mark.skipif(

not is_aiter_found_and_supported(),

reason="Only test on ROCm with AITER installed and supported",

def _gkv_slice_by_head(num_tokens, num_qg_heads, num_kv_heads, head_dim):
"""q viewed per-head from a fused QKV projection, as Qwen3-style QK-norm does.
# 2% fused QKV 1 /F: q RERE—2 LA, B view B (tokens, heads, head_dim);
# H stride A (q_size + 2 * kv_size, head_dim, 1), RISET:EH => reshape bREN
d_size, kv_size = num_qg_heads * head_dim, num_kv_heads * head_dim

gkv = torch.empty(num_tokens, g_size + 2 * kv_size)
q = gkv.split([g_size, kv_size, kv_size], dim=-1)[0]
return qg.view(*q.shapel[:-1], num_g_heads, head_dim)

@pytest.mark.parametrize(

"

[
torch.empty(8, 16), # 2-D, HIEBKAT
torch.empty(16), # 1-D
torch.empty(2, 4, 16) # %4 3-D, BEFAMAE
torch.empty(2, 1, 16), # size == 1 BY4E ] BB
torch.empty(8, 4 16)[2:6], # TINEVN R AIIRITIEL

)
def test_flattenable(x):

# 1BIERME [reshape ZERE storage 851 ®HE—K



assert flatten_to_2d_is_free(x)
assert x.reshape(-1, x.shape[-1]).data_ptr() == x.data_ptr()

@pytest.mark.parametrize(

X,
[
_agkv_slice_by_head(8, 32, 8, 128), # Qwen3 per-head QK norm 84 E 5 JLf
torch.empty(4, 8, 32).transpose(-1, -2), # &G— %P KIE 1
torch.empty(4, 8, 32)[:, :4], # FEIET K, MSETLEEHF
1.
)
def test_not_flattenable(x):

assert not flatten_to_2d_is_free(x)
# reshape @AFE N, XIERZIBFRIEMENIERERETH
assert x.reshape(-1, x.shape[-1]).data_ptr() != x.data_ptr()

P AR
PR It R ERE, TERER=F%:

1. MR TR (tjtanaa BY inline review) : fE tests/kernels/ir/test_aiter_norm_dispatch.py:
22 &3gH TWe should skip this test file so with is_aiter_supported_and_available()
(the function from vlim._aiter_ops] , 1E&E%£ [Revised as suggested. Thanks.] &
commit 03eebecb F %A is_aiter_found_and_supported(), XZM#E——2% review
comment, B FHEEFINHNE /Cl BB,

2. BUEREER R titanaa BXRAMNEE, FHAHXBEHR—— TAITER's common HIP
path keeps normalization and weight multiplication in FP32 until the output store.
Inductor can eliminate intermediate casts, so the actual difference depends on
generated code as well as reduction order.] EEFEEAN T Fife gsm8k L5F: MI355X
Lt TNo model moves more than 0.0061 strict-match, every delta is inside one
standard error, and in 7 of 9 a second run of the unpatched build moves further
than the patch does] ; MI325X E#4H A < 0.0068 B MoE #& t patch 8945/
TR—HEZEB L, titanaa REUHABFHML/MER 5 KERE Imeval, BEEEHIEE
AHELHE

3. fEE BB ELABO CREA PREE) :  lthe vliim_c fallback still copies) ——%4
Inductor % (0 -O.backend=eager, LKA ["aiter", "viim_c", "native"]) BT,
vlim/kernels/vliim_c.py B rms_no_var_size #Z L& dtype LEHIAFMEFEH flatten
, RTS8 AITER AR vLLM B BN ER NI EFE; fused_add_rms_norm R
ZEm, EA viim_c BARIEZELIMAR L native,

4, FEE5ATFHIGIE: 12 A TAITER_SUPPORTED A False B IrOp.dispatch &
raise, BT CUDA thEE&F|EARTEES aiter] + [CudaPlatform.get_default_ir_op_prio
rity MARHE aiter] FEEMMEIEBHER CUDA, A not on_rdna4() HFs RDNA4, iR
1818 R VlIimIRLoweringPass &% B RK{E—K.
VLLM_ROCM_USE_AITER_RMSNORM BKIA True fEHERIALE K, claude[bot] BI B Bh



review B PR kB fork M#EER, RK™EFIMERENL,

o« MR SCEFER D AITER BT PEITZ (testing): /EE = £ [Revised as suggested. Thanks.)
, commit 03eebecb fnA pytestmark = pytest.mark.skipif(not
is_aiter_found_and_should_supported()), 5®EHEM AITER MIRARRRIF—IK, REAX
o

« FEKEEEIYT: AITER HIP 38425 Inductor £ BRAEESH (correctness): X AEERH
BEXFRE SOBIRTEENA, titanaa ZAMFaifA/IMER / KRR Imeval 7 KEBEETE,
FHULGTM #E,

«viim_c BERZMSE NN BLAERD (design): &~ PR AMEE DO, EERBRBEINAEIL
flattenability 1 EF &S| viim_c, (RIFENBRMRHEEE, BLELITIE.

- CUDA / RDNA4 5 H MM ETZE M (design): TEAE NVIDIA B4 LSO, 2w R
T ROCm + AITER + rank>2 strided slice; b FRADBZHIE MR IR, RE
CUDA L3mfTE84IE,

S
o NS

T.viim_c REBZNSEN (EXMBEKRMEE) :© H Inductor X, ROCm REERA
["aiter", "vlim_c", "native"] BF, vlim/kernels/vlim_c.py BJ rms_no_var_size 1REAF4E
EHBIFE IS_ ROCM and (x.dim() > 2 or not x.is_contiguous()) 2 XK [E+£8Y
reshape, A#hTSZFREIEE R AITER WAL vVLLM WAZ. #IEIH, rms_norm
— & B2 TR IR EIR ;. fused_add_rms_norm TEE, EEETFET ERK
INFENFREAEAN PR I RIESSER,

2. BAEBXELE, BER)IMRE IS dispatch M AITER HIP W#% (FP32 13—1t5
REFEEIMEFM) 112 Inductor KA (FEFRTFIE cast) , BIMRFS
cast (L EHE, gsm8k £& 1319 ME R strict-match #5) < 0.0068 BEESEIRNA
, BXEE I MERSE 15, KBEHEIE, DA RS ERERBK R TN RE = ;
tjitanaa & B Imeval BxhZEMfIELEIEHA,

3. AEMRZMKH Inductor BRMTA: BEHXRWKZEZESLE Inative SHEIEE strides ALiE
N Zt, &R kernel-level $3E %1% (strided slice Rik native 18 18% / 3.2%,
M aiter 1% 59% / 28%) , BXE4FE torch/Inductor lRA5 gfx942/gfxa50 BN E,
#FARK Inductor X¥HE stride RIHIEN, XERF{HRKAKLE AITER XERF| E R
B2,

4. PlEHELLEARRER: flatten_to_2d_is_free XFTA rank > 2 BIEIANERL, TR
per-head QK norm, Y& A dispatch #FEHERR gemma-4 BYELE rank-3 MO0 EE0E
[1, 2048, 1152] 4%, RA strided slice #IE, EAL(TH HIAIEFL R stride
REKEIRKE native, FBEFIEMIFAFSEIREIN WA,

5. s> B &b dispatch B g : F3ENIR RIUEIEIR S reshape B2 ERE data_ptr (8
case) , MBI A provider #3EF | TRIRMIEE IRIHEH IR, ©FRAEE)T
MERBUE dispatch RE; #FHEAANRERLERZIERKEBEINT, HAEMNRXFASRE,

6. BFATLIN: CUDA 5 RDNA4 MR Z R IOR B MR (
AITER_SUPPORTED. get default_ir_op_priority) , E&ZHRFETZE NVIDIA E4



; BIERXAEERTRMENRIKZ, - Fmm: AFM: ROCm (MI325X/MI355X &
gfxq42/gfx950) Ej@FA VLLM_ROCM_USE_AITER=1 YA F ERiAd® (
VLLM_ROCM_USE_AITER_RMSNORM BkIA True) » Qwen3-0.6B/8B/14B-FP8.
Qwen3-30B-A3B. Ifm2-1.2b. gemma-4 AF|HIMEHIEAL +2.4%~+6.9%, FiE
A dispatch 5T 8R 2/3~4/6 NMaR#IE; MLA & (DeepSeek-V4-Flash,
MiniMax-M2.7. GLM-5.2. Kimi-Linear) 5% QK norm B9#&& (Mistral-7B) 5zl
no-op, A%M: KEN/ERT ROCm AITER B IR op X #FiBi#E, FRZTEFHEEX.
XAl CUDA/C++ 5HZF dispatch RS, BNBREZER—RFSY; FEREAMK
/NE BB B RTEE RAFRAE N, HRM: EEETRPESLT —ETEANTEN
e (dispatch #FE + X BN HY base/patched BRxt A + JisL
VLLM_CACHE_ROOT / TORCHINDUCTOR_CACHE_DIR + gsm8k SALEYT) , Xty
RTINS ROCm NAZEEHZE PR AEESENE; RNEEH viim_c RERKBZNE
R NG, TTIUEAMIL issue/PR, FAEM: BHRIKE R&IE AITER B EMRR LR
WEF, ERBAR native HERABMRIIE, FHER APl IR EREMERIE, - KEFR
g viim_c BERANEN |, FEFERB Inductor £ |, AEBRIZERZERARIE ,
B ahfb dispatch BT s , CUDA/RDNA4S (X HE 38 5k 520

KERBKL

« PR #53940 [ROCm][Kimi-K3] Enable a4w4 flydsl kernels for KimiK3: RAELE
vlim/_aiter_ops.py 5 MoE/ &4t oracle 1R AITER WAfIAt1ES, BT AITER N
BB SFAXEEENEZRNTFIE, K PR MANERZBRRBERELNABIREES
%,

+ PR #55358 [Refactor] [GLM-5.3-Flash] Move sparse_attn_indexer_kpool into the
model folder and split AMD/NVIDIA: RJ& [F&4FE W%k AMD/NVIDIA $f45 B ]
BPEFRKL . % PR K35 B35 amd/nvidia/common =353, 4 PR M|E dispatch
BHE X% ROCm AITER 5 H )53,

« PR #57112 [ROCm][CI] Fix MLA RoPE fused-kernel tests for TheRock image: R —Btg]
HWE ROCm BEWNEMRTIE, #W &% ROCm ABERRSLZI / HETHRIEARN,; &
PR A% ULP R RE %, A PRAZE dispatch BMRSHEEREYT, EBAE4R.

« PR #56904 [Bugfix] Make GPU sync checks safe under torch.compile: 5
torch.compile 2B THEE/TRATAM X, A PR 89Uk EAR# VIimIRLoweringPass By
FERB&125 Inductor IHMER stride BIZLIE, FEMNFQEEEERFRRRKTIZITHA
%%EFF,



