PR #55988 SE&IiRL

vlim-project/vlim
[Misc] Remove no-op self-assignments across vLLM
&3 EtE]: 2026-09-16 17:17

JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/55988

PAITHRE
« —H]iE: AR 4 & no-op BRVME, BATHEE
. EENE:

- BEERRIR: AEEZTHEIR, BTHRRRFEE PR; BRINTX
vliim/multimodal/audio.py B review &2, ©2 MMM E SHEEE bugl BysEA
E1 8

« (R REHRITRE: @ routed_experts.py A quant_method_name in (...) and
is_transposed BEMRHRE if, BHE SIM102 XRBLIIEX, "1ENREERER:
Q@ KRS RBETAN D XE MR, FAER%E [REXRER] mIETK, MEREA
5636 9] R IR R I RIR

« ZIERP: A audio.py B tensor 1B X B FF issue/PR (EHIAZ bug, BEA else:
audio F*h numpy/tensor XEE/ZMIR) ; HEE ruff PREH PLW0127, kX3
no-op &£ Cl MMEE# B 5h3%8%; A deepencoder.py By patch_embeds & N2 b —5%
P,

Th RES EAL

PR body FA#ATLER : X B HKMIE not flagged by the CI ruff config — the selected rule
setis E, F, UP, B, ISC, SIM, I, G (see pyproject.toml), which does not include the
pylint PL rules (e.g. PLW0127 self-assigning-variable)] , HREKIAEE, EENENE
FRESBEFIELENZ®ELS X (fflIn else: loaded_weight = loaded_weight 1EAIRMA else B
SPRiEX) . FAKRBA PL AN, MESKEEARBE, KB audio.py SN
ZREA reviewer TR EZ4A no-op: DarkLight1337 1A~ Ttensors, unlike ndarrays,
are assumed to already in the correct formatl , AR IR REAREBRZITER, 1EETE
WH¥|HF Tthe else branch should be audio (not audio.T), which would make the current
identical-branch code a latent bug rather than dead code] .

SRR

1. SEREREESSENMMHEWIE (PR body) : %H—3K before/after ®#&%|H 5 &tBRBE (&
KM 4 &) , F—tBARRERFRESTNEZREZR, HAER ruff UK E, F, UP,
B, ISC, SIM, I, G &/ PLW0127, FrULXFZ Cl REBE 1 &I e R0,



2. vllm/model_executor/layers/fused_moe/routed_experts.py: &HBREFZMH (& PR #—
EFRKsH) » weight loader F4t3t compressed-tensors ITEARE R E XM [482H| ki
quant_method_name in ("CompressedTensorsWNA16MoEMethod", "
CompressedTensorsW4A16FlydsIMoEMethod"). B #|Kiis_transposed. elseB R/HE]
&4 quant_method_name in (...) and is_transposed #%&4, R4RE loaded_weight
= loaded_weight.t().contiguous()o EARAFANHIKTERZ TEIVEA A REKARN, FMIERRL
. RASHEERAN SIM102 (THEMRE if) ; BE shard_dim BARTIEERRE —4
is_transposed #r&, EILTHFEERZY M.

3. vlim/model_executor/models/deepencoder.py: RIEH| =&,
DeepCLIPVisionEmbeddings.forward By if patch_embeds is not None: patch_embeds
= patch_embeds / else: patch_embeds = self.patch_embedding(pixel_values) BxE A if
patch_embeds is None:, BIR{ES X 4%, i DeepEncoder FitE patch embedding
BWRREE2 GRAAIEAN patch_embeds BRAARBIAA patch_embedding) #WEEARE.,

4. FRACEITHIFR: viim/model_executor/models/mimo_v2_omni.py 5
vlim/model_executor/models/step3p5.py. RIBMIFR apply_hf processor_main £ 8
vid = vid, ZZEEBEH®H vid, audio_src = va_item JTCABEHE, RBRE
video_audio—(TCHW, timestamps) ¥# A% ; FEMIR attention __init__ $ &Y
sliding_window = sliding_window, 1BZIEfRESME if sliding_window is not None and
enable_sliding_window, BEXREIFI swa_num_attention_heads B X
num_heads/self.total_num_heads B3Z %, else: sliding window = None tAR:FRAE
—RI TRRERETHL R

5. AR viim/multimodal/audio.py K&, JRA £ audio = audio.T if
isinstance(audio, np.ndarray) else audio.T @444 audio = audio.T; review $&H
tensor 5§ ndarray B9iEXBRIZARR, 1EEERME— in-tree caller multimodal/parse.py R
& numpy EHE, FZSHEM PR R, E1F IsotrOpy #IA tensor 32X (F & bug,
BE FmE else: audio) o

6. MRESEE: TIHEMIR, KB pyproject.toml By ruff ML : EE(XA python -m
compileall HIBRRIIE, TR —EMEKBELA MRS Cl,

X ZE ARAZETHRE

fused_moe/routed_experts.py #&E if &3F + il else BRE KRB (ZFHRNEA and
is_transposed)

models/deepencoder.py R¥ patch_embeds #|2 {28 patch_embedding
R

models/mimo_v2_omni.py Ml vid = vid RE (BEBE%T)

models/step3p5.py #l sliding_window = REBINE if 5 else

sliding_window

R



« vlim/model_executor/layers/fused_moe/routed_experts.py (3R EFRXEE; 35|
source; 2R core-logic; &5 weight_loader) : A~ PR BK#h & A B XX
weight_loader F compressed-tensors ITEMREH# BENRE if WITB N E—L4FMR
else: loaded_weight = loaded_weight, &% PR WE—3 & IEF LIZHERNKEY, BEPW
MoE & EZRE MBS ZHS.

« vlilm/model_executor/models/deepencoder.py (iR M3 ; 25| source; ER
core-logic; 5 DeepCLIPVisionEmbeddings.forward) :
DeepCLIPVisionEmbeddings.forward BB BEX X WREAHEE ., & [REITAE
SHIRFLARAD) BIFER; ZA X FER%EF HRRA RMEATITE patch embedding]l BIFRRRE
4, TERALRBZREHEIR,

« vlilm/model_executor/models/mimo_v2_omni.py (#3k ZRESTIRIE; 25| source; £
cleanup; &% _apply_hf_processor_main) : _apply_hf_processor_main F#lf& vid =
vid; iZZEEH vid, audio_src = va_item JCAMBEHE, BATTAMER,
video_audio—(TCHW, timestamps) ##3Z BIRFLT,

« vlim/model_executor/models/step3p5.py (#3R FREAE; £H| source; £ cleanup;
&5 init) : MPER attention _init__ FH sliding_window = sliding_window, {BZ|E{%&
SNE if sliding_window is not None and enable_sliding_window 1EA
swa_num_attention_heads BEZZEITIE, WA MBERSETHL X , 2HWEN
PR X ES,

XS weight_loader, DeepCLIPVisionEmbeddings.forward,
_apply_hf_processor_main, init

KBRAL B EX
viim/model_executor/layers/fused_moe/routed_experts.py

AR PR RENEABI X weight loader # compressed-tensors TR E i B W#HE if WIT
BRE—ZMAIHFMPR else: loaded_weight = loaded_weight, &4 PR E—¥ & IEF FLIF&R
Beksl, BEIERT MoE ¥ EREMEB D XA,

# vilm/model_executor/layers/fused_moe/routed_experts.py

# FusedMoE.weight_loader # 43 compressed-tensors 3T R EHH R :

# T8 checkpoint WRRERE B NGFME, 1BERA is_transposed NEWSHR AT EEZEANEE,
is_transposed = getattr(param, "is_transposed", False)

quant_method_name = self.quant_method.__class__ . _name__

# TERIRAERRE:

# if quant_method_name in ("CompressedTensorsWNA16MoEMethod",

# "CompressedTensorsW4A16FlydsIMoEMethod"):

# if is_transposed:

# loaded_weight = loaded_weight.t().contiguous()

# else:

# loaded_weight = loaded_weight # no-op BIRE, AR

# DEEEHFAENES: AINRERELBERANRRERARN, BXTZLEM,
# FIRSEMREED else 2%, % E ruff B9 SIM102 (FTIHEH9HKE if) M,
if (



quant_method_name
in (
"CompressedTensorsWNA16MoEMethod",
"CompressedTensorsW4A16FlydsIMoEMethod",
)

and is_transposed
loaded_weight = loaded_weight.t().contiguous()

# B HEAE: is_transposed 5% 5 shard £ERHE, FHEEHFEERXIMRE,
SHARD_ID_TO_SHARDED DIM = {"w1": 0, "w2": 1, "w3": 0}
shard_dim = SHARD _ID TO_SHARDED DIM|shard_id]
if is_transposed:
shard_dim = int(not shard_dim)

vliim/model_executor/models/deepencoder.py

DeepCLIPVisionEmbeddings.forward B BIRMEAS X R EAHEE %R, & TRETAEMER
AREL] BFEEAR; ZA X EEEF HRRA TEATITE patch embeddingl BIFaRNEY), F
BHIAR R BRAZ R,

# vlim/model_executor/models/deepencoder.py
# DeepCLIPVisionEmbeddings.forward: B A = UL ELF patch_embeds 133k,
# TNEERE| B HH self.patch_embedding(pixel_values),
def forward(
self, pixel_values: torch.Tensor, patch_embeds: torch.Tensor | None = None
) -> torch.Tensor:
batch_size = pixel_values.shape|[0]

# ZER]: "if patch_embeds is not None: patch_embeds = patch_embeds”,
# ZRXENTH LTI REZMHEBREHRXK,
# i DeepEncoder it & patch embedding B RRERZGFHFERE,
if patch_embeds is None:
patch_embeds = self.patch_embedding(pixel_values)

patch_embeds = patch_embeds.flatten(2).transpose(1, 2)

class_embeds = self.class_embedding.expand(batch_size, 1, -1)

embeddings = torch.cat([class_embeds, patch_embeds], dim=1)

embeddings = embeddings + self.get_abs_pos(
self.position_embedding(self.position_ids), embeddings.size(1)

)

return embeddings

vliim/model_executor/models/step3p5.py

MR attention _init_ F 8 sliding_window = sliding_window, {BZ|EREIHE if
sliding_window is not None and enable_sliding_window #E4 swa_num_attention_heads

BEZPENOTE, WA HMRERFTRAO X, 2ARENMMEORBES.

# vlilm/model_executor/models/step3p5.py — Step3p5 attention By __init__ HE



# layer_types REURMERTRARE,; REHERMUAIZESFERAIM,
if layer_types:

enable_sliding_window = layer_types[self.layer_idx] == "sliding_attention"
else:

enable_sliding_window = self.layer_idx % 2 == 0

if sliding_window is not None and enable_sliding_window:
# BB RXEIRA—4T “sliding_window = sliding_window™ (no-op BE) |,
# BMREIEXAE; JE if RHURE, RAESFIF TA swa_num_attention_heads
# X num_heads / self.total_num_heads B%& £iZ 1§,
if swa_num_attention_heads is not None:
num_heads = swa_num_attention_heads
self.total_num_heads = swa_num_attention_heads
else:
#1242 %5 PRAIEE—3K, MEXRABRENE—AL,

sliding_window = None

TSR A

- audio.py B91BRI A X RFERFEREE bug (A PR BAMHER—iIT8)
DarkLight1337 % vlim/multimodal/audio.py i€ [1 think the reason why this is
done is because tensors, unlike ndarrays, are assumed to already in the correct
format. cc @IsotrOpyl ; AdaAibaby 7&IA [If tensors are assumed to already be
(channels, time), the else branch should be audio (not audio.T), which would make
the current identical-branch code a latent bug rather than dead codel , FHEAZHE—
in-tree caller & multimodal/parse.py (RA& numpy #k4H) , AR IZERK). KiEH
NG AT PR,

« EHMHY)IE: PR body 5§ commit message BABXHEL no-op A4 CI 8, FNEFRS
PLWO0127) , F#itBA routed_experts.py BI#E if 1B RN T#E SIM102; reviewer K
Xt 7 R PR A B 3R I

« IFHE5 CI A& claude[bot] FiXZ fork PR MxF B shiFHE (FEHIPEF5) @claude
review) ; 1E&EZHIIT /ci run. /ci retry (Buildkite #87834 — #87885 — #88016
— #88994 — #89225) , HAIRZ KUkE| mergify[bot] B merge conflict 2. ~5
github-actions[bot] 89 N commits behind upstream mainl FE4, rebase /a3,
DarkLight1337 &% APPROVED, H® vlim-bot &3,

. audio.py BRI D X : AR EEBE bug? (correctness): MA PR H#4%4 audio.py
Ka, RARBE AT XH no-op MIFR; 4F IsotrOpy #IA tensor iEXJE R PR (&
AR bug, BEAMA else: audio) .

« AT CI SZA=ZEX L no-op, UREZHITENFMME (design): &HENEZHERELEIE
RER/RAR, 5ERBRESESMN; EMUNERYT BE®RERLRBSLREHI,

« X EE main FENEZH Cl X5 EHFEE (other): rebase Bl&#HT main & Cl it
. DarkLight1337 APPROVED, &#%® vliim-bot &3, TiEE R,

R 5 B



o RS

1. SMMERBATAZX, BRAFIENR: mAam RS RMMIR, routed_experts.py B
DX IRE compressed-tensors FTEARE ZEHUT loaded_weight.t().contiguous(), &
REMEIBRIEM, BEREERE [HAGP(E is_transposed ARl WEEZ—IH &R
; BRREAFERASIMARBMER (HE. &%, &it) , BXSEHFHRKE,
deepencoder.py B patch_embeds %% (DeepEncoder Flit& patch embedding 9
WA RRAZ) AR ENPUE

2. audio.py B BEBRIE KRB E . & reviewer MK (tensor ASERBREN
(channels, time)) , vlim/multimodal/audio.py ## audio = audio.T if
isinstance(audio, np.ndarray) else audio.T &Xf tensor £ & —%, EEX bug; &
PR BEREEWAKREZE issue /5, ZHESTHNKEMARZMLETREBIPRS, BKIEA
BRAFE

3. BSHRERORSE E: pyproject.toml REA pylint 89 PL ALM (& PLW0127) , FE3E
no-op ML NRADE, AREBEWERBETIFLM,

4. EEREEBARRME: KAASWATEE NS LBESTERER, B ARKRERESR
EMEMITE, NESRSHEL. ER, EFELEM.

- AP /B T APL X RESMERTATN, TEEMELRFEMELLE,

« 2% FusedMoE.weight_loader 5 DeepEncoder. MiMo-V2-Omni. Step3p5 BIMREG
R RA, BT ASMHEERE; REmMIK. TCHW MHimik, BEEITEARES
R BRI AR R,

- BIRN: R —&TERITFLES— BEERARND X TRASRITER] , BKREA
AT REHIAZLE R YK (numpy vs torch.Tensor) iEX; RERIE audio.py BIiE X
INE R B B BB ATMET, &8 [sotrOpy 5 multimodal/parse.py BAFAE, ™
£ —NE4: bugfix PR,

« RFEFRIE: BATAZEMRBAIER , ORENBREZHFHEFH , SROFTENR ,
audio.py B bug ImEKRBEE , ruff PL MUK ER, RERFSEL

KERBKZ

« PR #53940 [ROCm][Kimi-K3] Enable a4w4 flydsl kernels for KimiK3: [EJ& fused MoE
EMRZE; & PR BRHEMGHENRITFES CompressedTensorsW4A16FlydsIMoEMethod
, 5i% PR 5| AB§ FlyDSL MoE REEEZRR, EEEFREZEMNT ANREFRREEZEE
XE,

« PR #56231 [LoRA][Nemotron] Add LoRA support for Nemotron VL models (for the
language model only): B ZESER XL KL ; A& PR & deepencoder.py 5
mimo_v2_omni.py PRI SESER / FAIENED, FAEEEELENRES LESMAINIE
B AR Ay BR AT B &L,

« PR #57046 [CI/Build][Rust Frontend] Retire Buf schema publishing: [& A& X &
cleanup E&Kah GREZEILARME) , REROEFAFEN MREREBS TREE] FEY
Z, WHEXIARFE ARSI TRERALT] .



