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PATHRE

« —A)iE: ROCm Aiter MLA X #3EERE draft iR

- WESHE: (EEKEE, AHE% ROCm/MLA ERI A%, BIE=£KREE: (1)
AiterMLABackend.supports_non_causal() 8 Python £4& + per-arch manifest] X&
HlE—C WA T AITER B9 Python 305 ASM kernel 2 RRFX—LEM MR (2)
AiterMLAMetadataBuilder 3 _decode_causal I&HE per-ubatch 52l L. MAEZY BHE
_build_decode ZAMEH (commit 5d9817e6) , Z#HRHA AMD LA ERKks) CUDA
hE I D BEFSER; (3) has_fp8_non_causal_glen2_kernel BB &%, RIZAE
AITER fp8 dispatch fold MR BYFEAAL, HEAR PR HAEF[HIMRIZ, BRIZI: HIA
AITER Z2&EITRIZFEREA APL; 57 CL #h0A gfx942 fallback 5 glen IEERRH
sm B A,

Th RES EAL

DSpark (DeepSeek V4.1 BYIZHUARRD drafter) =48 draft query block ZIEERH: RA
token REEATIN, fARE token BIERME, AT ROCm B2 R REIHEX /AN RE TR E R
A RIEE AITER B9ER kernel, RMBFIMIEHS TAER AITER B=E MR MLA
decode #8412, PR body BA#AE T B#r: [Pass the real causal mask into Aiter MLA
decode (get_mla_metadata_v1 / mla_decode_fwd) instead of flattening a non-causal
DSpark draft query blockl , #3Z&3k [Probe mla_decode_fwd for a causal argument;
keep Gluon and DCP verify causal-only; refuse fp8 2-token non-causal blocks until

aiter folds that lengthl . ¥&64% rebase MIEEFEHEM, EE AR PR #53001 5§ main HE
BAE#ET%E JohnQinAMD/vlim-amd #i%,

SRR

1. NO#FEE: 48 causal irEIEH AITER EBE T, vliim/ _aiter_ops.py &
_rocm_aiter_mla_decode_fwd_impl 5 rocm_aiter_ops.mla_decode_fwd [& Bt #r3g
causal: bool = True, SLIARER kwargs['causal'] = causal 5 XTS5 Ek—RIER]
torch.ops.vlim.rocm_aiter_mla_decode_fwd. ZRIA True LA ER AR A HWIT A ZER
T, RAEEANE False 89 draft BT £#H4 X

2. BEATM: E4& + EBHMREIT], BLRMKBEIR$E, rocm_aiter_ops.mla_decode_supports_n
on_causal() A inspect.signature ¥& mla_decode fwd BEH causal 53k, SRENE
¥ raise RuntimeError (fail-closed) , MAZRE False it L ERRE%RIHETEH;



_aiter_mla_non_causal_asm_kernels() B on_gfx950() #IE L HE] arch 2EENTIERE
B ASM kernel; BEE AiterMLABackend.supports_non_causal() BlRS, X—E 2R
A pinned AITER v0.1.21.post2 & gfx942 LR S Y causal=, 1B manifest BR A IE
EE kernel, #%HER4$T3| cannot get heuristic kernell,

3. TEAEME: 48 causal RSB per-ubatch builder W, AiterMLAMetadataBuilder #t
X BEM supports_non_causal_multi_token_decode = True 55Z#|IRZA _decode_causal
, build() M common_attn_metadata.causal 23k, _build_decode() ZEX;
get_mla_metadata_v1(..., is_causal=causal) BERKHERD True B ESZE,
persistent-metadata B gate 34N not causal BB X ——IEERRGTEE schedule
, EA schedule ZFE—% mask BIERIKR, XFERE AN T Feksh
MLACommonMetadataBuilder._build_decode X3 CUDA Jaigth e SZIEy £ F R4,

4, HRFI: 324 AITER RAJERERE kernel B94A4E, _build_decode #, ¥ not causal
and max_qgo_len == 2 and fp8 cache and not AiterMLAHelper.has_fp8_non_causal_gl
en2_kernel(num_heads) Bt#t ValueError, B&#
_AITER_FP8_NON_CAUSAL_QLEN2_HEADS = (32, 64, 96, 128) (48/80/112 &%
fold 3| H16 1B4£ ¥ Q2, TXM kernel) ; validate configuration B & E 508, Xt
use_non_causal and dtype == torch.float16 and kv_cache_dtype in (None, "auto", "
float16") AN non-causal fp16 MLA decode not supported, itBsh3%&FE%E|
TRITON_MLA,

5. MERBLE, tests/kernels/attention/test_rocm_aiter_mla_fp8_support.py ¥ %
_install_fake_aiter_modules X #F supports_causal, ¥
test_missing_causal_arg_fails_closed. test_supports_non_causal_requires_arch_kern
els. test _decode_fwd_forwards_causal_to_aiter,
test_non_causal_fp16_auto_cache_is_rejected;
tests/v1/attention/test_rocm_aiter_mla_mtp_split.py #73& _build_non_causal IRzheES5
=48 (484 / #4T] FHI; tests/vl/attention/test rocm_aiter_mla_fp8 decode routing.
py 3BA0 test_a_non_causal_block_never _routes_to_gluon,

R

« vlim/v1/attention/backends/mla/rocm_aiter_mla.py (3t SEFE A E3; 25| source; £
A core-logic; %5 _aiter_mla_non_causal_asm_kernels,
AiterMLABackend.supports_non_causal, AiterMLABackend.validate_configuration,
AiterMLAMetadataBuilder.supports_non_causal_multi_token_decode) : A& PR B9A% &
. ¥1¥E _aiter_mla_non_causal_asm_kernels 224 E .
AiterMLABackend.supports_non_causal 5 validate_configuration &%,
AiterMLAMetadataBuilder 3&40 supports_non_causal_multi_token_decode/_decode_ca
usal F7 build/_build_decode #IE mask 5% get_mla_metadata_v1, FEEDLE fp8
2-token 5F 5 has_fp8_non_causal_glen2_kernel B&#,

« vlim/_aiter_ops.py (#£3k EF#3%; 25 source; R dependency-wiring; &5
_rocm_aiter_mla_decode_fwd_impl, rocm_aiter_ops.mla_decode_fwd,
rocm_aiter_ops.mla_decode_supports_non_causal) : #3& causal S3E
_rocm_aiter_mla_decode_fwd_impl / rocm_aiter_ops.mla_decode_fwd BI3&EfE, WUKR
mla_decode_supports_non_causal() XA fail-closed BIZZIFEME; ©RE causal EXE



EHIX aiter kernel &G —Bko

. tests/v1/attention/test_rocm_aiter_mla_mtp_split.py (RE3k AR TTEIENR; K5 test;
KA test-coverage; 5 test build_hands_common_causal_flag_to_aiter_builder,
_build_non_causal, test_non_causal_build_hands_the_mask_to_aiter,
test_a_two_token_fp8_block_is_refused_without_a_fold) : BZ 7 A& PR & 5% HiEHiE
X: build # common metadata B causal B3 builder. _build_decode 3 is_causal &
%5 get_mla_metadata_v1, MUK fp8 2-token BZEMIEL / WATHR (12/16/48 3E4,
32 AT, bf16 RZ¥W) .

. tests/kernels/attention/test_rocm_aiter_mla_fp8_support.py (#E3k g HIFEMMER; 25|
test; M test-coverage; 5 mla_decode_fwd_with_causal,
test_missing_causal_arg_fails_closed, test_supports_non_causal_requires_arch_kerne
ls, test_decode_fwd_forwards_causal_to_aiter) : BIFBEAIERMB=KRA: |H aiter &
causal= Bt fail-closed ## RuntimeError. supports_non_causal &%Z& 40 arch kernel
HIZE. #REG op I causal RIFEFKR KL% aiter; UK fpl1b6 EEERBEEH
validate_configuration $E4&,

. tests/v1/attention/test_rocm_aiter_mla_fp8_decode_routing.py (#3k SR, %
7 test; A test-coverage; 45 test_a_non_causal_block_never routes_to gluon) :
BEAMNBE TERRRKREHE Gluon] X—ZAR, 7/ head #HETIERERE draft
W IR R AR X FRERM Gluon verify kernel,

X85S _aiter_mla_non_causal_asm_kernels,
AiterMLABackend.supports_non_causal, AiterMLABackend.validate_configuration,
AiterMLAMetadataBuilder.build, AiterMLAMetadataBuilder. build_decode,
AiterMLAHelper.has_fp&8_non_causal_glenZ2_kernel, _rocm_aiter_mla_decode_fwd_impl,
rocm_aiter_ops.mla_decode_supports_non_causal, rocm_aiter_ops.mla_decode_fwd,
_build_non_causal, test_supports_non_causal_requires_arch_kernels

RERED R B

tests/v1/attention/test_rocm_aiter_mla_mtp_split.py

BEZTA PR BEEZHENIENX: build # common metadata B9 causal 5i# builder.
_build_decode 3 is_causal £% get_mla_metadata_v1, MUK fp8 2-token B & HNIEL /
BATAR (12/16/48 34, 32 #RAIT. bf16 RZRMW) ,

def _build_non_causal(monkeypatch, *, num_heads, kv_cache_dtype, glen, mtp_glen):
"""\ causal=False JEz} _build_decode, # X [E aiter mock LUERT=AA, """
get_mla_metadata_v1 = mock.MagicMock()
monkeypatch.setitem(
sys.modules,
"aiter",
SimpleNamespace(get_mla_metadata_v1=get_mla_metadata_v1),
)
monkeypatch.setattr(
rocm_aiter_mla, "_expand_page_indices_kernel", _NoOpTritonKernel()



builder = _builder(
mtp_decode_glen=mtp_glen,
kv_cache_dtype=kv_cache_dtype,
num_heads=num_heads,
)
# BHEBEMLZARES, EMT build) M common metadata B ANBIE
builder._decode_causal = False
metadata = AiterMLAMetadataBuilder._build_decode(
builder,
block_table_tensor=torch.arange(16, dtype=torch.int32).view(2, 8),
seq_lens_device=torch.tensor([7, 5], dtype=torch.int32),
max_seq_len=7,
query_start_loc_cpu=torch.tensor([0, glen, 2 * glen], dtype=torch.int32),
query_start_loc_device=torch.tensor([0, glen, 2 * glen], dtype=torch.int32),
num_decode_tokens=2 * glen,
dcp_tot_seq_lens_device=None,

)

return metadata, get_mla_metadata_v1

def test_non_causal_build_hands_the_mask_to_aiter(monkeypatch):
"'schedule £ mask, FEM is_causal HFERMEIZ block BIREE M, "
metadata, get_mla_metadata_v1 = _build_non_causal(
monkeypatch, num_heads=12, kv_cache_dtype="auto", glen=8, mtp_glen=8
)
assert metadata.has_persistent_metadata
# get_mla_metadata_v1 8958 6 ML E S E#E is_causal
assert get_mla_metadata_v1.call_args.args[5] is False

@pytest.mark.parametrize("num_heads", [12, 16, 48])
def test_a_two_token_fp8_block_is_refused_without_a_fold(monkeypatch, num_heads):
""16-head (X% padded 3| 16) 89 glen-2 fp8 A IEER kernel,

48/80/112 (K% 33 padded 2| 48) 4 fold 3| H16 1Ef2E Q2, &M5
JR& 16-head glen 2 —FEIEL,
with pytest.raises(ValueError, match="2-token"):
_build_non_causal(
monkeypatch,
num_heads=num_heads,
kv_cache_dtype="fp8",
dglen=2,
mtp_glen=8§,
)

N T
A3 review I K AR =4k,



H— [H#EBER X2 [BEELK . Fangzhou-Ai #&2#IAAN supports_non_causal() B9
MARZBFLE: [t should always be true, i.e. AITER is always available for ROCm path,
this function is not needed herel , 33 Twe should guarantee our best perf path is
always enabled instead of failing silently:-* a simple log is usually ignored by users and
minor perf regression in this case is very hard to be caught] . AndreasKaratzas i@
BHASHZEHMBE, &L ppalanga I fail-closed kR4~ (&t causal= &t raise
RuntimeError) , Fangzhou-Ai E [LGTM] , & BU&sK,

H =, Python LT MR ELLEKIX per-arch kernel %, AndreasKaratzas Z£ MI350 {38
38 pinned AITER v0.1.21.post2 & gfx942 EBE Y causal=, 1Bi% arch B manifest
RAIERER kernel, (gga=16, ps=1, prefill=0, causal=0, gSeglLen=4) ££%| cannot get
heuristic kernell; XEEM@4A T aiter_mla_non_causal_asm_kernels(), FE—#3iARIEHFE
BN IRAR: fp8 2-token SFEXSE ( 132 heads / 2 tokens folds to the noncausal
16-head / 4-token kernel; 64, 96, and 128 heads also have supported folds] , M
48/80/112 & native abort) , UKIERERE fp16 + kv_cache_dtype="auto" &L unsupport
Q dtype:fp16 abort, =%k finding 2% X0 5% 5|

_AITER_FP8 NON_CAUSAL_QLEN2_HEADS. has_fp8_non_causal_glen2_kernel 5
validate_configuration,

H=, BIEeEHUIHEMRATE, Fangzhou-Ai Fi% viim/models/dots3_note/nvidia/attent
ion.py B8 causal &% [passed to the function then deleted immediatelyl , FFi&xR
NVIDIA IRz FESD review; ZXHRARBARER, KAHRILEER Aiter &4 KGRI
causal=, AndreasKaratzas & &MIRTKRE _ wrapped__.cache_clear() 5%, FH&EA
WEMmED: [let's not reply with Al to reviewers. I read your response twice and still
dont understand what you are trying to say.]

« supports_non_causal ZEFERFEFIA 2 HEIFELIK (design): R4 fail-closed: &4 Gk B
& BAEHIRESEI|H T MLA B3R, Fangzhou-Ai EE LGTM, ppalanga FEE 1% &2
PRIC A REIR,

« Python & MR ELLIX per-arch kernel & (correctness): ¥t
_aiter_mla_non_causal_asm_kernels() Y on_gfx350() Bl ZEZEH kernel, 5ZLIFNE
supports_non_causal() FERE; fEEEE [ _aiter_mla_non_causal_asm_kernels() now
checks for gfx950]

« fp8 2-token FEFERFERT, K RAXTHEE (correctness): 5| A
_AITER_FP8_NON_CAUSAL_QLEN2_HEADS = (32, 64, 96, 128) 5
has_fp8_non_causal_glen2_kernel, fEZE%E [lUpdated — only 32/64/96/128 pass
the glen-2 fp8 fold now]

« EEEE fp16 + auto cache & abort, EEEERIEH (correctness): &
AiterMLABackend.validate_configuration # X use_non_causal and dtype ==
torch.float16 and kv_cache_dtype in (None, "auto", "float16") 3840 non-causal fp16
MLA decode not supported, fEE®EE [Updated — non-causal fp16 + auto is
rejected so we fall back to Triton] o

« NVIDIA dots3_note %R H causal 5%k (design): RAEARERZXMH: RA
_build_decode B causal B Aiter ja3ma #UKZ S 3K, Dots3 NOTE / FlashMLA f&$F



JR&%&, A PR ABEE NVIDIA il review,

« MIRTAE wrapped.cache_clear() 5% (testing): &3 functools.cache (inspect 74~
HREFENAE S raise) , MIRUSLA fail-closed / Z2# kernel / decode #FE=4H; 1E&
#8IA no more __wrapped__ nowl o

* review EIE N R Al £KXAE (other): BT PFHEARNBAR, K=ERBEK), EFR
TEEITIENERA TR ((EHEKRHNE commit message 5EEEE FHAKE) .

R 5 B

o QS
1. B& %5 AITER R fold MNIGEFEE, _AITER_FP8_NON_CAUSAL_QLEN2_HEADS
= (32, 64, 96, 128) ZM pinned AITER v0.1.21.post2 B4 shape dispatch K3 H K
8, has_fp8_non_causal_glen2_kernel RIEEE¥|IE, AITER AREZEKZE fold HN
sAh B 2-token kernel, XBRELRIELHTARE. B2 RKITHARL native abort (
raise ValueError BIEREBAMAE 7% A kernel B+Z labort the process rather than
raisingl ) o

2. fail-closed = A MEARAM . mla_decode_supports_non_causal() &S5 k% Bt
RuntimeError fIERE False, ErkE R aiter / IEHEZRIFEN ROCm RESEERT
KM XEZESEF GRefFRBRAIIEERRZ) , EXAFPETNABERETE,

3. BahE%IKH validate_configuration BIFE/F L%, EEE fpl16 ByFE4 2@
invalid_reasons sl Eimid®, BTRARY; & AITER E4EE fpl6 FER, &
Bl Ml B P B, & NI BE AWK A BT

4. ERBRBRZNEIERERDE, ©ERMRESIEET monkeypatch B fake aiter #Ek
5 mock # get_mla_metadata_v1, EIFH kernel TR MI350 / gfx950 L ATLR
iE; MR RIEE =% [Original #53001 bench/accuracy plan on 8x MI355X
(pinned TritonMLA vs unpinned AiterMLA)] AERAEIRS, FER BB
cudagraph / graph replay BE MR A reviewer BAM harness iz,

5. persistent-metadata 4% B9/T A EH. not causal or ... iLIEEERRTEHFHRE
persistent schedule, 5RREEZNIIELGARR; XEFEBRIRA
test_non_causal_build_hands_the_mask_to_aiter &% is_causal BUE, XAEBEZK
glen. padded rank &34 & A4, - Bm: AFAM: ROCm + AR (DSpark/MTP)
P REEZRE, FEE MI355X (Kimi-K3 MXFP4 + DSpark, K=6, draft KV fp8)
E 489 agentic conc=1 EILERZE [TL p50 6.57 ms vs SA EXKA 8 ms.
interactivity 152 tok/s/user vs 24 124, #iBRZERRM TBERR) A& A Ttk
TRITON_MLA 1] . RBE, gfx942 518 aiter AP & BHT 9IRS N EEE|
TRITON_MLA, BTaAZFKE. RA%M: CUDA MILR™
——dots3_note/nvidia/attention.py Bk EEER, HEM
MLACommonMetadataBuilder A FXEBEK, ROCm BPEE N ERERFREESL T —&

(&4 + 22M) BREHIE, NEEHEY non-causal # (#m DCP verify. Gluon) F&
TR, HAM: Xpekshie TAITER B/ 5 inspect + B4%AL arch + B4wEL shape
B8] WILZREEMERER, _aiter_mla_native_h24 metadata_supported B EREE
W E B TUntil AITER exposes a capability APIl o i8R #ASL B fail-closed 5 T



RAMEA Al B £ reviewer] FIEXMAAE, XE%L ROCm PR ATREE X,

« RFEARID: ROMEEREZTE |, AITER JRASEMBERE , fo8 WRBELEMRE , KAEEIT
RNELHN , FERBEZHD CEARBENE , BILHEEEFEEFR

KERBKL

« PR #56903 [Perf][DSpark] Collapse DeepSeek-V4.1 draft states before SP all-gather:
[EJ& DeepSeek V4.1 DSpark EaEE Z: A% PR MALERIRSHE SP all-gather RIBYAE(E
BT, AFNELERIROIEERIE X EEE AITER kernel LRI, FEHREMEK
DSpark # ROCm g3z 3| 3wt 855,

« PR #56387 [Bugfix][Spec Decode] [MoE] Avoid uninitialized EPLB state in DeepSeek
V4.1 DSpark drafter: EA£2 DSpark drafter #£ ROCm/V1 B&42 £ 892505 RSFIHE1L1E]
A, 5RPRW [EREHREATN BTR—FAZNAESNKRE,

« PR #56825 [Bugfix][SparseMLA] Fix piecewise cudagraph capture crash in index
group: A A MLA attention backend BYE&H / BYF @@L S, B K decode TTEHES
cudagraph X & ; A& PR A% 7 persistent metadata 8 gate &4, BTFR—EEiHEL
TRAFE

« PR #56969 [Bugfix] Prevent out-of-bounds access in FlashIlnfer SM30 sparse MLA
mixed batches: FJ&8 MLA decode ZERE / FEE M batch FRTIERAMEMEE, 54K PR
X TJEEE % token decodel X—IEE MR TF EBEE—EK,

« PR #53001 J& Aiter MLA FEERE decode draft X#F PR (FRELREMEIHLE) : A PR
METH rebase EFF: body BAHAE [Rebase of #53001 onto current main. Original
PR is conflicting and this account cannot push to JohnQinAMD/vlim-amdl , FFERE
JRiaHERE MI355X 4%,



