PR #55897 REIRLE

vlim-project/vlim
[LoRA] Add LoRA support for DeepSeek-V4 Flash Vision
& FBFIE]: 2026-09-13 22:10

JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/55897

MTRE

« —4)iE: A DeepSeek-V4 MR IE LoRA XIFH B EZEL MR

c WESNE: EEEIE, AHEMEES LoRA / BIIABRNE Y, BINESXT= 8%t
: (1) get_mm_lora_token_counts Aft4 X4 tower Il patch token 5 LM il mm
embed FEITEL. UX& dummy run THEERRHE; (2) tower + connector LoRA FERBA
LoRA #IOR TEYBRATIEX BB BRI (TR P1 RAFRI, BN ZE + LEEEM e2e
AR LX) ; (3) 4B .contiguous() BJEK# LoRA EFMARER AR A X—2BEBRE
—eRRTARAARE, EEZATEY &E| T 23 LoRA Him, FREFEHIZER, %
XAYIT A B LoRA ZI| E3(E FER ], (B2 IGHERRIIE,

TN EES BAL

Issue#55683 HFKZE requesting to add support for
https://huggingface.co/deepseek-ai/DeepSeek-V4-Flash-Vision-Exp for fine tuning.”, BP
FEZAER T BT ; PR body HEA#AE “Add LoRA support for
DeepSeek-V4-Flash-Vision-Exp. Fixes #55683.", Ibal
DeepseekV4ForConditionalGeneration REBR T SupportsMultiModal / SupportsPP /
SupportsEagle3, BEARTE LoRA WMXEVIRAEE N, HEk) packed REBRAT S LA token
THERY), T PEFT A H MERETTEWK vLLM EFHMERSE PUT,

LI RE

1. BB HEBR (viim/models/deepseek_v4/common/vl_model.py, £
DeepseekV4ForConditionalGeneration) : #3£%| &M SupportsLoRA, #4NE VL &
RPN LoRA BIERMIRA 5E R BMANTEE; #3E supports_tower_connector_lora
= True, BRIKFF vision tower 5 aligner L REREHR, XENRE
language_model &3 LoRAEI Mo X W HGR B X BF X, BWmFTA £
SupportsLoRA XY BE AN 5 R I ERAZ,

2. AR EBET (packed_modules_mapping) : 3¢ gate_up_proj -> ['w1", "w3"].
fused_wqga_wkv -> ["wg_a", "wkv"]. fused_wkv_wgate -> ["wkv", "wgate"], FH*b_EIE
AL ERHY wakv -> ["'wakv']. w1l -> ['w1"] BB4t, JREZ Checkpoint / PEFT &EHEE
HEFEMEEHNIERA, M module L EZIFDEHNFER, FAXIKRK, LoRA RELE
ELEE|E#SEG RO B BATTI A VIT MRS B E R



3. LA LoRA B4 (get_mm_mapping / get_mm_lora_token_counts) :
get_mm_mapping() :#3d MultiModelKeys.from_string_field(language_model="language
_model", connector="aligner", tower_model="vision.") 440 LoRA Z/THR & RIZHNVIE,
TREIEEC R IRTFHEIR A LR enable_tower _connector lora B94ARGEE,
get_mm_lora_token_counts() 3RE (tower_tokens, num_mm_embeds): tower {4 FEEX
mm_kwargs["patches"].data.shape[0] BB SE patch £, dummy / profile &R A
num_mm_embeds * config.vision_downsample_ratio**2 kit: E =R M H R E
num_mm_embeds, ER VIT "Z8Z T XFERIH patch token, BEHEEZHZ aligner 2
e & HFH K mm embedding, F#HZE— vision_downsample_ratio**2, LoRA E&Eig
AN E 2R token BRET, JE image ESE M ValueError, 5 get_placeholder_str
X % ¥ image BIIR—3K,

4, EFANOZELEMRIK (viim/lora/ops/triton_ops/lora_shrink_op.py 8 _lora_shrink) : &
assert inputs.is_contiguous() B84 inputs = inputs.contiguous(), ft&3ZEE ViT &
F.unfold(...).squeeze(0).transpose(0, 1) = HIIEEL K EAE wl 1 LoRA BEE#HA
shrink HF; review Hi8/E% A EERRA 200 .contiguous(), 2L EA A RIEEL"
HRRESRATNAETFANI:, FHATA LoRA AIMER: EHAREERIEES, RMNHEIFE
AL —RERNFE N GELH AR .contiguous() & no-op) o

5. XHEEES ISR T : docs/models/supported_models.md &
DeepseekV4ForConditionalGeneration 4TH] LoRA F|HZ A D), XM reviewer By
“do we need to update doc info?” —a], &K PR JZAEAT tests/ TE, WIEIRF
Buildkite CI 5§ AL review; 10 /> commit H/BA 3 X main &#Ff1% K “move” /
‘pre-commit” &R, ZheERFHEFEREILA commit,

REEX M

« vlim/models/deepseek_v4/common/vl_model.py (1R ZAESER; 25| source; LR
data-contract; 5 DeepseekV4ForConditionalGeneration,
packed_modules_mapping, supports_tower_connector_lora, get_mm_mapping) : 4~
PR BTZh8EAZ W DeepseekV4ForConditionalGeneration 3#3i¥ SupportsLoRA.
packed_modules_mapping. supports_tower_connector_lora X & get_mm_mapping /
get_mm_lora_token_counts 588X LoRA AN, JE&E review P RN X4 KRIZE
vlim/models/deepseek_v4/nvidia/vl_model.py, 5&&%EHE) common/vl_model.py FE1a]
A—PEEX (PR E%K move RS main &) , REBE/FET—K,

« vlim/lora/ops/triton_ops/lora_shrink_op.py (#3t LoRA H-F; 35| source; H£H
core-logic; &5 _lora_shrink) : BK&h RA —4T, #14E LoRA shrink EFHE AZ LM
FA7 b IRIEE S RN B FANRRE Sh3ELAL”, & review WIRERENBEEZ A (BRE
VIiT &R M4 .contiguous())

« docs/models/supported_models.md (B3R R XY ; K5F| docs; R documentation) :
38 DeepseekV4ForConditionalGeneration B LoRA 3B KA @), 1 XIFsEMS R
BEA—3K, XR reviewer HIXA%if A,

XS get_mm_mapping, get_mm_lora_token_counts, _lora_shrink

KR BR



vlim/models/deepseek_v4/common/vl_model.py

2 PR B9ZhREAL S DeepseekV4ForConditionalGeneration 33 SupportsLoRA.
packed_modules_mapping. supports_tower_connector_lora XXX get_mm_mapping /
get_mm_lora_token_counts 2 LoRA #EAN. & review I RIE I XHEEZZ
vlim/models/deepseek_v4/nvidia/vl_model.py, 5&& %A common/vl_model.py F&1a [E
—ANEEX (PR 2% move #RE main &%) , REBS5F5T—3K.

class DeepseekV4ForConditionalGeneration(
nn.Module,
SupportsMultiModal,
SupportsPP,
SupportsEagle3,
SupportsLoRA, # #13&: it/NE VL BEERERA LoRA TTHEHTLR

#EREENEFEMEENETFE, module LRIFLEHFIRR,
# RAXIKR, LoRA MELAREE|EMAISEK;
# RS 2889 wakv / wl B BRGTE HEFER A,
packed_modules_mapping = {

"gate_up_proj": ["w1", "w3"],

"fused_waqga_wkv": ["wg_a", "wkv"],
"fused_wkv_wgate": ["wkv", "wgate"],
# for visual encoder

"wakv": ["wagkv'],

w1 ['w1"],

# BRI vision tower 5 aligner B LoRA 33,
# TMRA language_model o REUIKE|E AL SR
supports_tower_connector_lora = True

def get_mm_mapping(self) -> MultiModelKeys:
""" LoRA EATESE A Z RSFERMAIEBTE, "
return MultiModelKeys.from_string_field(
language_model="language_model", # XAEF
connector="aligner", # E1% embedding 5§ X AXtF# connector
tower_model="vision.", # ViT M3

def get_mm_lora_token_counts(
self,
*7
modality: str,
mm_kwargs: MultiModalKwargsItem | None,
num_mm_embeds: int,
) -> tuplelint, int | None]:
# tower flrz F RAERTHY patch token, BEEAEMPZ aligner Z /58] mm embedding,
# ML EAME vision_downsample_ratio ** 2, M BREIZ LoRA TiTH,
if modality != "image":



raise ValueError(f"Unsupported modality: {modality!r}")

patches = mm_kwargs.get("patches") if mm_kwargs else None

if patches is not None and isinstance(patches.data, torch.Tensor):
# B E MBS USEFR patch 3098, #%RE5 processor WEFERL—K
tower_tokens = patches.data.shape[0]

else:
# dummy run / profile run 3% & patches, AT RAERZEEMA mm embed ¥R
tower_tokens = num_mm_embeds * self.config.vision_downsample_ratio**2

return tower_tokens, num_mm_embeds

vlim/lora/ops/triton_ops/lora_shrink_op.py

Ko RA—1T, #19E LoRA shrink EFHM AL AN AR S FRIEBELS RN EF AR B 5h
TN, & review [WIBEHENEE R A (BRE VIT AN .contiguous()) »

# vlim/lora/ops/triton_ops/lora_shrink_op.py
# _lora_shrink(...) RIS HRIELE

assert weight.dtype in [torch.float16, torch.bfloat16]
assert inputs.size(1) == lora_a_weights[0].size(-1)

#EESE: RAXER assert inputs.is_contiguous().

# ViT F F.unfold(...).squeeze(0).transpose(0, 1) =M 2 IEELKE,
# —E wl # LoRA BEBRSHANAETF, RMIsSEEXK;

# review F jeejeelee 32X “If so, we should add this in lora code”,

# EWAE ARG RIBEL e & RARSKE|EFAO K,

# IIELMATME contiguous() & no-op, A= ESSMED,

inputs = inputs.contiguous()

assert output_tensor.is_contiguous()
# metadata sanity check
# ... ZJ5¥% prompt_mapping ¥4 token HiEA Triton shrink W%

ganY e L K

« P1 (chatgpt-codex-connector[bot]) : “When enable_tower_connector_lora serves a
batch containing images from requests with different LoRA IDs, this flag is unsafe
-+ later images receive the first request's adapter (or a mixed prefix), silently
corrupting their embeddings.” 81 v1 ZESKZR R ZE—HOBHEGH token BEY,
_process_image_input X EEA _encode_image, JB& LoRA #X T B F BMRSEGE IR
&F; 221 Process the mapped tokens in one forward or advance/install the mapping
per image’, &IFBTRIIES =& AL ALIE,

« P2 (chatgpt-codex-connector[bot]) : “this newly LoRA-capable outer class does not
define lora_skip_prefixes = ["'mtp."], so adapter validation sees projections such as
e_proj and h_proj as unexpected and rejects the entire adapter.” ZiX5 XA FRE
—3%, Bk AR weights mapper ZF K MTP &%,



. jeejeclee EEENBEMEZ%: jeejeelee X common/vision.py ¥ self.wl(x) B&H
self.w1(x.contiguous()) EF417“QQ: why change this line”; E&EERF
F.unfold(...).transpose =#13EiE4E. 1 LoRA shrink op A assert
inputs.is_contiguous(), FFEMH LoRA S E kIK; jeejeelee HEIf so, we should add
this in lora code”, & E & “‘addressed’, &% .contiguous() %% lora_shrink_op.py,
BRI IRIEE, BN PR RAMMEN—SEBERE,

« XAYHIN: jeejeelee [8]°do we need to update doc info?”, EEZ Yes, it has been
added.”, XA supported_models.md 8 LoRA F|4T4); BEfE jeejeelee LA APPROVED %%

R review, MM mergify I=REH PR, jeejeelee EXK please address the conflict”,
YEFE /ci run. /ci retry BEsh CI (FEiR 35 NEK job) Ed# vliim-bot &3,

- tower/connector LoRA TEJBE LoRA X TS EEE token BRET (correctness): &3Fitk
EFIEEEE KMALAIE, supports_tower _connector_lora = True HZBEEEAN, B
TREEFFREFAENR,

« VL 335D lora_skip_prefixes = ["'mtp."] (correctness): ZiXFELXAETH MTP
skip RE; &HNERNINKE), A all-linear EEE YA - o 8B B AR IE,

« JEELLIKER contiguous B ERIZIKEEE A 2L LoRA EF (design): A
R Bk RIS, .contiguous() FITE| lora_shrink_op.py, Fi& LoRA RA A 2325,
BT EHED B RE,

 REEEERD F I IFER A (documentation): BSERIFIR reviewer AT,
jeejeelee % APPROVED,

R 5 B

- R

1. 584 LoRA #t2R T tower / connector 8y token BRETEEED (&)
supports_tower_connector_lora = True 3T /G, ZR—#XEHFHRE LoRA ID HE
FiER, vl ZESBAZENRE —HPHEBRS, 1 _process_image_input XE A A
_encode_image, FIKEERS Punica REAET x.size(0) &Bst, ELEBTREEEE
—ANERBERE, B embedding #EREE B TIREE,

2. VL BEEERD lora_skip prefixes = ['mtp."] (F&) : target_modules="all-linear"
Yk HEREZE TS mtp.* %% (e_proj. h_proj &) , EERERESHA
unexpected FERIEL, RIABEMRIK, XAREFERIZ skip, SIMNEEKRRED,

3. _lora_shrink sTAZEHFE N FE (F) : inputs = inputs.contiguous() L FFrA
LoRA RIMIKY shrink B&{2, ZHAMALIH, E—ELBEAFELKE (W0 VIT &
unfold + transpose =#1) M&Z—XERAFEN, EENRENEFE®H TN,

4, BOOMEREZ (F) AR XHEZEE, get_mm_lora_token_counts ByitEka %

(E5Z patches / 2Rk H#E) 5 tower LoRA HIBREHE X R LB AF R ENA, @
VAR AFEIF LA AL X o

5. packed BRETEYEIFFES (K) : ATM "wakv': ["wagkv']. "w1": ["w1"] 2 EBRE, &
VIT REGLHMEST NAEMKEAY, LoRA HHELKFHREARK, - ¥ XA,
DeepSeek-V4-Flash-Vision-Exp M T IE LK I hnE LoRA EERBMIA, ®E
vision tower 5 aligner ByiEECEE (enable_tower _connector_lora) , B TERAFREIEEA



fEP; B2 FE LoRA 5ERERBENE LR EELMAE P1 N, XNAL:
LoRA BEATEE R A DeepSeek V4 MBI TR BA Z SRR A HS token TR Y
, get_mm_mapping + get_mm_lora_token_counts B94E-& R #EH A VLM £/ ;
lora_shrink_op BHANRAMN BSAEEL KA BhESMN", KEHNELE LoRA RIM
HAHLEFIEX, MHERSXHY: X3FEM (docs/models/supported_models.md) 5
REBEEARIF—IK, RO R EFF. SZFRRE SRR A, EENRE®REELEN
B, - RREARE: £ LoRA HMORBRETFEED , SRR E X , MTP skip RUEERX |
LoRA EFITALE

RERIREE

+ PR #56349 [ROCm] Auto-enable breakable CUDA graphs for
DeepseekV41ForCausalLM: ElJ& DeepSeek-V4 AL = AR RKS (
viim/config/vlim.py &R IZAERANSTIEITREA) . 54 PR R E NBERE F RIS PP R,

« PR #56157 [PCP][DCP] Enable PCP+DCP on sparse-MLA models: EI&Z
DeepSeek-V4 AFE v1 HERRZ EWNEEAT B (IR MLA / 3#4T) |, RBRZER KN E
HERANTHE, K PR ANEFAME LoRA BEA.

« PR #56594 [Bugfix][CI] Update CuTeDSL indexer Q sentinel test for migrated
wrappers: K#h% & vlim/models/deepseek_v4/nvidia BFE (
fused_indexer_qg_cutedsl.py) , 57~ PR 8y deepseek_v4/nvidia B2 E B R —ITEA 4
o



