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PATHRE

« —A]E: KV Offload #7315 KH max_load_tokens fn#k LR

< EESE: ESKEIE, AHEBERE KV offload / REFRMNREY, EIKTZARITRER: —
& _ post_init__ BYFEMNTAE (type(raw) is int HEFR bool. JESRIE warning + Z B IEIR
$&) ; —R& cap & _lookup_complete_chunks R MNEAS (4% GPU BIZIRSE
min, % group chunk i E TERE) , BMEAMT2 0 SERBMUN BEERE 07; =20
R IT——% hybrid KV cache helper ERBt& % sync/async scheduling, A
expected_stored Wi g store BIZAAZE M, HER™, BNLHTLZRIMBRIE, HEE
ERFSAODNFRERFEREMALE EEANEESIRE,

TN EES BAL

HEER R ILAI R A max_offload_tokens ##"E B E% /), SR EEREZ D F X,
RABISZIZIRA 8 kv_load_tiers 3R KA ZERAIMERINER, review FHEIFE orozery 15
HiZ BB EEAEXHE: “kv_load_tiers assumes CPU is always included since all other
tiers promote through it, so it's meaningless to have a non-empty list without CPU
included.”, FZINFS max_offload_tokens X #REY max_load_tokens, PR body ##—3b
BRI BREE LR IERMRE AR NE (BR& token EH) , HAEFRIEKIREIEERE U
ST / RA, RNAREEAM GPU BIBEGEE RS KV store,

LI RE

1. ¥ E5RESFEE (vlim/distributed/kv_transfer/kv_connector/v1/offloading/schedul
er.py) : RequestOffloadState #3¢ max_load_tokens: int | None = None,
__post_init__ M reqg.kv_transfer_params B, ¥IEEZMHAN type(raw) is int and raw
>= 0 (REHKR bool, True MAIER) , IESRMERID logger.warning H4R#FF None, %
fEATE BME B8 max_offload_tokens SE&XFRBEE AR, RIEELAERER)T,

2. 5B chunk ¥ LFR (OffloadingConnectorScheduler. lookup_complete_chunks) :
FE max_num_new_tokens WK ¥ ZJE, B num_computed_tokens + max_load_tokens B
B min, BA®E cap LA"GPU ®IXRIERZ MY token 3T E; MI/EEIR group chunk FLEA
A, (XY cap £XETAEN round_down(max_hit_size_tokens, tokens_per _chunk),
ZXFE max_hit_size_tokens - num_computed_tokens < tokens_per_chunk, EIk3R[E
0——3XIER max_load_tokens = 0 B9SZIE =, E b 0 {EIE lookup FRFRA S A 4L,



3. partial tail B¥E EFR (OffloadingConnectorScheduler. lookup) : max_boundary [
A local_tokens + max_load_tokens WK, Z &7 round_down(..., tokens_per_hash)
. % cap A FEE| complete_boundary Z T E#EIRE complete_hit, A& AHEH
cap BIEIR token &2 boundary key &if],

4. MERBLE (tests/v1/kv_connector/unit/offloading_connector/test_scheduler.py) :
helper _make_partial_tail_request #3& kv_transfer_params #£3F 4k Lk
request.skip_reading_prefix_cache = False; #3% 5 NAFIEZE 0 (BB partial tail &
#), EFHFTA. T partial tail B8 chunk TEE., EKELRE, LK parametrize
async_scheduling B93mE|3 A, A expected_stored=(0, 1, 2) s store B2 FRZ
cap ¥,

5. X#4 (docs/features/kv_offloading_usage.md) : #3& “Per-request load control” /NF
, AHISONTA, BERAFERASZIM, HAab7kv_load_tiersByiE Xt (CPUBAEE.
FH| R RETRAEMRE tier) , I8 review HBIAFREIIE S SRS,

1TA B E BV
RSN mox_load_token  AR&AE lookup, %Rk token EH: GPU BIZé TS
%, s: 0 store RZ &5

A max_load_token {XinE GPU BIZR=Z4h N A token, 3% chunk /

s:N>0 tokens_per_hash TFEE
FRE BT B 558 ahai—K
IEEE "8". 8.5, -1. warning R AR E &I
True

R

« vlim/distributed/kv_transfer/kv_connector/v1/offloading/scheduler.py (13t FEHKFE;
259 source; LR core-logic; &5 RequestOffloadState,
RequestOffloadState.post_init, OffloadingConnectorScheduler._lookup_complete_chu
nks, OffloadingConnectorScheduler._lookup) : S XXAF: F3E max_load_tokens
REFEEMITEE, HETE chunk B85 partial tail EEFEGUEGZ cap, BAURAT
9B — R S,

. tests/v1/kv_connector/unit/offloading_connector/test_scheduler.py (3R E0EMR; 3£
7l test; KA test-coverage; 45 _make_partial_tail_request,
test_max_load_tokens_zero_skips_partial_tail_lookup,
test_max_load_tokens_caps_tokens_beyond_gpu_prefix,
test_max_load_tokens_rounds_down_without_partial_tail) : MEREEEXME: 5 NETAA
i€ cap B9IEX (0 {H. HTM. TEE. FEX(E. store RZEWH) BEARTRITIE, FK
3& partial tail helper X#F kv_transfer_params,

« docs/features/kv_offloading_usage.md (1&3R £ HX4%; 5| docs; ER
documentation) : XAIEF XM #HE “Per-request load control” /N, EL
max_load_tokens BYBEIE X 5 MF R, FHEE kv _load_tiers F CPU #IEHIE X,



XEFE: RequestOffloadState.post_init, OffloadingConnectorScheduler. lookup_comple
te_chunks, OffloadingConnectorScheduler._lookup, _make_partial_tail_request,
test_ max_load_tokens_limits_external_load

KR BR

vlim/distributed/kv_transfer/kv_connector/v1/offloading/scheduler.py

B 2. H3E max_load_tokens RESFER 5 MEITIELE, HESE chunk Bia5
partial tail I UEKIZ cap, BARITHHIE—RE A,

@dataclass(slots=True)

class RequestOffloadState:
config: SchedulerOffloadConfig
req: Request
reqg_context: ReqContext
offloading_context: RequestOffloadingContext
group_states: tuple[RequestGroupState, ...] = field(init=False)
# AIER AN INEE token LFR; None RRFE LR
max_load_tokens: int | None = None
# RIERAFENEHD token EFR; None ZRFELEMR (5 max_load_tokens XHREE RE5H)
max_offload_tokens: int | None = None
# GPU RIBZEFS®TE: cap RIEATXIDZEH token
num_locally_computed_tokens: int = 0

def __post_init__(self) -> None:
self.group_states = tuple(
RequestGroupState() for _ in self.config.kv_group_configs

)

params = self.req.kv_transfer_params

# NOTE: SLRMFE, EETHIAE,; 0 ZRBIEFIME KV
raw = params.get("max_load_tokens") if params else None
# ZIE A type(raw) is int m3E isinstance: bool & int ByF3,
# ZH isinstance M| True W HKR 1 MARIEXE
if type(raw) is int and raw >= 0:
self.max_load_tokens = raw
logger.debug(
"Request %s: max_load_tokens set to %d", self.req.request_id, raw
)
elif raw is not None:
#AERE (FFHE. FA. ¥ bool) RELEHAE, BN FRE,
# XHEARIFRERE, WASEA—NFSHITRHER
logger.warning(
"max_load_tokens must be a non-negative int, got %r; ignoring", raw

)

def _lookup_complete_chunks(
self,
reqg_status: RequestOffloadState,



max_num_new_tokens: int | None = None,
) -> int | None:
"Z it num_locally_computed_tokens Z G35 H % /) token TTRAMSMER IO ER, """
num_computed_tokens = req_status.num_locally_computed_tokens
max_hit_size_tokens: int = req_status.req.num_tokens
if max_num_new_tokens is not None:
max_hit_size_tokens = min(
max_hit_size_tokens, num_computed_tokens + max_num_new_tokens
)
if req_status.max_load_tokens is not None:
# cap U"GPU ®HRIBZEH token T E,
# EMZ num_computed_tokens + max_load_tokens, MIE4EXT token L E
max_hit_size_tokens = min(
max_hit_size_tokens, num_computed_tokens + req_status.max_load_tokens
)
if self._sliding_window_groups:
# sliding window M EH &5 —A prompt token BAIRER logprobs, #E R 1
max_hit_size_tokens -= 1
if self._mamba_align_size is not None:
max_hit_size_tokens = round_down(
max_hit_size_tokens, self._mamba_align_size

num_hit_tokens: int = 0
while lookup_groups:
for group_idx in groups_iter:
group_config: GroupOffloadConfig = self.config.kv_group_configs[group_idx]
group_state: RequestGroupState = req_status.group_states[group_idx]
tokens_per_chunk = group_config.tokens_per_chunk

# %% group B chunk BEEAREMAR LR
max_hit_size_tokens = min(
max_hit_size_tokens, len(group_state.offload_keys) * tokens_per_chunk
)
if reg_status.max_load_tokens is not None:
#1XY cap ERESA I chunk A TERE:
# f5l4n cap = 20, chunk = 16 BSZFRRMEK 16, HEEEH
max_hit_size_tokens = round_down(
max_hit_size_tokens, tokens_per_chunk
)
if max_hit_size_tokens - num_computed_tokens < tokens_per_chunk:
# AFERRE—A chunk BATERF NS ;
# max_load_tokens = 0 RAIEZMX B HE#3RE 0 (3% lookup &R K #L)
return 0

def _lookup(
self,
req_status: RequestOffloadState,
max_num_new_tokens: int | None = None,



) -> int | None:
complete_hit = self._lookup_complete_chunks(req_status, max_num_new_tokens)
reqg_status.partial_tail_boundary = None
if complete_hit is None or not self.config.supports_partial_tail:
return complete_hit

local_tokens = reqg_status.num_locally_computed_tokens
complete_boundary = local_tokens + complete_hit
tokens_per_hash = self.config.tokens_per_hash
block_end = complete_boundary + self._partial_tail_block_size
max_boundary = min(req_status.reg.num_prompt_tokens - 1, block_end - 1)
if max_num_new_tokens is not None:
max_boundary = min(max_boundary, local_tokens + max_num_new_tokens)
if req_status.max_load_tokens is not None:
# partial tail 9AKE boundary & R EEHIT cap,
# TNAFEH 0 ExEAN R4 iR
max_boundary = min(max_boundary, local_tokens + reqg_status.max_load_tokens)
max_boundary = round_down(max_boundary, tokens_per_hash)
if max_boundary <= complete_boundary:
return complete_hit # cap IBA FEEEE chunk 4R, BIRALFLHE/)
# ... M max_boundary @ complete_boundary & tokens_per_hash ¥ boundary key

B4

B RERIZITA M : orozery BE T &A1 A kv_load_tiers Z2RAMB A E, EHE tier
EX ERAREE CPU (Hfb tier HEZ CPU ##H4) , EEINEIAE max_offload_tokens
JREIFT S E max_load_tokens; YEEREHIZEA commit 028fd2e (Empty kv_load_tiers
disable all external loads) EHMA commit 463fb&87 (Use max_load_tokens for KV load
control) , FEXRIEI L tier iBXEE, BNERERMRANME: orozery 3t
@pytest.mark.skip_global_cleanup 3&18] “Why do we need this? (and in the other tests
as well)”, fEERIANERZAMIENE LAVREFE. HEERMERME, BTEYE, MEX
commit aabladé (tests: Remove unecessary fixture) #f, BMNTIEHTRAL orozery
APPROVED Wk, RE T /ZEB: Banl review EEB fork #2HA (claude[bot] {XIT
“‘automated review is disabled”) , EWITOFEFERBRE—%PE, NARET,

« A max_load_tokens BRR“Z kv_load_tiers"BIEH A7 £ (design): X48 max_load_tokens
FEEBA R, MBELRE tier WIFWABANRMEERNE, FHEXRPIZIA,

« MR F 8y @pytest.mark.skip_global_cleanup & A& (testing): trit5 M % fixture %
& (commit aabladé “tests: Remove unecessary fixture”) , MIRREFFS BLA NA&E—3K
. REINFOMATIRIR

+ JE%% max_load_tokens BYALIERBE Z L E RS IERES (correctness): 5§
max_offload_tokens fR#F—3K: ZEIEZARFRIER, RAELEE, dRAAA BTEXM,

« 38 kv_load_tiers B9 CPU ®IFiE XU XA (documentation): SCH4BARA T
max_load_tokens 5 kv_load_tiers. max_offload_tokens. skip_reading_prefix_cache

L ENIRTAR,



R 5 B

c RS 1) RWAERIZRTE:  lookup_complete_chunks 5 _lookup JRE 4 %0 ik
%) BRFTA I X EM if reg_status.max_load_tokens is not None 8% (RigERK
5 HZESEN) , E—BRH, ¥WHaESE partial_tail_boundary. load job B B#xr
block tESEEEHEE, 2) THREKRKEHR: PR body 5§ XAEEAIA cap & “rounded
down to a supported KV-cache boundary”, 1B %% token ¥(&H A, Xt hybrid
KV cache (full attention + Mamba/SWA) 5 Eagle/MTP &, RANEBURT R4
tokens_per_chunk; SWA BRALS%M -1 (&) token EEH) 2 _mamba_align_size
X5, LERMBRETERARNTREME CMRF 20 HRFK 16) o 3) EREEFIRER:
type(raw) is int 23848 JSON FE I FRFEEKT "8", {XILE warning; % _E RAAEIR
ZRAFPEIREEUANLRBAERK, XEAE max_offload_tokens REF—KHA ik, B
HERAREANEER, 4) BIEHO: PR body F “Run the focused tests on the final
revision” 5§ “Validate the final API in a live multi-tier deployment” BRIk 4)3%, Test
Result A Pending; MiRFKE Z XK tier (secondary/SN) 5 kv_load_tiers A& E 52
fTA., 5) BXEXRMZIEM: cap RFR load R store, max_load_tokens: 0 BJIE KA
SEFEHWNHRE R CPU, EERHLEE,

& AFPM: BRMTARESARE (BRFEEIARE) , TEAEN/ RAEHFE
—HFlnELIER AT E R, BAEREREE GRS L AMRT, EFEME R
chunk THRE'5“RR load FAIBX. AZM: KEIALT vl KV offload scheduler BY
B2, XA per-request RSMIELB/EE, FI|AFIRE, kv_load_tiers.
skip_reading_prefix_cache. store B{2EXHAZE, E/)FI@E &, HAM: K
max_offload_tokens AAEARFAIL T “SZIeM per-request B3k — FRHT KRR &L A BE
— EH— ERISEERWT BN, B4 per-request HIEERRE A HiEE LT,

« REEFRIT: BN RERZRETE |, 5280 API R&L |, SRS RERBIN , EIRTERETRE
BAREH , IERERIR AR

KERIK L

« PR #56709 [Bugfix] [KV Offload] Restore MTP-retained sliding-window history: &2k [&
— X (offloading/scheduler.py 5 offloading_connector/test_scheduler.py) , E#f
E % SWA/MTP B9inEkaFtE,; A PR 89 cap MBIFHEE max_hit_size_tokens URSREERE
HAEARALE, W& EMEREXEAFITEIT.

« PR #54014 [Bugfix][KV Offload] Check cgroup memory before SHM allocation: [E/&
KV Offload %%t (CPU/SHM FURSEHHRXER) , BIZTHAELTEAEEM T RRELR
BHI"—IK, 5K PR B RIEREFFIMBRE B RELN

« PR #50494 [KVConnector] [NIXL] Support attention-HMA layouts in pipeline-parallel
push prefill: 483 kv-connector Ml tier/ ERBAPESH T M ; AR PR XA EHIERAERRE
tier FHMBELREERNFHGE, ASLEMNEN per-request FIERBEITEAY,



