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[Bugfix] [Attention] Stabilize sparse-MLA DCP for GLM PCP evals
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JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/55879

PITHE
. —A3E: BEMH MLA £ DCP/PCP A& T HIAE F 25

- EMNE: EB/FEIRL. % PR M5 MLA £ DCP/PCP A& TREMMSENRAZES: 2
XE &L %3] supports_combination B9EE AR IT (ENIELR X IFHNAEESIHFLE THIT
REBRZIN) . Triton JIT warmup key BB KB (J3—1b key + W FEFRR) . UK
F monkeypatch B torch.tensor i A Es & HORAE A RARRAZ TT IR & AR 2 4938 60 =)
Fik, JERE PR &KHi open By #50791 BifEw HRIBIEEIRR (thegoldenflow) , G4k
main £ #50791 B9EH A NEZRS, BATERIRNBL PR,

THHES BAL

PR body BRI B #rA "Make the B200 GLM-5.2 PCP evaluation complete reliably across
its TP/PCP/DCP configurations", T #89033 5 B EMMELE memory-budget %
W: TP2/PCP2 & FlashInfer CUTLASS autotuning && 12.22 GiB m{XH#|4y 7.6 GiB;
TP1/PCP4/DCP4 F£ CUDA graph profiling E#2 35187 3.23 GiB KV cache Ti#, Xk
issue #50791 #5H #50781 B9MRE: Flashlnfer B9 trtlim-gen launcher ZEi&K LSE BF&M
B E workspace #X|H softmax-stats slab, "a single request with a moderately long

prompt is enough to bring down every DCP worker and the API server", HiZ
workspace ¥ DCP. head #X. batch #5284 T &40,

TESNFHH, B H—IK exact Buildkite gate REHRIE:

1. BAEHERS DCP &&HY workspace ¥ sizing (viim/v1/attention/backends/mla/flashi
nfer_mla_sparse.py) : ¥ open PR #50791 # thegoldenflow BYJRIEIER, i
Python &%k compute_trtlim_sparse_mla_workspace_bytes, ¥ trtlim-gen WAZAR
sizeof(float2) * allgather_heads * batch * 256 + 1 MiB % %&£ MK max slab;
_required_workspace_bytes fRfT A AR/NFEE
VLLM_FLASHINFER_WORKSPACE_BUFFER_SIZE override (fTFit&EEREE) ;
_get_workspace_buffer 30 min_bytes £#4;
FlashInferMLASparseTRTLLMMetadataBuilder. _init__ 7 DCP TF. BX
forward/capture RBISER D EL, EE=ZRVEAT SM100 TRTLLM builder, SM120 &
SEIRARFFRAT A



2. AEIENABFEMES scheduler cap (A tests/evals/gsm8k/configs/*.yaml) :
TP2/PCP2 i& --gpu-memory-utilization 0.85 % CUTLASS autotuning ¥4y 12.5 GiB;
TP1/PCP4/DCP4 i% 0.96 (&T runtime ZEiX#) 0.9545) RiE KV MEANIE, HiC
—max-num-batched-tokens M 32768 F&2| 4096, 1£ 64 heads/rank. DCP4 T8y
workspace ME4FHIE AN 2.39 GiB ik 16.39 GiB.

3. BE% DCP &R rank (vlim/v1/attention/ops/dcp.py) : mask_dcp_empty_shards_ 7
seq_lens A=BHIE padded LSE FrBA4THE -inf FH4RRRE, % |HZEILFFH| RT3
-1 BERIIZEKRE,

4. ¥ & indexer B Triton warmup key (vlim/v1/attention/backends/mla/indexer.py) :
BuildPrefillChunkMetadataKernel.get_warmup_keys #£ PCP+DCP BH zip_inputs &ish
WYI—1, key (DCP_RANK=0, DCP_WORLD=1): input_variant 81 2 fFEHET BA
uncompressed_seq_lens 5 cu_compressed_seq_lens & B X5 / AXFH 4 FE FIR
R, BE PCP ITEA SN 16 FRXFEES

5. 4R X FHH FlashInfer 5ig2E4 (flashinfer_mla_sparse.py
supports_combination) : ¥ prefill_context_parallel_size > 1 B
decode_context_parallel_size > 1 B3R EIAFEE IR, HahkiFERB|AESL gather DCP
KV shard 8§ FLASHMLA_SPARSE; PCP-only 55 DCP-only A& 4k 423847

6. JHR decode 2 GPU R (indexer.py + vlim/v1/attention/backends/utils.py) :
metadata builder ¥ —>K dcp_rank_tensor (int32 X&FRE) |,
_dcp_localize_decode_seq_lens BRfE1%Z5K&E; get_dcp_local_seq_lens B dcp_rank %k
¥ R’A int | torch.Tensor | None, Tensor 4% W& dtype. device. numel EEEEH
, #% build() FEXME host-to-device trEMEL runtime By GPU<->CPU sync guard,

MIRECE: FHE tests/v1/attention/test_flashinfer _sparse_mla_workspace.py (166 4T, =%
FHREFREI #50781 IREME. env override iIEX. EIRAES ALY/ EHL) ;
test_indexer_dcp_localize.py B monkeypatch it torch.tensor #4ELAERRRERIZE A rank
K& ; test indexer deepseek v4 slot_mapping.py BIEYTA—1L key 5§ 4 FXIFAHE;
test_dcp_aZ2a_pack_mask.py BEZ rank 3 CUDA AHFIFRIE requires_accelerator,

REEF:

« vllm/v1/attention/backends/mla/flashinfer_mla_sparse.py (i MLA Eig; 25|
source; £ core-logic; &5 compute_trtlim_sparse_mla_workspace_bytes,
_required_workspace_bytes, get workspace_buffer,
FlashInferMLASparseTRTLLMBackend.supports_combination) : #ZM&E X4 DCP
RNy workspace FEFHZ/AR. TRTLLM metadata builder 1% E. PCP+DCP Eir&
e,

« vlim/v1/attention/backends/mla/indexer.py ({3t #HER &S| 2 ; 25| source; LR
core-logic; 5 BuildPrefillChunkMetadataKernel.get_ warmup_keys,
BuildPrefillChunkMetadataKernel.warmup_inputs,
FlashInferMLASparselndexerMetadataBuilder.init,
FlashInferMLASparselndexerMetadataBuilder._dcp_localize_decode_seq_lens) :
PCP+DCP J3—1t warmup key. 4 #3857 4H4E. decp_rank_tensor #ift, fEREIEXK

JIT REIH G decode # 12 GPU synce



« vlim/v1/attention/backends/utils.py (#3 DCP TH; 25| source; & core-logic; fF
£ get_dcp_local_seq_lens) : get_dcp_local_seq_lens ¥ B ANEZREKE rank, &M
& decode # #8412 GPU<->CPU R #9x#,

« vlim/v1/attention/ops/dcp.py (#3k DCP EF; 25| infra; E& core-logic; &5
mask_dcp_empty_shards_) : mask_dcp_empty _shards_ #IEEAMFF| B shard, 15
£ CUDA graph warmup T &3] 22K E 888 %,

. tests/v1/attention/test_flashinfer_sparse_mla_workspace.py (3% workspace MR ; 2%
7 test; KA test-coverage; 5 test reporter_softmax_carve_is_reproduced_byte e
xactly, test_reporter_config_covers_observed_overflow,
test_non_dcp_size_is_unchanged, test_combined_pcp_dcp_rejects_flashinfer_sparse)
D 3 166 4T CPU EVIMR: FHREI #50781 RE{E. env override iIEX. FIRAS
RVE /S,

. tests/v1/attention/test_indexer_deepseek v4 slot_mapping.py (3R RI|EMX; K5
test; £ test-coverage; 5 test_indexer warmup_includes_pcp_normalized_dcp_k
ey) : BiE warmup key £ EREASEER DCP rank 5)3—1 (0, 1), BEZ 4 #i8
FHSTAE,

. tests/v1/attention/test_indexer_dcp_localize.py (#&3k DCP EALMR; 27| test; LA
test-coverage; 45 test _get dcp_local_seq_lens_reuses_device_rank_tensor,
fail_tensor_construction) : B monkeypatch it torch.tensor %5, IEER decode FEALI
BIREEE R s rank KE,

« tests/v1/attention/test_dcp_a2a_pack_mask.py (#£#& mask MiRK; K5F| test; KR
test-coverage; 5 test_eager_mask_handles_rank_with_no_local_sequences) : #3&
%% rank R EYI, HIC GPU XA BIA requires_accelerator FaHE,

. tests/evals/gsm8k/configs/GLM-5.2-NVFP4-TP1-PCP4-DCP4-EP.yam| (#3k i EE ;
27 test; EH configuration) : TENEE 0.96 F|HZE + 4096 scheduler cap, 1B
DCP workspace A% 3| 2.39 GiB 3H{RiE KV &N IE,

. tests/evals/gsm8k/configs/GLM-5.2-NVFP4-TP2-PCP2-EP.yam| (&3t iBNEEE ; K57
test; A configuration) : WMEE 0.85 F|HEL CUTLASS autotuning 884 12.5
GiB RE,

X5 compute_trtlim_sparse_mla_workspace_bytes, required_workspace_bytes,

_get_workspace_buffer, FlashInferMLASparseTRTLLMBackend.supports_combination,

FlashInferMLASparseTRTLLMMetadataBuilder.__init__,

BuildPrefill ChunkMetadataKernel.get_ warmup_keys,

BuildPrefill ChunkMetadataKernel.warmup_inputs, get_dcp_local_seq_lens,

mask_dcp_empty_shards, FlashInferMLASparselndexerMetadataBuilder._dcp_localize_d

ecode_seq_lens

KR BR

vlim/v1/attention/backends/mla/indexer.py

PCP+DCP 13—k warmup key. 4 3535 4A4E. dep_rank_tensor 4k, BREER
JIT REF 5 decode #u#&42 GPU sync,



def get_warmup_keys(self, vlim_config: VIimConfig) -> list[CompileKey]:
max_tokens = max(1, min(vllm_config.scheduler_config.max_num_batched_tokens, 8))
hf_text_config = vlim_config.model_config.hf_text_config
parallel_config = vlim_config.parallel_config
dcp_world = parallel_config.decode_context_parallel_size
dcp_interleave = parallel_config.cp_kv_cache_interleave_size
dep_rank = get_dcp_group().rank_in_group if dcp_world > 1 else 0

# PCP+DCP 8y prefill #3348 PCP chunk plan, ARAZUKB|EIITE =

# BEAMIER, BITH key #YI—1L A rank O/world 1;

# OB RTARGZ key, TENUEA rank EEBRE L batch BARL JIT,

# MEY rank B3N collective, 3K all-gather FEAEABE,

dep_cases = [dict(DCP_RANK=dcp_rank, DCP_WORLD=dcp_world)]

if parallel_config.prefill_context_parallel_size > 1 and dcp_world > 1:
dep_cases.append(dict(DCP_RANK=0, DCP_WORLD=1))

compress_ratios = tuple(
dict.fromkeys(
max(1, int(ratio))
for ratio in (
*(getattr(hf_text_config, "compress_ratios", None) or (1,)),
getattr(hf_text_config, "index_kpool", 1) or 1,

)

index_kpool = getattr(hf_text_config, "index_kpool", None)

if index_kpool and index_kpool > 1 and index_kpool not in compress_ratios:
compress_ratios = compress_ratios + (index_kpool,)

return self._trace_dispatch(self.dispatch)(
zip_inputs(*dcp_cases), # AINEBZEEHN rank 5V3—148 (0, 1) P key #&
# B % Triton By divisible. exact-one 5 generic i32 =34 &,
query_slice_start=(0, 1, 2),
query_slice_stop=(1, 2 * max_tokens - 1, 2 * max_tokens),
DCP_INTERLEAVE=dcp_interleave,
BLOCK_SIZE=self.BLOCK_SIZE,
COMPRESS_RATIO=list(compress_ratios),
# PCP 2R RITKE R packed ZITREENE 1T, HIHA—F
# 16 FHXFT; prefill chunking AEMSIHEE (L uncompressed KJE,
# EAAFANEE 2 BRI TF / FXFFE 4 # input_variant,
input_variant=(
TritonPointerInputVariant.from_alignment(
uncompressed_seq_lens=True, cu_compressed_seq_lens=True,
),
TritonPointerInputVariant.from_alignment(
uncompressed_seq_lens=True, cu_compressed_seq_lens=False,
),
TritonPointerInputVariant.from_alignment(
uncompressed_seq_lens=False, cu_compressed_seq_lens=True,



),
TritonPointerInputVariant.from_alignment(
uncompressed_seq_lens=False, cu_compressed_seq_lens=False,

)
vliim/v1/attention/backends/utils.py

get_dcp_local_seq_lens ¥ B AEZREKE rank, ZHEM decode # 812 GPU<->CPU [
F KR,

def get_dcp_local_seq_lens(
seq_lens: torch.Tensor,
dcp_size: int = 1,
dcp_rank: int | torch.Tensor | None = None,
cp_kv_cache_interleave_size: int = 1,
) -> torch.Tensor:

"% DCP T#4£/F decode seq_lens Y15 A rank BIAMKE,

& DCP rank E8 KV cache X/NTRERRE, EEEI rank wEITE AR
seq_lens, dcp_rank BER[UELE int (SMERERE, (XA TIERKR) |
WA EBEME int32 w&irE, BEEERE% GPU<->CPU [,

seq_lens_i32 = seq_lens.to(torch.int32)

if dep_rank is None:
# A¥EE rank BHRRESIR rank WRFEER, H4—1TEFEH.
rank_offsets = torch.arange(
dcp_size, dtype=torch.int32, device=seq_lens.device,
).view(*((1,) * seq_lens_i32.dim()), dcp_size)
seq_lens_tiled = seq_lens_i32.unsqueeze(-1)
elif isinstance(dcp_rank, torch.Tensor):
# B2 HEEEA builder WA LRMLKITE, &5 seq_lens
# [l dtype. RREBERETLE, TUHARAAAEETE,
assert dcp_rank.dtype == torch.int32
assert dep_rank.device == seq_lens.device
assert dcp_rank.numel() ==
rank_offsets = dcp_rank
seq_lens_tiled = seqg_lens_i32
else:
# ERBERZ: int SBERRERE (R3] A—K host-to-device EF) ,
rank_offsets = torch.tensor(
dcp_rank, dtype=torch.int32, device=seq_lens.device,
)

seq_lens_tiled = seqg_lens_i32

base = (
seq_lens_tiled
// cp_kv_cache_interleave_size



// dcp_size
* cp_kv_cache_interleave_size

)

remainder = seq_lens_tiled - base * dcp_size

remainder = torch.clip(
remainder - rank_offsets * cp_kv_cache_interleave_size,
0,
cp_kv_cache_interleave_size,

)

return base + remainder

I B

iZ PR By review IEXAS (fork BIB ) review 2R, tlrmchlsmth E# APPROVED) ,
o itip#ER L £ 7 issue W5 Buildkite gate E:

tirmchlsmth: "merged main to pick up https://github.com/vlim-project/vlim/pull/5549
g, which I think was breaking the CI for this PR"

khluu B9Z % gate VAR : BAEIE #89050 VAR main 2 X3E/TiMmIE PR 4 X, "I am
not treating it as PR-branch gate evidence"; & X¥3¥¢ commit FIREEIH approval LA
stale, E 3| final exact gate #89097 =i B £ 2F:@ N,

NCCL FMAMRER % "rank 0 entering the LSE all-gather with count 9,792 while
ranks 1-3 entered with 10,240——the exact 153 vs 160 local query rows x 64
heads mismatch", B tA#IA FLASHINFER_MLA SPARSE FRf## DCP KV gather, &it
251021k supports_combination FE44H-&FF E:R FLASHMLA_SPARSE,

decode #E&1289 sync guard: "get_dcp_local_seq_lens called torch.tensor(dcp_rank,
device=seq_lens.device) from metadata build(), and the runtime guard rejected that
per-batch host-to-device scalar construction", A XBAMBLEY + monkeypatch
E=YFMIR B AT 5o

« exact gate YFE S stale approval B2 (testing): UKL exact gate #89097 XA, =4
ELESIEN,; BIERRETHK KX S literal-head. actual-branch 5i4#3ia4T,

« BARHFF| DCP warmup rank 9388474 (correctness): mask_dcp_empty shards_ &
seq_lens A EEFIBATA padded LSE 4T3 -inf R ATRE,

« PCP+DCP TF Flashlnfer sparse MLA BAR% all-gather #F#2 (design):

supports_combination 4 PCP+DCP A& 4 H \IHfTEE R, BanAFERE|SIHTE
gather B9 FLASHMLA_SPARSE; CPU EV)3I&E ZBA&IESLS BERNKIT,

« decode ®E1ZH) GPU<->CPU [E# guard (performance): £ builder #4141k
dcp_rank_tensor, RERFZEIFEE A ; EVIMIRA monkeypatch it torch.tensor it K IiE
A LB e 3E,

« &3 main 5|\ #55499 15 % CI (other): BE&3F main, E4L gate IEH AT,

R 5 B



- Afe:

1. workspace A ES 2% & A compute_trtlim_sparse_mla_workspace_bytes 1%
max_num_batched_tokens it+&, E3EAF 7 DCP T# scheduler cap 8K (o
32768 tokens) , workspace &FIKE| 16.39 GiB 4%, TRt & KV cache s E#E
OOM; ARAFMEEMR cap M, B4 FHBFTEZRIRIZITAZA,

2. CUDA graph it #tkE: workspace K/NEBER capture RIM—KREM (AL 7FREER
B4 "no lazy regrow") , ERRAKIZE capture EY K batch LR, &fh&iEH,

3. B ahEER: PCP+DCP T FLASHINFER_MLA_SPARSE #3E4: /5 B o3k
FLASHMLA_SPARSE; EimAfTIMEARAZE FlashMLA 1&K#, "aESF KB 1%k K,

4. warmup £A4¥ K: indexer BI%iF key M 2 & 4 FXFFHEEFHHIE—A DCP key,
BRBHmIFREE EAF G ARG, R kernel ZETRER KB,

5. BAIEE: ¥mEYIA CPU BN, GPU 1TA R B—X M Buildkite FT gate BiE (
RA #89097 Ex) , %M Cl X DCP/PCP A& LIFELEE,

6. iPNBELEMITEA LIR: TP1/PCP4/DCP4 A 0.96 FAR, # B200 FINEHA K
=8k OOM, - ®"H: AP ®": FTAE B200/SM100 E{EH
FLASHINFER_MLA_SPARSE + DCP (8 PCP+DCP) WA . MLRIEEZ 3K token L
89 prompt BLEELLEA DCP worker A7 (#50781) , A& PR M workspace BT
&, FIEEMRT BENESE batch B JIT FiFARREZD FEHH all-gather ##2, UK
decode ¥ # GPU RIF R, AAF"R: Bahit DCP FT&¥EM workspace MAE (5
batch LIR#E$#) ; PCP+DCP A& /53miLIFM FlashInfer #E MLA B &hH1#F|
FlashMLA #8R, FEATERZLX LT, BRER: GLM-5.2 8§ TP/PCP/DCP ¥
MATT BN EWET AT EIAEN (TP2/PCP2 0.9121, TP1/PCP4 0.9454.
TP1/PCP4/DCP4 0.8832, £%F 1319 &. invalid 0) , #FABEHTEEARRIIE
T—EF " FZHRARN + exact gate FEVIRA + monkeypatch FFEIYNT " B9AEL. - X
FEARIT: BOERREE |, workspace MR B AEHF S A , PCP+DCP ik B shE:RAT
A4, KRB open PR #50791 BI#HE , GPU FoiE{RE— >Rt Buildkite gate, TENIE
EBAERLER

KERBKE

« PR #50791 [Bugfix][Attention] Size FlashInfer sparse MLA workspace for
decode-context-parallel: & PR B4 EEXRR: workspace FH K sizing RG2S M5 23k
B #50791 ({2£ #50781) , & PR #HHERHEIFEIRX (thegoldenflow) FFEEL LRI
main B8 SM120 &3k,

« PR #56677 [CI] Select the supported DCP backend for PCP eval: PR body BAR{KFIH
ag_rs JEisfE 5 . exact main build #89033 FAIANZBEEEAER, T REBHEERE
memory-budget %K,

« PR #56825 [Bugfix][SparseMLA] Fix piecewise cudagraph capture crash in index
group: EI& v1 #EX MLA + indexer + CUDA graph XBEE, REIZhEELRE
cudagraph §#ATHE T HFLLME,

+ PR #56969 [Bugfix] Prevent out-of-bounds access in FlashInfer SM90 sparse MLA
mixed batches: El A Flashlnfer sparse MLA EintEEMEMEE (SMI0 M) , H5AX



SM100/DCP & £ # K R — Jz 3m e 4 B9 A8 IR 2t



