PR #55864 SZEIRE

vlim-project/vlim
[Bugfix] Fix FlashInfer KV sharing with omitted K/V
&3FEtE]: 2026-09-11 14:07

JRSCEERE: http://prhub.com.cn/vlim-project/viim/pull/55864

PHATHRE

- —A]3&: FlashInfer #% KV-sharing BB K/V, BERBENAMR

< EESE: EEREIR: REKRNRALD 20 1T, 18 review iTWEET CPU FHART IR
BRE. BAFRME. URRGHKERRESE=KEH, &2 V) diff. 2EEEE] W
AR, BXEAXRTI=AREE: —2 KV AT §*§'J DCP A AfIEFE padding
BAn None #|Bf; — 2 key is None & JEZE gemma4d_mtp 2&f& None = [correct by
construction] ; ZEMMREMPERE—FEE AIZAE, BVAN—DFRIKE IR 52248
FHIRB R A, =HAE DCP AL EBERE—A canary,

THHES BAL

54917 AMGAE KV-shared BiHELAKN KV %5, £
Gemma4/Gemma3n BIEEZE XA self.attn(g, None, None),
18 Flashinfer E3#fi T&XERAT key[:num_actual_tokens] /
value[:num_actual_tokens], S nightly Mz #87584 19 :
nvidia: (B200) Spec Decode Speculators + MTP Nightly =
test_mtp_correctness[gemmad-e4b] 75| LRI Br i
TypeError: '"NoneType' object is not subscriptable,
#55789 # HERER #54917, H issue body FAFAEE A
narrow fix is preferable to this revert, ¥ 3gH #54917 (&1
EESZH (save_pretrained/fine-tuned checkpoint &4 B&
HEEZE® k_proj/v_proj/k_norm) . 74~ PR EEFRIMBE :
1t Flashinfer BB EE KV cache ##E#EZ None, mMAZE

EYR (#55789) ik Gemma4 H4tE HAIskE (#55871, W
ZHIREH)

LI AR



1. BREEHREEA (viim/vl/attention/backends/flashinfer.py) :
FlashInferImpl.forward By key / value #6538 B torch.Tensor B84 torch.Tensor |
None, docstring *h% [KV-sharing decoder layer Bt A Nonel . @AM (
Attention.forward — unified_attention_with_output) BB AUFE None, RAJEIHHERSE
MizHEYy, AX—F BB EBREERN, RIIAHFD .

2. K/V 89 padding 1 5 NA#3RTFITE| DCP prefill AR &: MR query =
query[:num_actual_tokens] Z3BIFAT K/V ¥, BRATE use_dep 2% RA
prefill_wrapper.run(...) BHE AN key[num_decode_tokens:num_actual_tokens] /
value[num_decode_tokens:num_actual_tokens], BREZEIZAIEILITIE piece-wise
CUDA Graph # eager X3, =#A NOTE(woosuk) BAFEE 4 view/slice B CPU FFEER
AN KNV &XREZRARSHHESE, TIEIE DCP MEILEZ (& KV-sharing
decode) TR K/V, BEEEE None HIBt EXFEFIRIKERERIE,

3. DCP x KV-sharing A& B RIEH: 7 use_dcp X A DM if key is None or value is
None: raise NotImplementedError("FlashInfer DCP prefill does not support
KV-sharing layers"), DCP prefill §Z Y HIEH new-token K/V 55 A2A X#, £EFE
oA, EE TEBREs) Oy THRRIRS] . JERRAXER PR ARAEBEHNEAR
il o

4. R gemmas4_mtp B9 &AL KV (viim/model_executor/models/gemma4 _mtp.py)
Gemma4MTPAttention.forward Ml# num_tokens / kv_dummy = torch.empty(...) &%
&, BXA self.attn(g, None, None), Wz A=: BEEA draft B forward B9—RHE;
ib/E3 key is None HIMTEEFR (FUENKERLTE 3 HWRLE, BRMBLER
Y new-token K/V %3 BatchDCPPrefillWrapper.run) ; 5 B4R gemmad.py:548 &
BEA Attention BRARITF—K. HEMNME Attention 10 KR35,

5. MREWIEEEE: ¥MARAE tests/vi/attention/test attention _backends.py 3#im T
cache-only decode 5 DCP prefill FE4FHENEM, {8 LucasWilkinson AR K5
NI T, 1EETE f767a7e4 2MIR, &AL PR AR Hksh; EFKREEEA
Gemma4 nightly 5 PR #iR i GSM8K WM ¥R JE (E2B SEB-& /53 strict-match 0.4829
/ flexible-extract 0.6550, ££1& 0.485; hu MTP Bj3E/Z strict-match 0.4829) ,

R

« vlim/v1/attention/backends/flashinfer.py (#£3% T & HE3#; £ 5| source; H£K&
core-logic; %5 FlashInferImpl.forward) : Flashinfer FigsE— A0, K PR B9
88 5 key/value AWT¥E. B K/V padding ¥1H FIE| DCP prefill @A A. A DCP
x KV-sharing 3&in 2 NotImplementedError,

« vlilm/model_executor/models/gemma4_mtp.py (#E3k $ZHLARED; 27| source; ZEH
data-contract; 5 Gemma4MTPAttention.forward) : BR&EX draft B forward #4
SERRIIAL B KV, BX91E None, {# FlashInfer By key is None HIBrEEF R, 3
# % DCP prefill 4% 1B 7%

XS FlashInferlmpl.forward, Gemma4MTPAttention.forward

RPERRD B

vlim/v1/attention/backends/flashinfer.py



Flashinfer Ja3grE— A0, A PR B MMEE & BK3E key/value A ¥, B K/V padding ¥
B TF%| DCP prefill @A A, A DCP x KV-sharing ¥ 2 & NotImplementedError,

# vlim/v1/attention/backends/flashinfer.py —— FlashInferImpl.forward (E&IE )5 8% 5 H &)
def forward(
self,
layer: torch.nn.Module,
query: torch.Tensor,
# KV-sharing BRBITE K/V %%, Attention B&E % None,
# E SR ABMAY None: K/V BHEZBEAREHN KV cache 124t
key: torch.Tensor | None,
value: torch.Tensor | None,
kv_cache: torch.Tensor,
attn_metadata: FlashInferMetadata,
output: torch.Tensor,
output_scale: torch.Tensor | None = None,
output_block_scale: torch.Tensor | None = None,
) -> torch.Tensor:
if attn_metadata is None:
# Profiling run (FAMER) , BEEREIZERE
return output.fill_(0)

num_actual_tokens = attn_metadata.num_actual_tokens

# Inputs and outputs may be padded for CUDA graphs

query = query[:num_actual_tokens]

output_padded = output

output = output[:num_actual_tokens]

# XERHA key = key[:num_actual_tokens] / value = value[:num_actual_tokens]:
# KA IXIBITE piece-wise CUDA Graph B eager X33,

# NOTE(woosuk) ZRRE RV view / slice X3 CPU F8im = 093%1/E;

# KNV &XRETE DCP prefill —&4H %, M B TREZAR S,

# 3k DCP B9E W1 (& KV-sharing decode) BEARAERE K/V,

# ... (cascade @°%. decode / prefill A EEZBEFELT)
use_dcp = self.dcp_world_size > 1

if num_prefill_tokens > O:
# ... (prefill_query ¥4 maybe_quant_query Z4bIE)
if not prefill_use_trtlim:
assert isinstance(attn_metadata.prefill, FIPrefill)
prefill_wrapper = attn_metadata.prefill.wrapper
assert prefill_wrapper is not None
if use_dcp:
# DCP prefill EZ L R1E 8 new-token K/V £5 A2A Xik,
# KV-sharing EERBNELZKE, SMENRE;
# BN EAL/ KRB KESWFFRE R EEZH draft attention

if key is None or value is None:



raise NotImplementedError(
"FlashInfer DCP prefill does not support KV-sharing layers"
)
assert isinstance(prefill_wrapper, BatchDCPPrefillWrapper)
# ... (window_left / logits_soft_cap / sm_scale —3 MK =)

prefill_wrapper.run(
layer,
prefill_query,
kv_cache_tuple,
# WRMNAEREEXE, BEXAE: IRE [num_decode_tokens, num_actual_
tokens)
key[num_decode_tokens:num_actual_tokens],
value[num_decode_tokens:num_actual_tokens],
out=output[num_decode_tokens:],

)

else:

# 3 DCP %X RJH %% paged KV cache, Fik K/V,

# EIt KV-sharing Bf5 None tLREIE & HI—— A RS £ B9 &

kv_cache_for_fi = nvfp4_kv_data if self.is_kvcache_nvfp4 else kv_cache_tuple

# ... (BatchPrefillWithPagedKVCacheWrapper.run )

vlim/model_executor/models/gemma4_mtp.py

BMRER draft B forward ER&2BELHIRANEIL EL K/V, 2RA1E None, f# Flashinfer 84
key is None HIBTEIES R, FH# % DCP prefill B HEE 5,

# vllm/model_executor/models/gemma4_mtp.py —— Gemma4MTPAttention.

forward (EIEEHITELIN)

class Gemma4MTPAttention(nn.Module):
# __init__ ®: kv_sharing_target_layer_name B Gemma4Proposer._setup_gemma4_kv_
sharing()
# EERME TR EE, NEREMAEIE k_proj / v_proj / k_norm,

# IR E self.is_kv_shared_layer = True

def forward(
self,
positions: torch.Tensor,
hidden_states: torch.Tensor,
**kwargs,

) -> torch.Tensor:
g, _ = self.q_proj(hidden_states)

g = g.unflatten(-1, (self.num_heads, self.head_dim))
g = self.q_norm(q)

g = q.flatten(-2, -1)

g, _ = self.rotary_emb(positions, g, None)

# Attention MEZ BFREM KV cache i K/V, H#EEE None R R-ABERTH K/V,



# IHSZELME kv_dummy = torch.empty(...) B& K/V, BFEAEA:

# 1) 84 draft B forward # % —XEHLE;

#2) HL3KEIE None, &%t Flashlnfer DCP prefill B key is None &%,
# IEERVIEILEF Y new-token K/V 3t BatchDCPPrefillWrapper.run,

# FFBRE B IR 8 draft attention,

attn_output = self.attn(g, None, None)

output, _ = self.o_proj(attn_output)

return output

6 A 4
1) gemma4_mtp GAL K/V AREAR PR —#2/E#E (hmellor — BAFER)

key is None isn't exhaustive: gemma4_mtp.py:249-258 allocates kv_dummy =
torch.empty(...) and passes it as both K and V, so that layer walks past this check
and hands uninitialized memory to BatchDCPPrefillWrapper.run as new-token K/V,
silently computing wrong draft attention instead of raising here.

hmellor BY/RIEIREE: attention.py:533-544 F& K/V A None R E&Bk .view() 5§
unified_kv_cache_update, gemma4.py:548 ) BArERAE R —E3HS5 compile B2 L 21E
None, &fIskEREAA PR EEH bug T HE. 1FETE 356f859¢e BB, Hib%
Gemma4 MTP ¥,

2) KNV YIABRER—E (MBEARTHALELE, 2XN)

Sinking the slice to the DCP use site (the pattern in rocm_attn.py:461-462) drops
both the None handling and two tensor ops from every non-DCP call, which is the
common path.

hmellor &7 padding 3B if key is not None %A &% WANIE DCP BAZ2MFAEAN
Python %, M&EKLFH 25 THPERSIEEE S slice B9 CPU FF$H, EEREET AR E
DCP A A, F1R¥ num_actual tokens EF,

3) DCP A& M3EARAL (hmellor 3#32I, 1EERMAEIERE L)

this rejects the unsupported combination lazily, once per forward, so a DCP
Gemma4 deployment starts up clean ... and then raises from inside a compiled
region on the first prefill.

hmellor ZiXFE _ init_ hARE (dcp_world_size WETBEEA) , BEHAIA gemmad.py:360
EEMIESE kv_sharing_target_layer_name, init BARIZFE, ANET %8R, /£
% E £ [leaving the initialization-time validation out of scope and keeping the runtime
error] , ZE&MEVERE ML R,

4) kR TEEZEMb) B2 (LucasWilkinson — EHAT)
nit: please remove the over-specified test

LucasWilkinson Xt tests/v1/attention/test attention _backends.py BITREARE nit WIEE &
f767a7e4 4T, FEHEZEVIECHE Gemmas nightly BZ%: RINEER PR AL SE(TEE)
MR



5) #%£EOHN None TR0 (GRE)

Attention.forward, unified_attention_with_output, and AttentionImpl.forward all still
annotate key: torch.Tensor despite None already flowing through them; the
custom-op schema doesn't catch it because eager dispatch does no boxed type
check.

hmellor A RX ZBEA A&, "TAFRER, {ER PR & [start closing that gapl HIIEFEL &,

« gemma4_mtp B9 EAL K/V RREAR PR —#25F# (correctness): Bk 4R: gemma4_mtp K
f& None, M kv_dummy 9B, E2B MTP strict-match 0.4829 + 0.0138 (&% 0.485)
U ToAR E EER,,

« K/V g1/ TRE| DCP AR &, #BaiEig® ILIE DCP #1232 (performance): BX4A:
padding IRARBAIE K/V, MR AN prefill_wrapper.run AR5,

« DCP x KV-sharing BIIE4EIHL: EATESHIEE vs FIRAMLARES (design): K52, PRHREB1ERE
%4z AR PR R E3zfTH NotImplementedError, DCP + KV-sharing 112 B&AIR X FFEHE,

.« BB EBIE FlashIinfer BIMIR (testing): BMIFR: &AL PR REMRKks), EYVIARE
& :nvidia: (B200) Spec Decode Speculators + MTP Nightly 5§ PR ##) GSM8K 1M,

- 32 Attention O BERSTAEIRIEI None 24 (design): 3B KRME: {XFE review i
¥, KPR RETEMKEHNELS docstring,

R 5 B

c REE: 1) BAWEEABRMZREALEE: FlashInferImpl.forward & FlashInfer /EigrgE— A0,
cascade. decode (XQA / TRTLLM_GEN / Flashlnfer native) . prefill & X #ER/—
B padding § K/V 23R, A0KERKERR DCP 9% 5 padding 3%, EHFHANLET
JBFFiA backend A&E AR, EII@ELL diff THRELKRE K,

2) BRREIFRTE: key / value M Tensor #&BA Tensor | None, ML E
Attention.forward. unified_attention_with_output, AttentionImpl.forward B9E#EIZ
torch.Tensor, custom-op schema X A eager dispatch R boxed EEI & i o= 8.
a4 DCP BZIRA KV, RIEBTHLRE,

3) MRBEhrE: BRLRAMIRT tests/vl/attention/test_attention_backends.py 8
B, NotlmplementedError XE&F R HERZZAEEFAENLEZ, % Gemma4 nightly 5
AT GSM8K l; #5448 AFTH DCP x KV-sharing A&, BRDLITES,

4) DCP #REMRA|: Flashinfer + DCP T KV-sharing & 5% prefill GBITEHE
NotImplementedError, BIEER prefill BmFXHAME) , EEEEAA out of scope,
BT RES3E R SR B AR &,

5) Cl &5 ARF%: FEHRE 5 NEIK step group (MI355/H200/CPU Multimodal
Processor. H200 Extra Initialization 38MEEH HyperCLOVAX hyperclovax_vision_v2 iR
B|a]#, L4 Distributed Models & Llama-4 Maverick #1%a1t) , k3N flashinfer.py;
BE&FHHEA 2% Cl FERIER,

« ®m: APM: Gemma4 E2B/E4B. Gemma3n % num_kv_shared_layers > 0 B9fERI &
FlashInfer (& sliding_window=FLASH_ATTN 8RS EHEE) TIRETH, MTP BjE



ERRBES BRI MBS, FREMR gemmad_mtp Z£ DCP prefill T & BR1E AR
W EFHESE draft attention BIFRE, EHRMEKREETEEARATZ., 25N 3E DCP ¥ WL
REETPFRKET R, CPU MIAHERFERE, FE1ZXMHX piece-wise CUDA Graph
eager KIEIERELAE, HIFAMI: #sL KV-sharing BfE Nonel ABE/Eims—R4A,
flash_attn / triton_attn X% encoder 2% A#5| A K/V. rocm_attn B43E None, EbH
o ER TR IRMAEIR, BEREERIVFAROEE NIEK,

« RFARIE: BAWERAGERBATE , T EHNIREE , DCPxKV-sharing 7R X #F ,
W% E None XRILLKFE D

PRINISZS

+ PR #54917 [Bugfix][Gemma] Conditionally create KV projections/norms on KV-shared
layers: 3| AA PR Frf&EY3®y PR: it KV-shared ERFE A% k_proj/v_proj/k_norm 3
A self.attn(g, None, None), fit% FlashInfer T4 K None AR, A~ PR BXTE
HRIMEE, REHIKE

« PR #55789 Revert "[Bugfix] [Gemma] Conditionally create KV projections/norms on
KV-shared layers" (#54917): 5AkEE RRA issue/ BJEER PR, H body iBX
nightly #87584 By AR AR IFEAFAA 2 a narrow fix is preferable to this revert; 1% PR &
XREKREH, dEA PR BNR,

« PR #55871 [ FlashInfer £ &L K/V EKENEBREBE (REEREMETAYH, #
PR#55864 fAEIE) : E8 THREPRINA —AE: K Gemmad MULAE S K/V
, BRRIAEFH; KN PR &AL Flashinfer #EZEBE K/V, HIMFRFER gemmad_mtp B
HKE,

- PR #50439 [Attention] Extend XQA decode support on SMA0: i #A B #52k
vlim/v1/attention/backends/flashinfer.py #J PR, #tER FlashInferImpl.forward &Y
decode 2% (XQA/TRTLLM) IEEFFLUE#, &K PR MR EFZFMN padding § K/V 43
NE,



