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 WEME: BEEEIR, RitLE " RENEREERA "5 " EEERANAMMmIES | AFimE "
EWIEDE, MR, EA. inflight B A GRANEZILE, MEKEZEREXRST
FRASER. BRKESRRK, TELHLETE (K. K. EAS%EMN) BTH
N7 / # I RGERA,

THRES B
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1. ¥ & UvaBufferPool ZFHZEMREK: & viim/v1/worker/gpu/buffer_utils.py B
UvaBufferPool.copy_to_uva() ¥, HIMAKEEI YREAE 0 £EER, U1 <<
(len(x) - 1).bit_length() (BRAR/NFRKESRAN 2 89%) #ZE UvaBuffer, RERHRESE,
FB Y RIFEAL,

2. A UVA BHr#T¥E write_contents 3th: StagedWriteTensor.__init__ $H13E
self.write_contents——{X Y4 uva_instead_of gpu=True IHBIZ¥EEEN 1 B
UvaBufferPool (dtype 5 B#r—2) , &NA None,

3. apply_write #Z BAr4A7: apply_write() $3#& write_contents is None MERA
async_tensor_h2d E&42; ENAA write_contents.copy_to_uva(self._staged_write_con
tents), KERES AN UVA &va E#fL% Triton WAX, HIREF H2D # 0L,

4. MIRELE: tests/kernels/core/test_uva.py #F3& 4 MNNR, ®IE monkeypatch B s
UVA BARRIAA H2D, K / R EARBFE YA ESRIEX. copy_to_gpu
B shape 5 out 23 F#ER M. URET CUDA RfaZEM4Y in-flight 1284 &R EARIE (
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« vlim/v1/worker/gpu/buffer_utils.py (#3k GPU £&4; 2% source; E& core-logic; #&F
5 UvaBufferPool, copy_to_uva, StagedWriteTensor, apply_write) : #2844
UvaBufferPool &g EIE KT8, StagedWriteTensor A UVA BFrETE
write_contents 37 apply_write T B3R, #H H2D #1,

. tests/kernels/core/test_uva.py (B3R UVA MIR; £5| test; £ test-coverage; &5
test_staged_write_uses_uva_contents_for_uva_target,
test_uva_pool_overwrites_exposed_prefix, test_uva_pool_copy_to_gpu_preserves_sha
pe_and_out, test_staged_write_inflight) : 3% 4 AR, BZE UVA AEREZTFAH
H2D. 3K / BRERIEX. copy_to_gpu FEM. UK in-flight &£ GEE, EIE
RN EERE,

X5 UvaBufferPool.copy_to_uva, StagedWriteTensor.apply_write,
StagedWriteTensor.init, test_staged_write_uses_uva_contents_for_uva_target,
test_uva_pool_overwrites_exposed_prefix, test_staged_write_inflight
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vlim/v1/worker/gpu/buffer_utils.py

W E X4 UvaBufferPool iz EEKIZLE, StagedWriteTensor A UVA BAr#TE
write_contents I apply_write FIZ Bk, R H2D # 1,

class UvaBufferPool:

ARG MIRE size, HETE 0 BHK,

AL SAERNER (AFEEK) RIKENZEN GPU 13E, TRLE T AIREIHE AREIE.

def copy_to_uva(self, x: torch.Tensor | np.ndarray | list) -> torch.Tensor:
# BRI T —AMEA, RIIHAEZIEERES
self._curr = (self._curr + 1) % self.max_concurrency
buf = self._uva_bufs[self. curr]
n = len(x)
if n > buf.cpu.shape[0]:
# ZELE: BAN n IR/ 2 ORY K, REEIREEHERBILENL
capacity = 1 << (n - 1).bit_length()
buf = UvaBuffer((capacity, *buf.cpu.shape[1:]), self.dtype)
self. _uva_bufs[self. curr] = buf
# REANURIARANE, #B%IHASEINEGER T
dst = buf.cpu if isinstance(x, torch.Tensor) else buf.np
dst[:n] = x
return buf.uval:n]

class StagedWriteTensor:
def __init_ (self, size, dtype, device, max_concurrency=None, uva_instead_of_gpu=False):
# ... RAVBL ...

new_buffer = partial(UvaBufferPool, max_concurrency=max_concurrency)



self.write_indices = new_buffer(self.num_rows, dtype=torch.int32)
self.write_starts = new_buffer(self.num_rows, dtype=torch.int32)
self.write_cu_lens = new_buffer(self.num_rows, dtype=torch.int32)

# UVA BRREUMEF — NG HFASM; GPU BARREE None £ H2D B&#2
self.write_contents = new_buffer(1, dtype=dtype) if uva_instead_of_gpu else None

def apply_write(self) -> None:
n = len(self._staged_write_indices)
if n ==
return

indices_uva = self.write_indices.copy_to_uva(self._staged_write_indices)
starts_uva = self.write_starts.copy_to_uva(self._staged_write_starts)
cu_lens_uva = self.write_cu_lens.copy_to_uva(self._staged_write_cu_lens)

if self.write_contents is None:
# GPU Br: #4FRA H2D B#, Triton AZRE GPU &F
write_contents = async_tensor_h2d(
self._staged_write_contents, device=self.device, dtype=self.dtype

)

else:
# UVA BAr: BEEIERAERS ANFTEAGTR UVA &9, Bkt H2D #1

write_contents = self.write_contents.copy_to_uva(self._staged_write_contents)

# AZEHILER UVA LB (CPU Af) SABWRIKE

_apply_write_kernel[(n,)](
self.gpu,
self.gpu.stride(0),
indices_uva,
starts_uva,
write_contents,
cu_lens_uva,
None,
BLOCK_SIZE=1024,
MULTI_GROUP=False,

)

self.clear_staged_writes()

tests/kernels/core/test_uva.py

g 4 AR, BE UVA AEBRAZTRAR H2D., ik / a8 AiEX. copy _to_gpu X
M. AR in-flight £& 4 0B 1A, RIEFRMNEERE,

@pytest.mark.skipif(not is_uva_available(), reason="UVA is not available.")
@pytest.mark.parametrize("uva_target", [False, True])
@pytest.mark.parametrize("dtype", [torch.int32, torch.int64, torch.float32])
def test_staged_write_inflight(uva_target, dtype):

"RIEEF generation EHEBE TR A AR ENERAES, "

device = torch.device("cuda:0")

with torch.accelerator.device_index(device.index):



state = StagedWriteTensor(
(4, 4096), dtype, device, max_concurrency=2, uva_instead_of_gpu=uva_target
)
# RA UVA BFrA RAIZE write_contents b
assert (state.write_contents is not None) == uva_target
stream = torch.cuda.Stream()
stream.wait_stream(torch.cuda.current_stream())
pending: list[tuple[torch.cuda.Event, torch.Tensor, torch.Tensor]] = ]
expected = torch.zeros((4, 4096), dtype=dtype, device="cpu")
for step in range(24):
if len(pending) == 2:
# AR ER, SRPHRE E—RIRE
event, snapshot, reference = pending.pop(0)
event.synchronize()
torch.testing.assert_close(snapshot.cpu(), reference, rtol=0, atol=0)
# B KEEKE, BE reallocation fo reuse FEEIZ
length = [3, 17, 1500, 4090][step % 4]
row = step % 3
values = torch.arange(length, dtype=dtype, device="cpu") + step * 8192
if dtype == torch.float32:
values += 0.25
expected[row, 2 : 2 + length] = values
expected[3, 1:4] = step
with torch.cuda.stream(stream):
state.stage_write(row, 2, values.tolist())
state.stage_write(3, 1, [step] * 3)
state.apply_write()
# GPU JHBEE T —H EN A BRAREKE
snapshot = state.gpu.clone()
event = torch.cuda.Event()
event.record(stream)
pending.append((event, snapshot, expected.clone()))
for event, snapshot, reference in pending:
event.synchronize()
torch.testing.assert_close(snapshot.cpu(), reference, rtol=0, atol=0)
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« @njhill &R review FZI: "I think we could just modify the existing UvaBufferPool
rather than introducing growable one. I think it would be compatible. Size can just
be initial size." RN ZFTIE LAY =M,

. @bjf-frz R EE: EXKAEA UvaBufferPool, 1E size MMAMMBEE. HEHKE O
®HREEFELE, MRERER D EH,

EEFOMEET —NRERE: ZEAERZR UVA 2% (REK. FER) b H2D E&1EH
15%, REZERAAN UVA EIZS £ 4RAEEAHER THE H2D Mk,
HHRARE T THEK. TEANEIH,

* @njhill FRAHLE,



« ¥ EIA UvaBufferPool 25| AJRI w38 KM (design): K40 @njhill ZiX, #MFRIR A
GrowableUvaBufferPool, B3 UvaBufferPool.copy to uva() Hi% 2 BRI KE 0 4,

R &5 7
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« NFMIBXEE . UvaBufferPool NEEXFEZAREK, HHAARRAA (
UvaBackedTensor. FusedStagedWriter. StagedWriteTensor) o |BAEALTEIEK BT
BB, ERRAAEERBIKNES GPU reader 1351 IR UVA FLE, wTREIELE|IH%K
BRWE L ERABEL, PR & docstring PHHMER AR ATILELE SR, JRBLE
£7 inflight 375, (ERAFRIKFEE L2,
« WKABEIH: FEPER torch.zeros R EHFEMBL, BEALIERRATHERZELRER
RS MEREBTIURERER (64 TR) BIE 1.9% ARITTHMEFEHT H2D,
- FEIKH: UVA BBZRZ is_uva_available() /37, 3E UVA EERTH, FRERIAMTA
c ABMRA skipif Bk, BENKRBETFETAERTEXT,
- copy_to_gpu ITAZAL: copy_to_uva() ETRERELL self.size ERBREZFET A
, copy_to_gpu() REFRAURMARKEmMIEAEE, MRAEERE, E/IRERETHE
MR BRI LR

« B MRV2 B42HFEFA uva_instead_of_gpu=True B StagedWriteTensor, T &R T
FAE / REARAIKER staged write 5, T BEFRRLEIR apply_write() ZEiR,
« GPU-backed B#rfRFFR H2D B8f2, BRIMTARE, NREHE Ti%,

L METE, % PRRG&T TEMN " HEIREREFRE " BR, 3% UvaBufferPool
BT HEEREN, FLLE WA AT TR,

- MIRBZEFE UVA TR, Cl FERIELEREENRNIEE M,
- RFeARi: UVA PR BHRKIIADEIH , 7P A RRERBORRA A RIE , A%t
BXEEYMEZ AR , (RE UVA TRF LXK
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« PR #55212 [Bugfix][MRV2] Initialize DCP metadata after batch partitioning: R A
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