PR #55738 ZEIRLE

vlim-project/vlim

[Perf] [GLM-5.3-Flash] Dense/masked-MHA sparse prefill for the NoPE (256, 0, 256) layout +
skip the NoPE K concat

& FEFE]: 2026-09-14 17:36

JRXEERE: http://prhub.com.cn/viim-project/viim/pull/55738

PATHRE

« —4]1E: NoPE (256,0,256) #i3Ek £ dense/masked MHA, TTFT &xZ & 8.5%
- WENME: ERFIR, BERSEITEE 96 1T diff —ERBZAMRITREK: (1) AT (256,
0, 256) \TIXE R (192, 64, 256) t kernel, VLXK _is_masked_mha_available &
gk_head_dim == 256 and v_head_dim == 256 Bt&est
get_flash_attn_version(head_size=...) B4F%2 % ; (2) AL BN /FiREFNL RS MNIR

Fik, XE VLM MLA BImRFisnfses; (3) _concat_k_nope_k_pe A% % R El#k

134 MB/layer ¥ Nl B9ERE&——2 X EI AN _compute_prefill_context RIBi% K /E R R i%
MANfEEE, ZEHRAITRAZERZE, BEEE FA4 mask_mod B9 JIT T#ERDO (BERA 7
s) FEM KV R E; HIREE #55385 ANERTEEZEMXEN 7 TELE
fiito

THHES BAL

PR body 3&4H: £FE GLM-5.3-Flash 8 MLA faE Xt FlashAttention prefill EiR5
masked-MHA B £ B£8R K& LA, MLACommonImpl ©FTER No MLA prefill backend
supports this model, F&“every prefill token goes through the per-token top-k MQA
kernel”, 1E& profiling B7R1Z kernel & KV gather By HBM # 55 FR#&|: 16k token chunk T
5.9 ms/layer, HH%) 4.8 ms £45 HBM Ji&E; BIfE 8x2048 X/ batch HE 1.6
ms/layer, i dense MHA REZA 0.2 ms, BFRZEARK kernel BRE[IR T, 1€ NoPE f/EmL
3| BA kernel B2 EUEIRIBNE TTFT Ukzs,

LI AE

1. M NoPE JUe 2| FlashAttention prefill 53 (vlim/v1/attention/backends/mla/prefill/f
lash_attn.py 8§ FlashAttnPrefillBackend.supports_mla_dimensions, +7 4T) : [a
MLADimensions B4 #3EHhn (gk_nope_head_dim=256, gk_rope_head_dim=0,
v_head_dim=256), EA gk_head_dim=256+0 5 v_head_dim=256 (& FfoEH (192,
b4, 256) B9 DeepSeek-V3.2 REAR—A FA kernel, FTAR BHKAIT. THEHHE
kernel 3% ; XERZ < index_topk (2048) & prefill MR token top-k MQA ]33
dense MHA, iX 7 175 #55385 E&AHRE, WEMKE commit b368243 UMEXH &N
Ja BRI,



2. B masked-MHA #iF& % (vlim/model_executor/layers/attention/sparse_mla_attent
ion.py B9 _is_masked_mha_available, +2 1T) : EBZETTAFTMA (64, 512, 256, 0,
256), ZREEZEIINAE: is_device capability family(100) (SM100 family) . JL
e R FEARFAITEL., LK get flash_attn_version() == 4 and not
is_quantized_kv_cache(kv_cache_dtype), ®MEERA: 2k A
FLASHINFER_MLA_SPARSE BME (TP4 T 36k. TP8 T 64k) ZIafy prefill BRE FA4
masked MHA, & 8x32k -7.4% 5 32k BRE = —4.4% TTFT X EXRIR;
_masked_mha_workspace_fits R = ORI1IEF 1L B HAB R,

3. NoPE K concat £2# (vlim/model_executor/layers/attention/mla_attention.py
MLACommonBaselmpl. concat_k_nope_k _pe, +4 4T) : ¥ k_pe.shapel-1] == 0 B’ E
# return k_nope, Bk torch.empty 285 PR Il——GLM-5.3-Flash £ 16k token
chunk 24 134 MB, ZREBHEFTAE MLA A (&% RoPE 8 DeepSeek/GLM-5) #
F, ROPE A X/TAREFRE,; EREBAMN REZREFKE TATEEREASRE", X
EEEZRA S EZRNIEXE,

4. MIRELE (=X, 14 NFFABI) : tests/vl/attention/test_sparse_mla_backends.py
I 5341 test is_masked_mha_available_model _dims (&% deepseek_v32 / glm5
/ glm53_flash_nope =N IEHIES quantized_kv. no_fa4. rope_320. wrong_heads T/
) , FHE gimb53_flash_nope_hd256_v256 fu\
test_sparse_backend prefill correctness, B SDPA £#44& dense MHA. masked
MHA 5 masked MHA + chunked context =# batch;
tests/v1/attention/test_mla_prefill_selector.py #r3&
test_flash_attn_accepts_glm53_flash_nope_dimensions, #i¥N#k validate() ¥i&
(256, 0, 256) @M (256, 64, 256) HEFE; tests/vl/attention/test_mla_backends.py
T3 test _concat_k _nope_k_pe _matches_torch_cat, B rope/nope 231Mtikis 5
torch.cat L%, 3R data_ptr ¥ = no-rope XX R E k nope K&, &
correctness FABIM torch.cuda.get device capability()[0] < 10 By skip &, 3
SM100 PR SPAT,

5. TEE. schema HRABIKz: A PR FHHE flag, BaFRMEALERT; w32
R TE SMA0 TEF #55385 HlmEkLk, B KV ZRE top-k MQA, 1FE RBHK
&7 FA4 CuTeDSL mask_mod Z{RE Triton _scatter topk_single_req_kernel k3
get_warmup_keys 8§ JIT Fi#ER O, BAEELE follow-up.

R

« vlim/v1/attention/backends/mla/prefill/flash_attn.py (#3k FEE K /E3m; KB source;
2K A core-logic; 45 FlashAttnPrefillBackend, supports_mla_dimensions) :
FlashAttnPrefillBackend.supports_mla_dimensions #3& (256, 0, 256), =& MLA prefill
JEERNAT AL E; FmX—IM, NoPE #AE prefill 2 EEE%RE per-token top-k
MQA, % 7 175 #55385 E&, BG4 rebase/ KEMKE Mo

« vlim/model_executor/layers/attention/sparse_mla_attention.py ({3 B EES; %5
source; XM core-logic; &5 _is_masked_mha_available) :
_is_masked_mha_available A% B #3E (64, 512, 256, 0, 256), EBERE 2k-36k/64k
X & #Y prefill & FA4 masked MHA 3£ & token top-k MQA, Z4 PR 33|k &K
Btks; FEIBHRE SM100 family, FA4, FEEM KV =& |45,



« vlim/model_executor/layers/attention/mla_attention.py (3R SEFZ HEZ; 25| source
; KA core-logic; &5 MLACommonBaselmpl, _concat_k_nope_k_pe) :
MLACommonBaselmpl._concat_k_nope_k_pe 3%&/m NoPE BiRE, EFHE—KERTLHE
+ ¥ 0 (16k chunk 4 134 MB/layer) , EERHBRATK THEBASHEZ", BE=EA
RS R N FIEX RN FEEEZIN—4L,

. tests/v1/attention/test_sparse_mla_backends.py (#3k #ESEEA; £F| test; LR
test-coverage; {45 test_is_masked_mha_available_model_dims,
test_sparse_backend_prefill_correctness) : ¥
test_is_masked_mha_available_model_dims (7 AEEf]) HIE NoPE fmEMA
test_sparse_backend_prefill_correctness #] SDPA 2R, EALZEEHRMENEEF
#2; JE&iZ correctness ABIXAE SM100+ $HAT,

- tests/v1/attention/test_mla_prefill_selector.py (&3 FWUEAMEIF; K5 test; LR
test-coverage; 5 test flash_attn_accepts_glm53_flash_nope_dimensions, validate)
: 3 test_flash_attn_accepts_glm53_flash_nope_dimensions, AMR#k validate() &t
K E (256, 0, 256) ##EEZ. (256, 64, 256) 1HHRIEL, BUE prefill FEImAFS HEIRIE R,

. tests/v1/attention/test_mla_backends.py (#3k SFEAEL: £5| test; LR
test-coverage; {45 test concat_k _nope_k_pe_matches_torch_cat) : $3g
test_concat_k_nope_k_pe_matches_torch_cat, rope/nope 1Ll s 5 torch.cat &L
A%, A data_ptr 3 no-rope RE k_nope AEIX—FILIEXEZET K.

*PE/55: FlashAttnPrefillBackend.supports_mla_dimensions,
_is_masked_mha_available, MLACommonBaselmpl._concat_k_nope_k_pe,
MLACommonBaselmpl. _compute_prefill_context,

test_flash_attn_accepts_glm53 flash_nope_dimensions,
test_is_masked_mha_available_model_dims, test_concat_k_nope_k_pe_matches_torch_ca
t, test_sparse_backend_prefill_correctness

RERED R B

vlim/v1/attention/backends/mla/prefill/flash_attn.py

FlashAttnPrefillBackend.supports_mla_dimensions 3¢ (256, 0, 256), & MLA prefill &
AN AOBE R, RFEX—, NoPE AW prefill R E#EEE per-token top-k MQA,
% 7 175 #55385 E&, EE%k rebase/ EERRIE R,

FlashAttnPrefillBackend.supports_mla_dimensions: NoPE JUF#KAT

class FlashAttnPrefillBackend(MLAPrefillBackend):
"""FlashAttention backend for MLA prefill."""

@staticmethod
def get_name() -> str:
return "FLASH_ATTN"

@classmethod
def is_available(cls) -> bool:
return is_flash_attn_varlen_func_available()



@classmethod
def supports_mla_dimensions(cls, mla_dimensions: MLADimensions) -> bool:
# BLENFRLER: JUTE—NMEEREARIEL,
# 8 MLA prefill selector I2 T "supported MLA dimensions" JRHA
return mla_dimensions in [
MLADimensions(gk_nope_head_dim=128, gk_rope_head_dim=64, v_head_dim=128),
MLADimensions(gk_nope_head_dim=192, gk_rope_head_dim=64, v_head_dim=256),
MLADimensions(gk_nope_head_dim=64, gk_rope_head_dim=64, v_head_dim=128),
# 75 PR #13: GLM5Next NoPE # /& (gk_nope=256, gk_rope=0, v=256),
# gk_head_dim = 256 + 0 = 256, v_head_dim = 256,
# 5 L@ (192, 64, 256) DeepSeek-V3.2 iR EFHAR—4 FA kernel,
# FTAX B RBHAT, RNEEEMHIE kernel 2%,
MLADimensions(gk_nope_head_dim=256, gk_rope_head_dim=0, v_head_dim=256),
]

vliim/model_executor/layers/attention/sparse_mla_attention.py

_is_masked_mha_available B4 E ¥ (64, 512, 256, 0, 256), HIERE 2k-36k/b64k X |q]
89 prefill & FA4 masked MHA 23X token top-k MQA, 27 PR 3R B3R UK AW BKED ;
E MR E SM100 family. FA4., JEEAL KV =ZF |1,

_is_masked _mha_available: =3 |1 LfATELHE

def _is_masked_mha_available(
num_heads_total: int,
kv_lora_rank: int,
gk_nope_head_dim: int,
gk_rope_head_dim: int,
v_head_dim: int,
kv_cache_dtype: str,
) -> bool:
"""Check if masked MHA can ever fire for this model configuration.
# %F—3E]: masked MHA R7&E SM100 family (FA4 / CuTeDSL) EHE
if not current_platform.is_device_capability_family(100):

return False
model_dims = (
num_heads_total,
kv_lora_rank,
gk_nope_head_dim,
gk_rope_head_dim,
v_head_dim,
)
# R RFBRBRLERNLTELE;
# head $M 64 BRAR 128. =X rope A 0 BKEX 64 #HSEE MQA B2
if model_dims not in (
(128, 512, 128, 64, 128), # DeepSeek-V3.2
(64, 512, 192, 64, 256), # GLM-5
# A PR #3: GLM-5.3-Flash NoPE;
# gk_head_dim 256 5 L®#y (192, 64, 256) ZR—4A kernel
(64, 512, 256, 0, 256),



return False
gk_head_dim = gk_nope_head_dim + gk_rope_head_dim
if gk_head_dim == 256 and v_head_dim == 256:
# XEBRRBELS KV, TMREL paged-KV 4k,
# BT AR FA selector X head-dim 256 BIZEF
fa_version = get_flash_attn_version()
else:
fa_version = get_flash_attn_version(
head_size=gk_head_dim, head_size_v=v_head_dim
)
#E=3E]: M FA4, B KV cache REEM, FTMME top-k MQA
return fa_version == 4 and not is_quantized_kv_cache(kv_cache_dtype)

vlim/model_executor/layers/attention/mla_attention.py

MLACommonBaselmpl. concat_k_nope_k_pe 3#in NoPE BiR[E, EE—RERTLE + #
I (16k chunk 4 134 MB/layer) , BERIRZATR AREREASREL", BRI KS)
FIEX TN REEEZN—L,

_concat_k_nope_k_pe: NoPE HiR[E

def _concat_k_nope_k_pe(
self, k_nope: torch.Tensor, k_pe: torch.Tensor
) -> torch.Tensor:

Efficiently concatenate k_nope and k_pe tensors along the last dimension.

This function avoids the performance penalty of torch.cat with expanded
non-contiguous tensors by pre-allocating the output and using direct copies.

Args:
k_nope: Tensor of shape [..., nope_dim]
k_pe: Tensor to broadcast and concatenate, typically shape [..., 1, pe_dim]
or [..., pe_dim]

Returns:
Tensor of shape [..., nope_dim + pe_dim]

if k_pe.shape[-1] == 0:
# A PR #13E: NoPE MLA &% RoPE &, BHHRBMETF k_nope,
# BEERETUEERERTLE + # N0
# (GLM-5.3-Flash 16k token chunk #4 134 MB/layer) .
#ER: REMESASHEZREFME (R— data_ptr) ,
#ARAAREIETE Y RILKEEA,

return k_nope

7V
1l

torch.empty(
(*k_nope.shape[:-1], k_nope.shape[-1] + k_pe.shapel[-1]),
dtype=k_nope.dtype,



device=k_nope.device,

if self._use_flashinfer_concat_mla_k:
torch.ops.vlim.flashinfer_concat_mla_k(k, k_nope, k_pe)

else:
# Fallback: Direct copies with efficient broadcasting
k[..., : k_nope.shape[-1]] = k_nope
k[..., k_nope.shape[-1] :] = k_pe
return k
\ \ W
e X FgLe

AT B FIEERD B 2 H / PR B NE = )TN R, Copilot ZE=ANXMH 25|
BT comment: mla_attention.py 89 NoPE B3R[El“changes behavior from 'always
allocate and copy' to returning the k_nope view directly”, ZX*b shape 5 FEZEHMMNR,
; sparse_mla_attention.py BI#T7G2EZ "a hard-coded gate that controls whether masked
MHA can ever be used”, EZ focused unit test Fyib G402 M; flash_attn.py NIFFLEE=
JG#A there is no unit test covering this dimension triplet’s ZJY0516 BEHEFIATX—& (
“@JaredforReal please add some unit tests, the copilot review is right”) , /FEMEE
commit 679cd72 —RMEAST 14 NABI, ZJY0516 & APPROVED,

F—RERREFS GG ZJY0516 IERLA Y suggestion, B GLM-5.x NoPE layout XA
GLM-5.3-Flash NoPE layout; m&EERERERZE GLM5Next NoPE layout (commit
7¢708a8 “name glm5next”) o claude[bot] B PR X B fork B &l review #EZH, K=AER
REW.

{EETE PR body FEMKE T A NKRMER /| FREEAEHER: —F
FA4MLAPrefillKernel.get_ warmup_keys A&#% mask_mod, BN KEREMERE
JIT B2 7 s, J& T pre-existing gap for every masked-MHA model”; —& commit 1 5§
#55385 B 7 4TE LR, H 64k AL prompts B -3.5% Uk is the K-concat removal alone”,
WAIMEEAH T duplicate-work check (#55385 / #54951 / #55222 / #55543 / #53969 /
#55277) , HalA masked-MHA AL # 5 K-concat BB LTES,

c I E R/ RERZED regression test (testing): MEETE commit 679¢cd72 — R PERN
7 14 NG| (selector K. allow-list IEfFI. SDPA £%. concat M + data_ptr)
, ZJY0516 FEje APPROVED,

« NoPE BiR[E5| NREKEH|ZIEX (correctness): BIZITHERMNREZ, WAHERIT
; T _compute_prefill_context 8§ RBIRKREITIC TR BANHIA, BREEHAIAN,

« FA4 mask_mod KA JIT Fi#k (performance): #BAREAL ABRA RO MIEAR PR 51\ ;
YE& 321X “a warmup for the masked variants should be a follow-up before relying on
this in production”, iti¥ K% HRER issue,

c EROE M GLM-5.x IR BRI BARREE (style): HATEEERA # GLM5Next NoPE layout:
gk_head_dim 256 + 0 and v_head_dim 256 run the same kernels as the (192, 64,
256) DeepSeek-V3.2 layout. (J, commit 7¢708a8 “name glmbnext”)



« 5 #55385 By 7 {TE RS (design): BZAIGHEEL . HAML commit EF #55385 %
s EERR, BEENRFS rebase &R,

R &5 7
« RFe:

1. OB AEAREYE (&FE) : 2k-36k (TP4) /64k (TP8) XI|a|#y prefill B per-token
top-k MQA B&E FA4 masked MHA, B RBJUEA. FA4 fRAR KV BEENRE, £
AL ERYT BAHSBRIRRKEHERZAELASRE, &M FERHET prompt-logprob
A/B (4k/12k/30k/60k, meanlAl 0.06-0.12 %t main-vs-main & J& 0.04-0.11) .

needle-in-a-haystack #&&#41 gsm8k (93.10% vs main 93.33%) ; 18 2x8192 #4E &=
1E& B ©HriE ~4% run-to-run noise floor, treat it as indicative only’,

2. REIFKEHLZIEX: concat_k _nope_k_pe ZE NoPE TiRE k_nope &x& (FE—
data_ptr) , MERREE T “BEZEMN + AR, ZEARBALARE, AASZ
MLACommonBaselmpl._compute_prefill_context B context loop, ZELHAALEZLE|
REEEBRME, ETTH k_nope EELHFKE; XEAR PR ERERHSAMANIE,

3. JIT MGR O gAAA: FAAMLAPrefillKernel.get_ warmup_keys k&% FA4 CuTeDSL
BlackwellFusedMultiHeadAttentionForward B mask_mod ZiR5
_scatter_topk_single_req_kernel, FNFHFIKEREMEREL 7 s &iF (
jit_monitor &%) , XEEADO, {EAX PR IBE L REFM masked MHA B2, 47~
BRILERLSWHRK, &TE follow-up,

4. BHREUAMESRNEPE: ZH/UTINERBEREE FlashAttnPrefillBackend.sup
ports_mla_dimensions 5 _is_masked_mha_available F&t, BIhRER &
is_device_capability_family(100) £2%%; SMI0 4% #55385, SM120 &% #53969,
FER—BEEMEE L RE S EEK, R — BRI MQA BIKIA KA,

5. M WBAAE: B4 KV (is_quantized_kv_cache) o FA3 gk E Rk, Hib
fp8_ds_mla EREZEARF|A PR MUkz5: concat_k nope k pe BE2REZ R, BAT
RMaFT R MLA A (RE RoPE 4% KX) .

6. 5 #55385 HE EKEh: commit b368243 B 7 4175 #55385 MR, WELAEEAS
P& rebase MRKITUABEL LT, FEENUFHE. - FW: AP & SM100 (
GB300/B200 %) L2 GLM-5.3-Flash BfERAIEE KV B, prefill TTFT 8x2048
-8.5%. 8x32k —7.4%. 32k/256 c=16 3% —4.4%, decode Fmt5 TPOT & +0.8%
WAZE, gsm8k HELLKITEZETH,; &1 KV IHEBL SMI0/SM120 AF FZE
2R3k, XNA%: MLACommonBaselmpl. concat_k_nope_k _pe IR A &“E 2
ZEIKEZ AN NoPE FBREIASRE", XE2RAEZNREIEXIKRE, SFWE MLA
BASMARARAE,; FiREFZE (BL¥E + _use_masked_mha /
_masked_mha_workspace_fits) BT AXFOMAEL LY BRfKE, EAREE
SM100 family, HIFA: A& PR BT A B4 REHERUTBSEEHR kernel H9EL
AIRER, BEMRXNE. (allow-list ZEMAIERHF + torch.cat EHr + SDPA 5%)
THEEZES AR #55385 (SMJ0) Ao #53969 (SM120) SREEATE, EHE%RES
E— NoPE/ FI/UAHEAHFTEEE —RXMFLEL, - RRIRE: ZOBRERET
e, BRADLEEEE , NoPE BAEAL JIT ik , REKERZIENX , § #55385 &



G
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« PR #55385 [perf] wire FA and FlashMLA for sm30 GLM5Next NoPE SparseMLA:
SMA0 X E— GLM5Next NoPE # R/ 3hiEL, HF prefill/flash_attn.py BB & $E &
BS A PR commit b368243 # 7 1T 2MR; 1FEHEIIE XK EIRIFR—A commit,
BFXAENEEM, B PR B rebase WES T K.

« PR #55737 [Perf] [GLM-5.3-Flash] Use FlashKDA for KDA chunked prefill (1.7-3.8x
faster than the Triton chunk path): E— &=L GLM-5.3-Flash gk PR 2—;
R PR 92328 TTFT/decode ¥#E4RZFE main + #55736 + #55737 Z k measured, W&
HEEZR—FEWNO/RE 4x GB300 / TP4 13k, KB FEE ST,

« PR #53969 [Bugfix] Support NoPE models on FLASHINFER_MLA_SPARSE_SM120
and validate effective topk buffer width: E#E@ ™ gk_rope_head_dim=0 #) NoPE # i
MLA & (GLM-5.3-Flash) , {B& SM120/GB10 B FlashInfer B4, FZHERAFT
rope BHFARIRHE K topk L ; 54 PR B9 SM100 FA4 dense/masked B812 B 4 fmdE
&2, EEE duplicate-work check # BB X 2



