PR #55737 BEIRLE

vlim-project/vlim

[Perf] [GLM-5.3-Flash] Use FlashKDA for KDA chunked prefill (1.7-3.8x faster than the Triton
chunk path)

& FEFE]: 2026-09-14 16:36

JRCEERE: http://prhub.com.cn/vlim-project/vlim/pull/55737

PATHRE

- —A)iE: KDA FUEYI# FlashKDA, HBERE 1.7-3.8 f&

- EE: EERIR. EATERANRITA: —& TBEAE + kA + TRNIEBER
fail-fast] 8953 B 503N (_resolve_kda_prefill_backend) , tbEIEKBRIAND X E &
4&; — & spec/ 3E spec JBE& H workspace & + non_spec_token_indx EXETEI A £
, BETESAIRHARFDIE X (num_accepted_tokens EDRAAE recurrent kernel) BI3ET
£ F chunk kernel BBHAF%; =& ns_out EEEME 5 EHBRRANES, ERERE
AR [EHBEEEMN NRRA G, TEBERHMER, & A XE workspace B&LE
REEHER SR, URETAXNNBENMNR,; MEELRY, wEEINIBRETH
additional_config.kda_prefill_backend=triton —$&[EIR K A/B,

THRES B

PR body FFEitBAXZE [One of three independent GLM-5.3-Flash perf PRs] :
GLM-5.3-Flash B943RFBRIATE chunk_kda_with_fused_gate, BEEREHZ 15
Triton kernel, & prefill ZRHFERIR, FlashKDA BLZ1EAN vliim. flashkda C A
Kimi-K3 MzZHHZANER, BLANER—FERFFI] KDA ## (lower_bound *
sigmoid(exp(A_log) * (g + dt_bias)). kernel A g/k |2norm. raw beta logits) , HEHIT
GLM-5.3-Flash & drop-in B#t, PR AHMISINENEMREE AN 183us—49us (8x2048) .
1371us—787us (1x16384) , F#i&fA [The output is written straight into the layer
buffer (no merge copy) and the pre-sigmoid beta cast is not needed on this pathl]

LI AE

TEANORBE—HRXYE viim/models/glmbnext/nvidia/kda.py (+144/-28) , o238
KDA 2R BHATEEZ M Triton $1%| FlashKDA, RERE Triton /A E:R,

1. BB S5E/113E (B3  resolve_kda_prefill_backend) : M
additional_config.kda_prefill_backend iZEX auto / triton / flashkda, B{EIESEI
ValueError; 8EAHIBTA current_platform.is_cuda(). get_device_capability().major in
(9, 10, 12). head_dim == 128, dtype == torch.bfloat16. lower_bound is not None (
BRI o« ERNIEE flashkda BEZRAHRH BRI RuntimeError 4251, A ZFEIRR
=18E&412; auto WEBEIH FlashKDA, triton KTfR B IREERIEARAEA, X—F BFERET
TBRIMTA: FKEEH GLM-5.3-Flash HELBAK.



2. MERAZ X MK (GIm5NextLinearAttention. _init_ ) : fRATERENR
self.kda_prefill_backend; %¥3| flashkda B3=ET import viim. flashkda C BABRIE % K
, #-H torch.ops._flashkda_C.get_workspace_size(max_num_batched_tokens,
local_num_heads, max_num_seqs) £ _flashkda_buffer_specs ZEiMi&
——(max_seqs, local_num_heads, head_dim, head_dim) 8 final_state (dtype EX
get_state _dtype()[1]) . (workspace_size,) B uint8 TAEFX. W& (1, max_tokens,
local_num_heads, head_dim) B9#IEZF (FITRESHIZN token BIRE) o {EHKIE
ESZF . X% current_workspace_manager().get_simultaneous £/, &SP EHo
BLE o

3. FlashKDA @A % (F3¢ flashkda _prefill) : M workspace BR=E buffer,
final_state #% initial_state.shape[0] #HB|AREZFRFF%K, out is None BRE%RE|
workspace_out[:, :g.shape[1]]; B&/EIEAA torch.ops. flashkda_C.fwd(...), f&EA
a/k/vlg B .contiguous() BlA~ (FlashKDA #E%s#% dense stride) . self.head dim**-0.5
#EHk. A _log.view(-1). dt_bias.view(-1, head_dim). self.kda_lower_bound.
initial_state 5 cu_seqglens BIZELLEBIA, 1Z kernel EIEE R4 gate logits g 54
beta logits, 7 kernel %X 12norm 5HFRI1HHE, B X5
chunk_kda_with_fused_gate(..., safe_gate=True),

4. forward REEIkEEFHEZRKER : attn_metadata_narrowed.num_prefills > 0 Bf#%
self.kda_prefill_backend @ J&——flashkda 4% % ns_out = None if use_spec else
core_attn_out[:, :num_actual_tokens], #AWEES BEEEMEEY, BREFSE
workspace; triton DX R 8 beta= cast_sigmoid(beta_ns.squeeze(0)).unsqueeze(0) 5
chunk_kda_with_fused_gate, EAREN FRBLERGH core_attn_out, &HZEM T
&8 merged K& + PR index_copy_ + BARE] B EEX core_attn_out BFX
index_copy_, E#—X (1, num_actual_tokens, H, D) WA ECE5#0, &ML token AE1
7 fused_recurrent_kda (num_accepted_tokens EIRIEX) , FZB",

5. MAEERERE: ©ENSZAIBREREMNIRAHE; IR
bench/kda_numerics.py (3 naive £S5, meanlAl 2e-5. max 4.8e-4) .
bench/flashkda_vs_chunk.py &, pytest tests/models/kimi_k3/test_kda.py -k
flashkda (FE sanity) , WK 4x GB300 TP4 E# serving E£5 gsm8k /
prompt-logprob / 36-needle ¥&EXttb, /B EANDRA
additional_config.kda_prefill_backend; ROCm 4% (vlim/models/glm5next/amd/...)
TEKRKH,

RS
« vlim/models/glmbnext/nvidia/kda.py (#E3k &MEFE A, KB source; ER core-logic;

5 _resolve_kda_prefill_backend, _flashkda_prefill, GIm5NextLinearAttention.init,
GIm5NextLinearAttention.forward) : ME—EKEH XM, AIHALLRZIR: I KDA FUHEE
fEMTS FlashKDA AR H%E, &KE prefill 4% 4 Jk. workspace M¥l5 spec/ JE spec #
H A HF BRI,
XHEMFS . _resolve_kda_prefill_backend, _flashkda_prefill,
GIm5NextLinearAttention.init, GIm5NextLinearAttention.forward

KR F B]



vlim/models/glm5next/nvidia/kda.py

ME—EIREH XM, AREREIRFBIE: I KDA FUEEIRMNTS FlashKDA AR, 5&K5 prefill
S X4k, workspace MXI5 spec/ JE spec B & FHF AR,

JaImiE S REA IR
def _resolve_kda_prefill_backend(
backend: str, head_dim: int, dtype: torch.dtype, lower_bound: float | None
) -> str:
""Pick the chunked-prefill kernel: FlashKDA (fused CUDA, ~2-4x faster on
SM3A0/SM10x/SM12x for bf16, head_dim 128 and a bounded gate) or the Triton
““chunk_kda_with_fused_gate™ " path. " “backend™ ™ comes from
" “additional_config.kda_prefill_backend™ " (auto / triton / flashkda).""
# BREHSHREERAK, BAERESHEHRESE Triton MAAZER
if backend not in ("auto", "triton", "flashkda"):
raise ValueError(f"Unsupported KDA prefill backend: {backend}")
capability = current_platform.get_device_capability()
# FlashKDA BHIZ CUDA L£J&: SMJ0 / SM10x / SM12x. bf16. head_dim == 128,
# BAERAFERARI] (lower_bound 3E None, GLM-5.3-Flash #2)
supported = (
current_platform.is_cudal()
and capability is not None
and capability.major in (49, 10, 12)
and head_dim == 128
and dtype == torch.bfloat16
and lower_bound is not None
)
# BRI E flashkda BG4 / BERHEIELRER), fARHIHREEREZ
if backend == "flashkda" and not supported:
raise RuntimeError(
"FlashKDA requires CUDA SM90/SM10x/SM12x, bfloat16, head_dim=128 "
"and a bounded KDA gate."
)
# auto: SHELRMEA FlashKDA; triton K3Tfk & |HER/2VE R4 /D
return "flashkda" if supported and backend != "triton" else "triton"

FlashKDA 38 A 3

def _flashkda_prefill(
self,
g: torch.Tensor,
k: torch.Tensor,
v: torch.Tensor,
g: torch.Tensor,
beta: torch.Tensor,
initial_state: torch.Tensor,
cu_seqglens: torch.Tensor,
out: torch.Tensor | None,
) -> tuple[torch.Tensor, torch.Tensor]:
""Fused KDA chunked prefill (FlashKDA): Bz gate logits g™~ fo



JR44 " beta’” logits, T kernel WK g/k 12norm FHEAINA Rl
““lower_bound * sigmoid(exp(A_log) * (g + dt_bias)) ", 5
““chunk_kda_with_fused_gate(..., safe_gate=True) ™ EX—3, """
assert self._flashkda_buffer_specs is not None
# =3k buffer BAEERAM K. workspace manager %&—£ A :
# final_state (KDA JRZ) / uint8 T/ / B&H M EH
final_state, workspace, workspace_out = (

current_workspace_manager().get_simultaneous(*self._flashkda_buffer_specs)
)
# ARRA num_prefill_seqs ZFFEEE EIRA, HEFGRKERY
final_state = final_state[: initial_state.shape[0]]
if out is None:

#RE% (RIRAIRN token) EXE: #H% workspace &,

# Z J5H non_spec_token_indx Bt4tEl core_attn_out

out = workspace_out[:, : g.shape[1]]
# FlashKDA # %% dense g/k/v/g stride; beta #iF row-strided #HARFE N
torch.ops._flashkda_C.fwd(

g.contiguous(),

k.contiguous(),

v.contiguous(),

g.contiguous(),

beta,

self.head_dim**-0.5, # softmax 4E#%, & kernel RERAT g

out,

workspace,

self.A_log.view(-1),

self.dt_bias.view(-1, self.head_dim),

self.kda_lower_bound, # BRI E / TR, #ER config 1

initial_state.contiguous(),

final_state,

cu_seqlens.contiguous(),

None,

None,

)

return out, final_state

B L

SRR — K review B H RS2, ZIJY0516 FE prefill 2% 89 if
self.kda_prefill_backend == "flashkda" and not use_spec: E3Ba] [T remember flashkda
also supports spec decoding?l , EEZFIEE [1 remember not, need more profiling
and optimization on SpecDecode path tho..] ; ZJY0516 MEEELEESESR Iyou
can check this: vlim/models/kimi_k3/nvidia/kda.py, no such guardl , {EEEE [thanks,
will work on it] , F7 commit 674dd959 $BRTFI: JBEP KA FlashKDA 5
workspace £&F. BH non_spec_token_indx BX&TE core_attn_out, 5 Kimi-K3 KDA B#&
EXF, B—FKKRERKE gaby XMENEEN LN RAT --attention-backend
FLASHINFER_MLA_SPARSE (BB recipe #RA, XAFMREEHD? | , (FERFZER
E VLM RE—ANEREA S, i flag RAAENT, LA E R A EERINEHERTT, i



NNNtrance 41 T EFE€IHEIN: =& DGX Spark GB10 (sm_121. armé64. CUDA
13.0) TP3+EP # EXL3 4.05bpw, kernel 2.47ms—0.97ms (2.55x, &=’k contiguous
$0) , FME meanlAl 1.2e-5. max 9.8e-4, #mB3 prefill +6.5%. TTFT -5.1%. HR
decode A&, REI1ZE 23, Copilot MBRXZMREXBEALTE, FEALELZPITER
FEM, &4 ZJY0516 APPROVED,

 FlashKDA BE N B Z AR (spec-decode) # (design): #& not use_spec FI1: &
& %A FlashKDA B workspace 3 £&%. B H non_spec_token_indx EX&tE
core_attn_out, #%#l token RE IR H num_accepted_tokens EIRIE X Y
fused_recurrent_kda, X—Bksh 3k MTP k=1 3% TTFT -5.5~-8.8%. decode
+6.3~+11.3%.,

« auto BRIAB A FlashKDA B9 152 T B4R (design): XA lauto Bah. triton ®E:R,
flashkda EHIEIIREE] ZBRAKEE, BRAXREEREEAREM; ROCm DX ARZR M,

« H AP —-attention-backend FLASHINFER_MLA_SPARSE 2% & TIEBRARE
(question): /E&78%E GLM-5.3-Flash # vLLM BRIRA—NEEAEHE
FLASHINFER_MLA_SPARSE, E R0 flag RAEMW, HAETHKRBUSHEHREZE,

c B=ABEFEIHEI (DGX Spark GB10)  (testing): I FREE IMISIE T URE 5 F(E—
B, WMEH#IA majorin (9, 10, 12) B9 SM121 B = ZH KK,

- BB ERBESIMLEYINGR (testing): T glmbnext & & MR & H,
_resolve_kda_prefill_backend B2 X %5 FlashKDA FBERRZNENIREEATEE;
WAZL ZJY0516 89 APPROVED KR, MARANTLZFF KT,

R 5 B

« R 1) BRIAMTAZEE: auto £ SMJ0/10/12 + bf16 + head_dim 128 EEBRIA¥ET
FlashKDA, HFE GLM-5.3-Flash B KBECERI# kernel; &R gsm8k 93.33—93.25,
prompt-logprob A/B EMEE N, #XIRE meanlAl 1e-5 %, 18 bf16 ULP &REFXT
¥ logprob tbitE EVIRE & T aEE R BB, 2) workspace S ERRY: ZohigiiEia
B max_num_batched_tokens / max_num_seqgs #.%|, _flashkda_prefill B
workspace_outl:, :g.shape[1]] 5§ final_state[:initial_state.shape[0]] #EEFALE H i IE
BRI, —BIXH token FEFHEAELMNE, TTESRFRA ZHME Z PmIEEwREE
, EUAME, 3) B4RED stride B9 N FF4H: FlashKDA &3k g/k/v/g dense, SEEEA .
contiguous() 16k chunk T2 115us/ B ({EEBRWELEMME) , K prefill FEX
oM ASHRBRE, 4) /MNERT BIEE: 1K viim._flashkda_C B9 get_workspace_size
/ fwd B EFEL, ¥ & ABL B SAEMER import SEEITHALIR (F3EHAIR AT
import B fail-fast) . 5) MIRBEEZEHDO: T glmbnext TREN /CI,
_resolve_kda_prefill_backend B4 % %[ (auto/triton/flashkda x X3F / RAX ) KA
BapLIiE, EEARBEEALEE, 6) SHBRNRRAREYA: core_attn_out.index_copy_
JRHE BRI BT BB & MiH % & workspace (ns_out is None) , REREFIEEIHITLE
HEE core_attn_out SHEEEE,

« M. APM: GLM-5.3-Flash # H100/GB200/GB300 %% % #F GPU E prefill TTFT T
R4y 8-13% (8x2048 —12.2%. 2x8192 -13.2%. 8x32768 -8.1%. 2x65536 -7.9%)

, MTP k=1 T TTFT -5.5~-8.8%. decode &m +6.3~+11.3%, H# decode £EARE



(+0.7%) ; BEFABERRE Triton EHFLXZRKENEERR, RAEM: prefill it
EEEZTRERERFIARELHL prefill, BEERFHEI=E workspace (
final_state. uint8 T/EX. WM&+ , HEFSEATHIABEITA
gpu_memory_utilization 8 profiling &, EMERES ROCm BEAZEE (RiK
vlim/models/glm5next/nvidia/kda.py, AMD 4% k) . HFAMl: GLM-5.3-Flash KDA
B45 Kimi-K3 KDA BELZIALH—FRF (A—F &, F— spec BESHHAFTE) , B
#3| AT additional_config.kda_prefill_backend XM ISHBEE®, & #55364 M5 %%
BEMEEEIVEE,

« NFARID: BAATUHREBATER , BRAMTAZTE (auto BA) , ROSEARIINR ,
workspace ZEEESERKBI S |, BRAY contiguous FENLFFEY , REISMEE CUDA T &
ABI

RERIREE

« PR #55364 [Perf] Integrate FlashInfer KDA kernels: E A KDA Ti3& / A##S 53z N TAE
, BA Kimi-K3 3| AT 51 %% --kda-prefill-backend %%k; & PR body BA#UEEE Once
#55364 lands, the additional_config.kda_prefill_backend knob here should move to
that argl , FEEREAND LEZUKSK,

- PR #55736 GLM-5.3-Flash decode %8 PR (RAF|I=FZ—) : A PR B2 IRMEREIT IR
HRLL main+#55736 AL (#55736 R5h decode) , BWHEHMBK GLM-5.3-Flash
prefill/decode BIR AL, ML WEEESFHF %,

« PR #55224 KDA conv X E refit /&8 : PR # duplicate-work check ¥ Eah#Zxt:diZ PR

( T#55224 is the KDA conv weight refit fix] ) , FIARBEEEE LI, EBTRHE— KDA
IRBARITE &,

« PR #55235 [ROCm][Perf] Tune MiniMax-M3 decode top-k for short contexts: &R
. BEAETRE kernel MEREASL + MEEL B EEUKE + DNSEEMRATE, TTEANX IR
VLLM 3HR TR ERAL kernel B3R BUEMBATN &,



