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PATHRE

« —A]3E: A NVFP4 E1L8Y DSpark ERERNNERS gathered top-k %% Triton W%,
EEMEH Markov kBEEERI IR, #Be2RmEREN,

« WEME: R PR ZE—NH4FEHSERE (Nemotron 3.5 Lightning NVFP4 DSpark) #9%#
TheEih e, 52T ERENE K gathered projection. % Triton RAZRIRITHEET (
gather — decode — scale — dot — scatter 2f&) , MRABEXR S (FE—HKMHE. F
A EER, RN, CUDA Graph) . BIUEEUTAZE: (1)
_nvfp4_gathered_bias_kernel B4 Triton 523, ¥EA# packed NVFP4 ByF T 4K f#Ad Fn
block-wise R ELERE; (2) modelopt.py FARERBEZIEE qwen3_dspark.py 2VkZ#E
HEE A N; (3) CodeRabbit i+ &IME assert—ValueError, values clone. CPU
is_cuda EBF=NEHMEEE.,

Th RES EAL

DSpark 8 Markov 3k3#3¥ markov_w?2 R 4EMEXTER logits BT RBIRE. HiZsEM
# ModelOpt W4A16 NVFP4 EfbE, E L packed uint8 + per-group scale &fiE, Tix
% BF16 BHEMEMER weight[index] BEERGl. RABRELTIREIT (B2 NVFP4
gathered %¥F) , BELAFELNRARREMNBRI, mEHRE top-k HRKEME. PR body
BAMATE 4 : "With a quantized W2 Markov head, those rows are stored as packed NVFP4
values plus per-group/global scales, so they cannot be indexed and used as ordinary
dense weights. The selected rows must be gathered and dequantized before the
correction matmul. This is required to run nvidia/NVIDIA-Nemotron-3.5-Lightning-30B-A
3B-NVFP4-DSpark."

TR

1. Triton RAZEZE, (vlim/model_executor/layers/quantization/utils/nvfp4_emulation_utils.
py) : #3E _nvfp4_gathered_bias_kernel, A program %E—/ (request,
candidate) X, WHZAME packed NVFP4 RREAT, FA _e2ml_inline ZFRAEIS A BF16,
‘A per-group FP8 scale #1 global scale R &b, 5 Markov R A A& 2R ¥ B IEE
E 2| base value £, &AESTE logits XN E, BEEEFTIE
_nvfp4_gathered_bias_impl (B + kernel JBE) . _nvfpsd_gathered_bias_fake (
CUDA graph fake 5Z¥) . WUA&3A direct_register_custom_op SEAHY
nvfp4_gathered_bias A3t API, EBMEE T dequantize_to_dtype ¥ CPU tensor Li%



A Triton B2 AFRIRT (Rbn tensor_fp4.is_cuda #%&) ,

2. REHSRB S5 mEHBEB (viim/model_executor/layers/quantization/modelopt.py) : &
ModelOptLinearMethod.process_weights_after_loading ® #3284, U
layer._retain_weight_for_gather A True BLAXE XN W4A16 NVFP4 Bt, % packed
weight. weight_scale. weight_global_scale B persistent=False buffer FX1% 8 &
layer £, Fi83E group_size, XFHREIEBIRLE packed RS kernel.repack &
B2E%K,

3. EARMAIE (viim/model_executor/models/qwen3_dspark.py) :
DSparkMarkovHead.__init__ #73¥¢ retain_weight_for_gather 2%k (&
config.dspark_draft_topk 2&3E None JRE) , F7E apply_bias_gathered H3E &4
A% YREAN NVFP4 Big& /dtype ¥5#E BF16+CUDA &40, E#RAR
nvfp4_gathered_bias; TN EIERE| dequantize_to_dtype REMEBHHAT baddbmm_ +
scatter_, ERRBEAHWERT REMHNEENRE,

4. MiRE = (tests/vl/spec_decode/test_dspark_topk.py) : F3=ANNHR:
test_gathered_markov_bias_dequantizes_selected_w4al6_rows (3#ZF|3HIIE NVFP4
gathered BZHIR BN EMME, EE CUDA 1 CPU EIR) |
test_nvfp4_gathered_bias_rejects_non_16_group_size (3IEJE 16 group size By
ValueError) . test_nvfp4 _gathered_markov_bias_kernel_matches_reference (&%
FALIIE Triton NS 55 LM EIE—ME, & CUDA Graph &M  BRAMRK
_markov_head 3HBHREHAN ST T _retain_weight_for_gather fn is_w4al16_nvfp4 BMHEW
B,

R

« vllm/model_executor/layers/quantization/utils/nvfp4_emulation_utils.py ({3 /T HE
; 2R source; ER core-logic; &5 _nvfp4_gathered_bias_kernel,
_nvfp4_gathered_bias_impl, _nvfp4_gathered_bias_fake, nvfp4_gathered_bias) : #Z:&»
THE: FH NVFP4 gathered bias Triton WAZ. impl/fake $#H3&fo B & X E-FFM

« vlim/model_executor/models/qwen3_dspark.py (#3k DSpark ##: 5| source; £#
core-logic; 5 DSparkMarkovHead.init, DSparkMarkovHead.apply_bias_gathered,
Qwen3DSparkModel.init) : #RMERK: DSparkMarkovHead B NVFP4 gathered %k

PHRERERERE

« vlim/model_executor/layers/quantization/modelopt.py (#3k EfbinEk; 2£8| source; 3£
A data-contract; &5 ModelOptlLinearMethod.process_weights_after_loading) : &X&E
R¥: £ ModelOpt MEBRAZTRE packed NVFP4 ARE &AMt gathered &3 (E H

. tests/v1/spec_decode/test_dspark_topk.py (#3k DSpark Miz; 25| test; FEH
test-coverage; {45 test gathered_markov_bias_dequantizes_selected_w4al6_rows,
test_nvfp4_gathered_bias_rejects_non_16_group_size,

test_nvfp4_gathered_markov_bias_kernel_matches_reference) : MiXEZ: NVFP4
gathered B&/2 B3R B 3RICIE. ERAM Ang(E—3M

XS nvfpd_gathered_bias_kernel, _nvfp4_gathered_bias_impl,
_nvfp4_gathered_bias_fake, nvfp4_gathered_bias,
DSparkMarkovHead.apply_bias_gathered, ModelOptLinearMethod.process_weights_after



_loading

KR Fr B]

vliim/model_executor/layers/quantization/utils/nvfp4_emulation_utils.py
BT B 3 NVFP4 gathered bias Triton A%, impl/fake 2 fo B & X A

@triton.jit

def _nvfp4_gathered_bias_kernel(
markov_ptr, packed_weight_ptr, weight_scale_ptr, global_scale_ptr,
values_ptr, index_ptr, logits_ptr,
stride_markov_b, stride_markov_k, stride_weight_v, stride_weight_k,
stride_scale_v, stride_scale_k, stride_values_b, stride_values_j,
stride_index_b, stride_index_j, stride_logits_b, stride_logits_v,
alpha, TOPK: tl.constexpr, K: tl.constexpr, NUM_BLOCKS: tl.constexpr,

"I (request, candidate) f8fF, BUTUTHE:

. M index ®hnEk Y AIEEIE Y vocab_id

. ¥ 16 7t& block HE# AL, M packed NVFP4 RREF K 8 ¥ (16 A nibble)
. A _e2m1_inline RF R #EML A float32

. kA per-group FP8 scale #1 global scale %2R EfL

. 5 Markov R A &3& block mfRFRKAn

. base_value + alpha * dot 8RB IE/EH logit

7. ¥EEEEETR logits B vocab_id L&

[ O R GV

candidate_id = tl.program_id(0)
request_id = candidate_id // TOPK
candidate = candidate_id - request_id * TOPK

# 3L RMREAIE R id
vocab_id = tl.load(

index_ptr + request_id * stride_index_b + candidate * stride_index_j
).to(tl.int64)

block_ids = tl.arange(0, NUM_BLOCKS)
byte_ids = tl.arange(0, 8)
block_mask = block_ids * 16 < K

# hEk 16 ;&K block X HY 8 & packed NVFP4 FRE
packed_offsets = block_ids[:, None] * 8 + byte_ids[None, :]
packed = tl.load(
packed_weight_ptr + vocab_id * stride_weight_v
+ packed_offsets * stride_weight_k,
mask=block_mask][:, None], other=0,
)
# AR E 4 LA 4 L nibble
low = _e2m1_inline(packed & 0x0F)
high = _e2m1_inline((packed >> 4) & 0x0F)
decoded = tl.interleave(low, high) # [NUM_BLOCKS, 16]



# IR B per-group scale
raw_weight_scale = tl.load(
weight_scale_ptr + vocab_id * stride_scale_v + block_ids * stride_scale_k,
mask=block_mask, other=0,
)
weight_scale = tl.cast(raw_weight_scale, tl.float8e4nv, bitcast=True).to(tl.float32)
global_scale = tl.load(global_scale_ptr).to(tl.float32)

# f0Ek Markov AR EH AT block-wise R

element_ids = tl.arange(0, 16)

k_offsets = block_ids[:, None] * 16 + element_ids[None, :]

k_mask = k_offsets < K

markov = tl.load(
markov_ptr + request_id * stride_markov_b + k_offsets * stride_markov_k,
mask=k_mask, other=0.0,

dequant_weight = (decoded * weight_scale[:, None] * global_scale).to(tl.bfloat16)
products = dequant_weight.to(tl.float32) * markov.to(tl.float32)

block_sums = tl.sum(products, axis=1)

dot = tl.sum(block_sums, axis=0)

# B IEFHEATER| logits
base_value = tl.load(
values_ptr + request_id * stride_values_b + candidate * stride_values_j
).to(tl.float32)
corrected = base_value + alpha * dot
tl.store(
logits_ptr + request_id * stride_logits_b + vocab_id * stride_logits_v,
corrected,

)

vlim/model_executor/models/qwen3_dspark.py

BRMIERR: DSparkMarkovHead B NVFP4 gathered o kZBHEENR ERBEE

def apply_bias_gathered(
self,
markov_embed: torch.Tensor,
logits: torch.Tensor,
values: torch.Tensor,
index: torch.Tensor,
scale: float = 1.0,
) -> torch.Tensor:
" top-k Y logits AN Markov TR E .

Y markov_w2 A NVFP4 24X ER#HE CUDA + BF16 &8,
RS Triton R4, TNERA LR EME baddbmm_ + scatter_,

if self.markov_w2._retain_weight_for_gather and self.markov_wZ2.is_w4al6_nvfp4:



# R3EEE4Z: CUDA BF16 fused Triton kernel
if (
current_platform.is_cudal()
and markov_embed.is_cuda
and markov_embed.dtype == torch.bfloat16
and values.dtype == torch.bfloat16
and logits.dtype == torch.bfloat16

nvfp4_gathered_bias(
markov_embed,
self.markov_w2._nvfp4_weight_for_gather,
self.markov_w2._nvfp4_weight_scale_for_gather,
self.markov_w2._nvfp4_weight_global_scale_for_gather,
values, index, logits, scale,

)

return logits

#IEREEZ: ARENBLEST, BITEREMREH
flat_index = index.reshape(-1)
packed_weight = self.markov_w2._nvfp4_weight_for_gather.index_select(0, flat_index)
weight_scale = self.markov_w2. _nvfp4_weight_scale_for_gather.index_select(0, flat_index)
weight = dequantize_to_dtype(
packed_weight, weight_scale,
self.markov_wZ2._nvfp4_weight_global_scale_for_gather,
dtype=markov_embed.dtype,
block_size=self.markov_w2._nvfp4_group_size_for_gather,
swizzle=False,
).view(*index.shape, -1)
else:
# REMWRE: BEERSI
weight = self.markov_w2.weight[index]
if weight.dtype != markov_embed.dtype:
raise RuntimeError(
"Gathered Markov projection requires unquantized weights or "
"retained ModelOpt W4A16 NVFP4 weights."
)
corrected = values.unsqueeze(-1).clone() # clone E B KR values
corrected.baddbmm_(weight, markov_embed.unsqueeze(-1), beta=1.0, alpha=scale)
return logits.scatter_(1, index, corrected.squeeze(-1))

SN

1. CodeRabbit: ¥ assert 254 ValueError (B%44) : CodeRabbit 3&H
_nvfp4_gathered_bias_impl F#] assert £ -O R T SWHEIR, TEEFEK GPU B,
ZEIIE group size A ILECAEYRT = X8 ValueError, 1E& RM/E,
_nvfp4_gathered_bias_impl T3¢ k % 16 = 0 f7 weight_scale 4 E R LE IS E KA
raise ValueError,



2. CodeRabbit: fallback &2 values #RMMEER (BEXN) : CodeRabbit £ corrected
= values.unsqueeze(-1) 5 values £FE A&, baddbmm_ SEMMAEEL caller = WLAY
values K&, NVFP4 kernel B812 R values RMEEk, 1B fallback BZ&BK, 1EEBE
A corrected = values.unsqueeze(-1).clone(),

3. CodeRabbit: CPU tensor & is_cuda_alike FF& Eiz A Triton B2 (BXRN)
dequantize_to_dtype R REAE current_platform.is_cuda_alike(), 7 CPU tensor
+ CUDA ENMZE T SEBIRIAN Triton B2, BEAREE tensor_fp4.is_cuda, X
K commit 2eladdbacadb6f285d3f3551b6d56d0b06f3ccac F 1B E =&,

4. benchislett: X4 kernel XALER: reviewer 2RI nvfpd_gathered_bias_kernel
LIRS docstring, REBANAZEYER T, 1EE BEERARATRM T HHH docstring, #
RT BF16 #7 NVFP4 LA ER UK fused BRI EM,

« NVFP4 kernel 235 R # A ValueError M3E assert (correctness): BEXRM, k % 16 #n
weight_scale £E & KA raise ValueError

- fallback 42 values FKEW R HMEEK (correctness): BR, B8R corrected =
values.unsqueeze(-1).clonel()

« CPU tensor % is_cuda_alike F& Lz A Triton dequantize 42 (correctness): B3R
, BEARNKE tensor_fps.is_cuda, JTRIEL commit 2eladdbac

« Triton kernel &> XA%5E% (documentation): B0, AT #48 docstring iR
gather — dequantize — dot — scatter A2

R Fe5 %
o RS
1. Triton RAZEMEREE: NVFP4 RENEER BF16 B, MRABFIEIRA rtol=1e-2,
atol=6.25e-2, X TR scale ELMHNRE, HEMRETRBHITM. AZIE k %
16 == 0 B group_size=16 Bf" A, HAMEEFE fallbacks
2. REBREHANEFY: _retain_weight_for_gather=True £%/MEE packed weight.
weight_scale. weight_global_scale =13 buffer (persistent=False) , XFKiFA&iE
A (48 128k vocab) , XKML 128k * rank/2 FFHPUINEH & Ao
3. CUDA Graph 3#%M: AAZER direct_register_custom_op SEMF1R4E fake impl,
3218k X ¥ CUDA Graph 33K, MR PRI T batch_size=1 B35 &, % batch
CUDA Graph &2 MR
4. LA BIE Triton BS/2RIR CUDA + BF16 dtype, ROCm. FP16. CPU #2
fallback. Fallback B&1289 dequantize_to_dtype 7£ CPU {3 Triton 523, MEAE
ERTREE,
5. ModelOpt #8&: process_weights_after_loading T8 buffer 12 18 B K H
ModelOpt B kNvfp4Static % &5 group_size B, ModelOpt A& TEEEZR B HE,
< B
1. AP ®m: 1€ NVIDIA-Nemotron-3.5-Lightning-30B-A3B-NVFP4-DSpark 17 #4
draft top-k ShEE™T A (BRI T EIE T fallback BIAR A BFEREMRIK)  MHEEMIR
BR BF16 B2 T TPS A Y 3-4%.,



2. R4 (X" DSpark IZHLARFD 2 PR Markov 3k, AR ERER AT, Hihik
HUARRD A R Bk 3E NVFP4 E10LEE1R, TE S F A model_executor B quantization fo
model ¥R,

3. FRA®mH: NE4: NVFP4 S/ ERIERNARL PN AZES T 9 £ HH gathered
projection R, Triton RAZLZILTIEA LM packed EMRE + MR BRENSE,
- RFEARIE: BOBRARTE |, EMRERNK , Triton RAASERE

PRI

« PR #56011 [CI][Test][Spec Decode] Fix CI failure of Qwen3 Omni DSpark loader
mock: [EJ& DSpark ZEHARFLTHEEL, 152 Qwen3 Omni DSpark Mn#kBAELUNIRS CI
B

« PR #54371 [Qwen4Exp] Support UVA PLE-offload and Engram tensor parallelism: [
BAER S0 5 AR AR X 4FME, F R qwen RFIER P EN T IF



