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vlim-project/vlim
[Bugfix] [KV Offload] Validate SWA coverage at unaligned cache-hit boundaries
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# vllm/distributed/kv_transfer/kv_connector/v1/offloading/scheduler.py
# 7 GroupOffloadConfig &% 738 7 3%
def load_window_size_in_chunks(self, num_tokens: int) -> int | None:
window = self.sliding_window_size_in_chunks
if isinstance(self.kv_cache_spec, SlidingWindowSpec):
assert window is not None
# Lookup rounds the right edge up, but allocation retains the
# window ending at the actual hit boundary, possibly one chunk left.
#ITEEMBER, WUEERMNTTHRLA
right_padding = -num_tokens % self.tokens_per_chunk
# Y REOKN, BRBEERDE QR 1 + EAATE BRI
window = max(
window,
cdiv(
self.kv_cache_spec.sliding_window - 1 + right_padding,
self.tokens_per_chunk,

)

return window

# _sliding_window_lookup A A& & T E, F initial_window_size £k
def _sliding_window_lookup(
self,
keys: Sequence[OffloadKey],
sliding_window_size: int,
reqg_context: ReqContext,
initial_window_size: int | None = None, # ¥ 53K
) -> int | None:
""Return the end index (in “keys~) of the last run of
“sliding_window_size™ consecutive hits, scanning from the end.
The first run may need a larger window for a partial rightmost chunk.
Returns 0 on miss, None if the backend deferred a lookup."""
defer_lookup = False
consecutive_hits = 0
#VBE O TREE R, DULIERXTTEA MR
required_window = initial_window_size or sliding_window_size
for idx in range(len(keys) - 1, -1, -1):



match self.manager.lookup(keys[idx], req_context):
case LookupResult.HIT:
consecutive_hits += 1
# ... Hfth case KIE ...
# 73| MISS =X RETRY B, ¥4 required_window & AFREKR/N
if consecutive_hits == required_window:
return idx + required_window if not defer_lookup else None
return consecutive_hits if not defer_lookup else None

tests/v1/kv_connector/unit/offloading_connector/test_scheduler.py
MR, F3E T ISR T PR RAanSE 0 AN EYINR,

# tests/v1/kv_connector/unit/offloading_connector/test_scheduler.py
# TG AT R BN R K

@pytest.mark.parametrize("boundary", [3840, 3904])
@pytest.mark.parametrize("eagle", [False, True])

@pytest.mark.parametrize("left_state", ["present”, "missing", "pending", "loading"])
def test_swa_offload_window_covers_unaligned_hit(boundary, eagle, left_state):
"""A smaller SWA group can move the hit inside another group's CPU chunk."""
#OMRIRE : B REIRA/N KV 2754 (FullAttention, SlidingWindow,
ChunkedLocalAttention)
groups = ]
for i, (block_size, window) in enumerate([(256, None), (64, 128), (8, 128)]):
# ... 8122 KVCacheGroupSpec ...
# 1L CPU #03E 72 S An il B 28
manager = CPUOffloadingManager(num_blocks=100)
sched = OffloadingConnectorScheduler(spec, config, kv_cache_config)
# AE— NEARE token FAnIRrEA HIEK
request = MagicMock()
request.num_tokens = request.num_prompt_tokens = 4353
# ..  REFERRSOEGFF ...
# RBIIE: TR 3904, LEAEMBIRELTE "present” b, TR B NIELHIER N E
external, load_async = sched.get_num_new_matched_tokens(request, 0)
if boundary == 3904 and left_state = "present":
assert external == (0 if left_state == "missing" else None)
assert not load_async
return
# A TFRIIER, BIEMBESEET A LENEE OR
if boundary == 3904:
assert {swa[14], swa[15]} <= job.keys # Hafrik 14 fo 15 L ES

# BN IR E 0 KNS ERE RN E
@pytest.mark.parametrize(
("middle", "expected"),
|
(LookupResult.MISS, 2),
(LookupResult.RETRY, None),
(LookupResult.HIT_PENDING, None),
(LookupResult.HIT, 5),



1,
)
def test_sliding_window_unaligned_initial_run(middle, expected):
sched = _make_scheduler_with_lookup({3: middle}, default=LookupResult.HIT)
# £ initial_window_size=3 @A _sliding_window_lookup
assert (
sched._sliding_window_lookup(
to_keys([1, 2, 3, 4, 5]), 2, _EMPTY_REQ_CTX, initial_window_size=3
)

== expected
)
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