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14 ANEVIABD , review F hmellor 38 i XHAEAEST Buildkite job . KZAKE
Cl $4T, TEEERK fe7f18a FHHEMKR, PR JA diff UkskA 3 /7. BREILRE 9 NE
SRR ET viim/vlim-openai-cpu:v0.28.0-armb4 51%.
SmolLM2-135M-Instruct (float32/eager + —override-generation-config '
{"temperature":0,"max_new _tokens":16}') ZE—%¥# CLI BRE3TIT, BER 3 LK /

6 FtEEAN, B8/E 9/9 BXRE 6 APBRAMBEFTHIRE; pre-commit (& Python 3.10
mypy) 33,

5. ARE®WE: FME —quick/—max-tokens BIRHIBIT AN EL—3K; ARSI prompt/token
KIERIKTE (& completion prompt 15 400) ; FANGLSHRE NS XK.
—stats/stream_options ZERZ R,

R

« vlim/entrypoints/cli/openai.py (#&3k @447 A8 A source; ER core-logic; &5
ChatCommand.cmd, CompleteCommand.cmd) : PE— RAG Rz X4, BEEAK PR 23 3
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ChatCommand.cmd: ERNZE prompt FEEEEHK SR, RKEBH —quick R EEFRREF
A,

class ChatCommand(CLISubcommand):
""The “chat™ subcommand for the vLLM CLI."""

name = "chat"

@staticmethod
def cmd(args: argparse.Namespace) -> None:
model_name, client = _interactive_cli(args)



stats = args.stats
conversation: list[ChatCompletionMessageParam] = ]

# ~—-system-prompt> &E®LH "is not None™, A& PR it “—-quick™ 5235
if args.system_prompt is not None:
conversation.append({"role": "system", "content": args.system_prompt})

create_kwargs = {"model": model_name, "stream": True}
if stats:

create_kwargs["stream_options"] = {"include_usage": True}

#BEL 1: RELIE if args.quick:”, ZXFRF BN ABRAE,
# T2 “vlim chat —quick "'~ KBTHEIRIFER DX, FEATEH input 7E3F,
# EEIE stdin R TAHE stdin REMIEAFP ERLEHNEHEE.
# BKER Cis not None™ J&, & prompt RA—R, #EZE5ERAREIHH K
# GZREIMIFEZE chat user SHR) &
if args.quick is not None:

conversation.append({"role": "user", "content": args.quick})

stream = client.chat.completions.create(
messages=conversation, **create_kwargs

)

output = _print_chat_stream(stream, stats)

conversation.append({"role": "assistant", "content": output})

return

# REMH “—quick” HIEXZL2ARE: MRAEBZTIRBORE AN EJER
print("Please enter a message for the chat model:")
while True:
try:
input_message = input("> ")
except EOFError:
break
conversation.append({"role": "user", "content": input_message})

stream = client.chat.completions.create(
messages=conversation, **create_kwargs

)
output = _print_chat_stream(stream, stats)
conversation.append({"role": "assistant", "content": output})

CompleteCommand.cmd: -—-max-tokens 0 REHERRRER, FB(ES5ZE prompt FRRFFHELL
AR %530

class CompleteCommand(CLISubcommand):
"""The “complete” subcommand for the vLLM CLI."""

name = "complete"

@staticmethod



def cmd(args: argparse.Namespace) -> None:
model_name, client = _interactive_cli(args)
stats = args.stats

kwargs = {
"model": model_name,
"stream": True,
}
#BES 2 JREIWE Cif args.max_tokens:™, ~0° BYHRRIZMH,
# EREFTHMAT max_tokens, BREIHTFEIZ -—-override-generation-config”
# BOBRIAEFRAERR (SZMARR 16 A token) o B&AK “is not None® J&,
# “-—-max-tokens 0~ RRMESL, HRFHRETEHDHN 400 REHEHFE—
# BRI, ARSI token/prompt BIEHL I KA AL BT o
if args.max_tokens is not None:

kwargs["'max_tokens"] = args.max_tokens
if stats:
kwargs["stream_options"] = {"include_usage": True}

#BE S 3. 5§ ChatCommand B, “-—quick '~ FRBHAAZ TR,
%2 completion prompt AEARE A 400 F£4 (BREBITHERELRT) o
if args.quick is not None:
stream = client.completions.create(prompt=args.quick, **kwargs)
_print_completion_stream(stream, stats)
return

# kwargs EEFSMAE. EIFRER, BEbAKshRZmiERSE,
# AREREEIFRERRBE BN
print("Please enter prompt to complete:")
while True:
try:
input_prompt = input(">

except EOFError:

break
stream = client.completions.create(prompt=input_prompt, **kwargs)
_print_completion_stream(stream, stats)
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