PR #55681 SZEIRE

vlim-project/vlim
[XPU][Tests] Enable test_per_token_group_quant_int8 on XPU
&¥Btla: 2026-09-11 15:59

JRSCEESE: http://prhub.com.cn/viim-project/vlim/pull/55681

TR

« —A)iE: XPU BKFF int8 2B EMINR, ZREAFEEEN

 EME: BAERENEMIERE: EE—ARA 5 TR, EEERNTER
BIRE R, F—, FETFIERNKE XNERETHRIIN] mMAE [AHEFTA CUDA]
, H current_platform.is_cuda_alike() or current_platform.is_xpu() &3i&; #£=, &%
Y8 E %— A current_platform.device_type, 5[ X4 test _per_token_group_guant_fp8
RIF—K, EWREEAE—FHAMNIR, X PR BARIFOETRAMER; ZFRE QMR A RE
, BEIEALE XPU LiZABIERRBEEZT Triton ERREEZAMIEFELTHAANZ, HFEEKFHF
T & GPU BRBkst) B9fRIPS

TN EES BAL

PR body B8 H & : test per token group_quant_int8 was gated on
torch.cuda.is_available() and hardcoded device="cuda", so it never ran on XPU even
though int8 utils.per_token_group_quant_int8 already has a Triton fallback for any
non-CUDA-alike device, commit message 3#t—31BH: The skipif guard and hardcoded
device="cuda" left this test CUDA-only, Wt 2t MNE FE XPU EARTHUT (£
Triton E3R) , ZAMHREEFHNFEHEIE XPU #4EIIHN, BTNRS LMEARTLERESEKNE
BELBEZR, Test plan AHEIEIEEE Intel Arc Pro B70 (XPU) EHITZAFIEE 6
passed (META 6 skipped, JRERE CUDA not available) ,

SCEL AR

1. EBEANOE5RE: B—&ksh X2 tests/kernels/quantization/test_per_token_group_qu
ant.py, BKEI{EE & test_per_token _group_quant_int8, ¥ 5 1T. MR 2 4T, £FE
PRI S RIETHNEEHE L, MREARR S EE—ITRI,

2. BRI REETHRM] A [FFEER)] . @pytest.mark.skipif(not
torch.cuda.is_available(), reason="CUDA not available") ¥ & A
@pytest.mark.skipif(not (current_platform.is_cuda_alike() or
current_platform.is_xpu()), reason="Only test on CUDA/ROCm/XPU."), 18X _EM [3X
BN ARA CUDA &l T BEXNMHMENEARTFEZELRZE CUDA-alike 3k XPUJ , M
fiik ROCm § XPU £B|IR—FITF, REIHRLE CPU SRIEIEE 3,

3. WERRNTE R XHBE A B 3EX 55 device = "cuda" XA device =

current_platform.device_type; commit message BAXZ to derive the device the



same way test_per_token_group_quant_fp8 does, BVE AR X4
test_per_token_group_quant_fp8 ELXAMNFE BENERN, BHE—NXHEHINHEM
WEAE,.

4. THE import 5RFEMN: KPR RA +5/-2 & 7 TEXE, BIFETIIR (4 1THE.
TATRIRR) AR &AT (1 473, 1 ATRIER) . RABEFEAES import &4, A
current_platform BIEARE G AFWEE X4 EMNRER; EHb A FEI LK.

5. MIRLEME S RIERE: 28HMBE 3 A shape ((32,128). (64,256). (16,512)) x 2 A
group_size (64, 128) = 6 NABI, SEEREE 6 passed BEITR; MR N IRIBE
¥ patch("vlim.platforms.current_platform.is_cuda_alike", return_value=False) #4J3&
Triton £FREZ, ARRAIENR M. %A Cl BLEKF. BRAEZREHK schema &
B, ISIERH Buildkite Cl #87633 543 XPU SZHLE R,

R

. tests/kernels/quantization/test_per_token_group_quant.py (13t B4MR; 25| test;
A test-coverage; &5 test_per token_group_quant_int8) : "E—BkEh XA
test_per_token_group_quant_int8 By skipif F L5 REHREWEKANFEEEN, #F XPU
BORFAIAPUTIZA B, BAREZFHEENESIEKR,.

X5 test_per_token_group_guant_int8

RPERAD B

tests/kernels/quantization/test_per_token_group_qguant.py

ME—BRBNXXM; test per token group_quant_ int8 By skipif SRS REHEWKANFLEEE
Rz, £ XPU BRI ABATIZAR, ZAREZREENSIRKIR,

@pytest.mark.parametrize("shape", [(32, 128), (64, 256), (16, 512)])
@pytest.mark.parametrize("group_size", [64, 128])
# L ERH: @pytest.mark.skipif(not torch.cuda.is_available(), reason="CUDA not available"),
# REBEANZATH CUDA REMEMRBY, XPU ERMRPITRXZAB];
# ZEJS: RAE CUDA-alike (CUDA/ROCm) = XPU F&HUT,
# AR (Jogh CPU) AR, #eiRREK,
@pytest.mark.skipif(
not (current_platform.is_cuda_alike() or current_platform.is_xpu()),
reason="Only test on CUDA/ROCm/XPU.",
)
def test_per_token_group_quant_int8(shape, group_size: int):
# XBKN: FAEE% "cuda", RARMYRIFE (XPU EBF "xpu") ,
# 5 R XX+ test_per_token_group_quant_fp8 B4R ERENT 7 N ARFF— K.

device = current_platform.device_type

torch.manual_seed(42) # BEEFMNMTF, RIEFNERRESERIZLEE—MHRBA

num_tokens, hidden_dim = shape

# T’ 8 BAIMESERE, ik int8 EUNENEEERZEEHNE

x = torch.randn((num_tokens, hidden_dim), device=device, dtype=torch.bfloat16) * 8



# WOMBR/Z: CUDA EA%LH int8 WAZ; XPU L is_cuda_alike() A False,
# ANXBEER| Triton EBRSIIM—XERA PR FEE XPU L& = 191455
out_q, scale = int8_utils.per_token_group_quant_int8(

X,

group_size,

)

# 228842 18 is_cuda_alike() patch X False, RHIFLERIZEER Triton LI,
# 7£ CUDA LEME [FRMZ vs Triton] BIRXXRE;
# 7 XPU EFORIARASM, BIA Triton BIEMRE,
# TEMMERRIEIZNAZBEE XPU L9miFHEESIR shape/group_size A&
with patch("vlim.platforms.current_platform.is_cuda_alike", return_value=False):
ref_q, ref_s = int8_utils.per_token_group_qguant_int8&(
X,
group_size,

)

# AMbRMIEM A LR FRAZKNEARRAR, BESTHRABRE
assert torch.allclose(out_g.float(), ref_g.float(), atol=0.15, rtol=0.15)
assert torch.allclose(scale, ref_s, atol=0.01, rtol=0.01)

AT K

% PR B0itiLEE R E, A HIEAREIN: claudelbot] FRLAH E—HA#E TR — This pull

request is from a fork — automated review is disabled, Z=REX B fork WEERH BE)

BATE, EEHIFE T Qclaude review FEEf&A —XMEE, MARIRME,

coderabbitai[bot] BYE 42 No actionable comments were generated in the recent review

, BRRBHITHITEE, ALME ymall %% LGTM 3# A% @jikunshang PTAL,

jikunshang FE/z APPROVED, FRALEIFEHRE TITHIFE (review_comments_count 4 0)

o VEEMGAT /ci run itk CI, github-actions[bot] Bl Triggered Buildkite CI #87633

for commit dOa196ae4d9b, EAE MERFMIRAARZE + WABREHRE] B9E AR,

« EARIBATL#F#LEE (other): B TLGTM + =8 ZRHIAl A RRARE, REXIEFER
T 895 &,

- fork k)R PR BB EEWEH (question): i% PR SZFMKH Buildkite C1 5 RALEIFEHH
ALHB, BSEMNFEREAMR, K=ETHTITL,

« Cl i R 5L F (other): & AR BSEA— Cl §—R XPU SHRIE, B CI EEEE
XPU WAZ A BIARETTS T AR,

R 5 B

- Afe:

1. FRIBXZATRER R GPU SRR M: |BSF I torch.cuda.is_available() XA
CUDA R torch FEL ), GPU Bt LBk, I EREFEER,
current_platform.is_cuda_alike() ZEXEIFRT TEEIA True, REMESPUT
torch.randn(..., device=current_platform.device_type) %MK, X2 LA



ek [FEERH) HRHRANTAZR, BTIHERAEMIZEE @ EFRE,

2.XPU Lt EZ 24 EAIR: #NERZE XPU LAXN is_cuda_alike() A False SZfrE
L E Triton EIER, fEE£EIZ XA patch(..., return_value=False) 3& &£ [ —52,
PEERZE XPU L&Y, BrS3BILA Triton BAM + RIFTHAN BIREIE, H 8
JEBA XPU BAELTH int8 AZEM T F &4ttt

3. MBS TREZ A MR ZE . B =@ A torch.allclose(..., atol=0.15, rtol=0.15) 5§
atol=0.01, rtol=0.01 MEMEZE, ¥ RERFEEWREERMN Triton SLIAE
group_size=128 SFHE L HAGMIRE, NHRESRRBTENMLERE,

4. IRHINEE XPU BASIBOESIE: 1% R Intel Arc Pro B70 Bf FI83F, XPU CI BE 2
T KA EBURT Buildkite XPU Fi&; —E XPU BAZIERAL, XEABISEHTR [T
APAT] RS EN,

5. TEEAARSAE~NRE, RN EXAEHETFIERMME. MHAES API ZREMNIE, BAFPMTH
X, - BH: XAFPSALERS: LMW, KPXIE tests/ BRF, REKE
int8_utils.per_token_group_quant_int8 B JkiBHE. RIAEE SR, NA%S Cl:
XPU FKEHHE 6 NEFRPUTHERABG], EHRTKEAWE skip W= AL, BTEEXR
%3, EB CUDA/ROCm EWMPTSHRM e A=A CUDA k&l XA TF&A4
CUDA-alikel , &M GPU CI L EM. FHE: LT DIHRRERNS F B,
H current_platform.device_type + is_cuda_alike()/is_xpu() ¥|E] HNEEERN, L
Intel GPU 48X B9 EONR o ARG LARZE ;. (B BTt iR R IP & kA F & Al 2 W ZEHUH
RETLREAFENBTZE, - NRire: (R EE , FEIBEREXZN , XPU L&
EMEARR , KESMR XPU I0IE

K ERAK L

« PR #54968 [XPU] Add forward_xpu to Mixer2RMSNormGated and
FusedRMSNormGated: FJ& Intel GPU {£gERk%: #RAEN XPU Jaimtih LEEEREA (—A
E W forward_xpu %, —MNEMAZE XPU EARTHRUTEONR) , H£RMES XPU A T34
REfRZ / MRBRE ) &M IR,

« PR #55352 [CPU] Speedup LM Head on Arm CPUs: EI#¥% &3k CUDA JE3na RAZE
, BLEMEEK tests/kernels/ THAZMNR; 54 PR #F [EmETARZ + XRNIREE]
WITEER, "MEABERNRYT B RESL,



