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@pytest.mark.skipif(
not current_platform.is_cuda(),
reason="This test only exercises the CUDA Marlin path.",

)

@pytest.mark.parametrize("bits", [4, 8])

def test_ wnal6_cuda_high_bit_skips_humming(monkeypatch, bits) -> None:
"""4/8-bit int stays on the Marlin/GPTQ/AWQ path even on CUDA so a single

nun

model can mix high-bit Marlin and low-bit humming layers.
called = {"humming": False}

# AT mock {REEEIMFE4rE, TiAFIE AutoGPTQLinearMethod AR
# NELRERANEE, FIZMRAREERIEN CUDA B4 LiBfT,
monkeypatch.setattr(current_platform, "is_cuda", lambda: True)
monkeypatch.setattr(current_platform, "is_xpu", lambda: False)
monkeypatch.setattr(current_platform, "is_cpu", lambda: False)
monkeypatch.setattr(

"vlim.model_executor.layers.quantization.inc.schemes."

"inc_wnalé_scheme._build_humming_linear_method",

lambda layer_config: called.update({"humming": True}),

method = INCWna16Scheme().get_linear_method(
make_config(),
object(),
"model.layers.0.mlp.down_proj",
make_layer_config(bits=bits),

assert called["humming"] is False
assert isinstance(method, INCLinearMethod)
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