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< EFESIE: EF/REFE, EAVNEETIN R SE: EAEIEENBAL vs BE
B BEX XS, UREMDEAFIERKGHERESIGEEFFIZIR. FEEEE, BEE
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ThRES EAL

PR body BA#$E i : Three log lines hardcode "GPU" regardless of the active backend,
which is misleading on the CPU backend (and on XPU/NPU), Xt issue #55614 8458
1-3 I, EER AR #42479 REBENIURE . BWIFREILIE GPU Eimpy =T XN B
BRBLESLRE, MAZIEAFE CPU E&3|“GPU KV cache size XK 1215 o

SRR

TEANOZ=AHERAANXERER, 2 EH vliim_config.device_config.device_type (
Be B H3E B BARNT, TR IFEIRE)

1. vlim/v1/core/kv_cache_utils.py: Bt HERZREREM update_kv_cache_capacity() £8
BAREDE) "GPU KV cache size: " B&A "%s KV cache size: ", #3¥ device type =
vlim_config.device_config.device_type, FRA=7t&ZAR "GPU" if device_type =="
cuda" else device_type.upper() £RIRE, X# CUDA/ROCm (34 E4R cuda) RIFRFE
, CPU/XPU/NPU B R&EBARER&E%,

2. vllm/v1/metrics/loggers.py: 5% A HEEBAIRESRE LoggingStatLogger. _init__
XM HE self.kv_cache _device, MEEBNEBELEERST,; ME
_log_iteration_details() B9ZFERHEFn log() BILEHEERIE "GPU KV cache usage" #
A "%s KV cache usage", HENEZTFE, EIRKEZBIKSKBIMER, RIEAKHEALE
—

3. viim/v1/metrics/perf.py: MFU BAr s ML PerfMetricsLogging.log() & "MFU: %.1f
TF/s/GPU %.1f GB/s/GPU" B R "TF/s/device -+ GB/s/device", YEEWIE MFU HHEKRIX
tp_size/pp_size, & per-rank EZX, /device BRBAIMIEFENRES, REAERRELIK
£FE,

4. BRESSEEIES] THIENRA X, 1EEE x86 CPU EinAMMZIF XL T revert/apply
SR B EMEEAFITRIE, Issue #55614 % 4 W (E4 & Prometheus FE#x



vlim:estimated_flops_per_gpu_total %) #EAMRAERR, B REIRIA scraper,

R

« vlim/v1/core/kv_cache_utils.py (#3R KV &7 ; 5| source; £ core-logic; &5
update_kv_cache_capacity) : BahEt KV 255 E HE update_kv_cache_capacity() &
AR ANT Z—, X device_config.device_type =T EKIARIRE R ERE,
CUDA/ROCm &R E,

« vlim/v1/metrics/loggers.py (#3k FitHE; 25| source; £ core-logic; HF5
LoggingStatLogger.init, LoggingStatLogger._log_iteration_details,
LoggingStatLogger.log) : LoggingStatLogger ARG KV £ R EBENEL,
AREMER —RMIRE kv_cache_device #FE ALK, BAEEIHE,

« vlim/v1/metrics/perf.py (#3& MEgEFEFR; KB source; A core-logic; &
PerfMetricsLogging.log) : MFU B EREB(LE /GPU 2XA /device, 1RIL per-rank RZE
BB X, BARBAL vs REIRE HIRT IR GTE A,

XEFE: update_kv_cache_capacity, LoggingStatLogger.init,
LoggingStatLogger._log_iteration_details, LoggingStatLogger.log,
PerfMetricsLogging.log

R F B

vlim/v1/core/kv_cache_utils.py

RBE KV 25888 HE update_kv_cache capacity() EARKEIEADZ—, #EiT
device_config.device type =T RARIKEREIZ, CUDA/ROCM R#F/EXE,

def update_kv_cache_capacity(
vlim_config: VIImConfig, kv_cache_config: KVCacheConfig

) -> None:
"R RIFHHEAENTEE KV cache &, "
#ITE AN token REBJAHLE, H&RFE cache_config tHRE B EH
num_tokens, max_concurrency = get_kv_cache_capacity(vlim_config, kv_cache_config)
vlim_config.cache_config.kv_cache_size_tokens = num_tokens
vllm_config.cache_config.kv_cache_max_concurrency = max_concurrency
max_model_len = vlim_config.model_config.max_model_len

# R ERBM device_config Jk4&: CUDA/ROCm ¥ LR "cuda", R#F "GPU" JRE;
# CPU/XPU/NPU &5l & B KE&&% (cpu-> CPU) , BEHERS
device_type = vlim_config.device_config.device_type

device_label = "GPU" if device_type == "cuda" else device_type.upper()

logger.info_once(
"%s KV cache size: %s tokens,
"Maximum concurrency for %s tokens per request: %.2fx",

device_label,
f"{num_tokens:,}",
f"{max_model_len:,}",
max_concurrency,



)

vliim/v1/metrics/loggers.py

LoggingStatLogger ZRASSNR KV EELEABENBEE, AOREMER —RMEIRE
kv_cache_device #E REIFARE, HAEEITH,

class LoggingStatLogger(StatLoggerBase):
def __init_ (self, vllm_config: VlimConfig, engine_index: int = 0):
self.engine_index = engine_index
self.vllm_config = vlim_config

# MEER—RMERERERE, HEREBEE5RBCAEBEEAR;

# ROCm RI# LR device_type == "cuda", Eb=TRANGFEE "GPU" BRXE,

# 3 CUDA 3% (CPU/XPU/NPU) #IE&E B KB REL

device_type = vlim_config.device_config.device_type

self.kv_cache_device = "GPU" if device_type == "cuda" else device_type.upper()
self._reset(time.monotonic())

self.last_scheduler_stats = SchedulerStats()

# . AR RILRIETE .

def _log_iteration_details(self, scheduler_stats, engine_idx):
# ZFRAEXR: EERD "GPU" #E% self.kv_cache_device
logger.info(
"%slteration(%d): %d context requests, ...
"iteration elapsed time: %.2f ms%s,
"%s KV cache usage: %.1t%%%s",
self._log_prefix_for_engine(engine_idx),
details.iteration_index,
details.num_ctx_requests,
#...
" (dummy)" if details.is_dummy else "",
self.kv_cache_device,
scheduler_stats.kv_cache_usage * 100,
encoder_msg,

def log(self, log_fn=logger.info, log_prefix: str = ""):
# AECEER: AHERAMENEFNRE, FRIERLHE —3K
log_parts.extend(
["%s KV cache usage: %.1f%%", "Prefix cache hit rate: %.1f%%"]
)
log_args.extend(
[
self.kv_cache_device,
self.last_scheduler_stats.kv_cache_usage * 100,
self.prefix_caching_metrics.hit_rate * 100,



vlim/v1/metrics/perf.py

MFU BEBEALH /GPU B /device, 1R per-rank IREHE X,

PR FIBT B9 AZ & T R

def log(self, log_fn=logger.info, log_prefix: str = "") -> None:
if not (
self.total_num_flops_per_gpu
or self.total_read_bytes_per_gpu
or self.total_write_bytes_per_gpu

return

now = time.monotonic()
delta_time = now - self.last_log_time

# MFU i+ &% tp_size/pp_size 2 PE/5 41T, BT per-rank HEXE;
# A ERNE B MIERENRS, APMER /device
# MARFERKESL (20 CPU/XPU) , BAESGEHITNES
if delta_time <= 0.0:
avg_tflops_per_gpu = 0.0
avg_gbps_per_gpu = 0.0
else:

FEARXM BAL vs BE

avg_tflops_per_gpu = self.total_num_flops_per_gpu / delta_time / 1e12

avg_gbps_per_gpu = (

(self.total_read_bytes_per_gpu + self.total_write_bytes_per_gpu)

/ delta_time
/ 1e9

log_fn(
"%sMFU: %.1f TF/s/device %.1f GB/s/device",
log_prefix,
avg_tflops_per_gpu,
avg_gbps_per_gpu,
)

DAL
PR XA LMK reviewer WP, BZOARETERE A PR iR E .

« coderabbitai Ea1# & : No actionable comments were generated in the recent review.

. RIFHTZRBAB R,

c SEERE (EEBR) : MFU 472 per-rank X, BT B MIERERL, FLA
/device MARFERAEL; RNZEFREHNL Prometheus AFFFEFR, E A renaming
them breaks existing scrapers and needs a maintainer decision on a

deprecation/alias path”, ¥ j5 48 hER3H*,

« EANAE: %BIPE markme itk /ci run JEEEE APPROVED, REE Thank you, #tBAEK

= PR AN E A ARAK o



« MFU 4TEAU3%3%F /device MIEFE 4 (design): XA /device fEA MFU BAu;
CUDA/ROCm FFE&Z| TF/s/device ik TF/s/GPU, &THA EWIEXMEIE,

- ZIZHMR Prometheus IARE®E (design): REARKIE, (FERRTEEEMERGH; B
TEABEY API FREMS FORK,

« CUDA/ROCm it R MARIE (correctness): CUDA 5§ ROCm HEXERIFRFE, LTH
IR,

RS B
o NS

cBROMREE: B EXERNEABREEN, device_type.upper() BIkAZBE R H
BRAKRZWERIP; EREK device_type iEBEXZAM (FlHn#FEIE cuda B9 GPU BI4)
, FTREEMEEYI,

- HEBTFERENRNKE: GPU KV cache. TF/s/GPU. GB/s/GPU &34 &k 2R 0 in B A
grep BRARMNT, AORPKA CPU -, /device EXEHALS LK, BAHIERERE API,
{83+ CPU/XPU/NPU F P BT L4k,

+ device_type.upper() B ZRBE: EHEBIR device_type RFEITRF (0 cpu — CPU)
, BERRBALZE/NGE, WMBHTRAFETM; LEI ROCm 17 cuda 2%, REF

X
",
CWHEAR: FFRRIEE. BERMAEE, CUDA BARMEREEXE EHERG
{8
B

« RFMl: CPU/XPU/NPU Einty H ST EZRA, FHEINGPU X7 R,
CUDA/ROCm R F 522 R4,

- RGN REERBERE, LM RESITHEMN,

« EIRAMl: K issue #55614 545 4 M (Prometheus ¥64rEk&) XIE TR, BARK T W
BRRZEAMRMNHEEXE, HMEREFEFARBOLAFEA,

- RFSART: SROMIREE , BSBITRERNG , ATMEXREE

KERIKZ:

« PR #55624 [V1][Metrics] Support Sliding Window Attention (SWA) and hybrid layers
in MFU/MBU estimation: [E2X viim/v1/metrics/perf.py, BE% MFU &5 B EIEniig
3%; A PR ¥ MFU BfudiEft, BmERE MFU "IN st £,

« PR #56791 [Bugfix] Trim stale consequence claims from unannotated-eagle warning:
B 2K vlim/v1/core/kv_cache_utils.py, BTRE—"BEEEEMRME"EK MR, HH X
kv_cache_utils # H &% H,

« PR #50894 [Bugfix] Scale KV page size for hidden states extraction with TP: [&2k

vlim/v1/core/kv_cache_utils.py 8 KV ZHFF B A FZEXER, BT ZXHNREEIK
%,



