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PATHRE

« —A]3E: A DeepEncoder 2R F B AR SN EMREER Triton WA, HKR 384MiB g8
A EH LR 52%,

< EESE: Z PRES/KEIR. CRRT —MEIEIRE] (384MiB IGET4EL) BlA &1t (
fusion vs. SDPA) BE| BRI (Triton WAx) HITZEMEREEIARE, RERITAREHE
© 1) £ online softmax #% materialization; 2) TR EMALERIZM3E B SR DURIE
ERaME; 3) RIFIME A M@ (% torch.compile) FABEAFE, MRAEZLE, BEHKES
Mk, RERIEA CUDA E A,

THHES BAL

DeepEncoder IABXHML BT B NTE 64x64 @REEAM, S¥F rel_h 0 rel_w BFF A [B,
heads, HW, HW] HIZE&mE, ™4 384MiB B BF16 IR NELE. XE—NEEHNARFE
{Efo M BERF, &R PR MIBHHLZEILBES Triton ABEMRX —Ilgito 8, RNBEEEAITE
3R, PR body HERFAFEH : 'Its 64x64 global attention therefore materializes a 384
MiB BF16 temporary.'

SRR

1. ¥ Triton AAZSRBEIE: & viim/model_executor/models/deepencoder.py #1523, T
_deepencoder_rel_pos_attention_kernel 2 deepencoder_rel_pos_attention &%k, W%
XA online softmax MR key/value, TEEA BLOCK N &M FmE rel_h 2 rel w
BRI, BEETEREFBENIEREADET, BRT IULHMETEN dense bias 4
[:8

2. {88k RelPosAttention 25: 4 RelPosAttention. _init__ 40 use_triton_attention %%,
T forward 5%, MRIFE self.use_triton_attention Fa current_platform.is_cuda_alike()
REEREFTE Triton BREZRAEZRA W SDPA B2, T Triton B2, €% rel_h fo
rel_w #1T squeeze HIELLINEL AAZEA L ) B AR,

3. A% DeepViTBlock ##a1k: 7 DeepViTBlock. init__ &, #R¥E window_size == 0 B 5}
R E use_triton_attention=True, WHR{XSFEFTEAFERMMAREZ, EFFEARHER
SDPA.

4. FOMRE EEMIR . H138 tests/models/multimodal/test_deepencoder.py & & (B
M. EIRITH. CUDA BHHEREIZ =, 3 benchmarks/kernels/benchmark_deepencod
er_rel_pos_attention.py #t{TEF R EE R NMEEEX L,



5. XML RIBIFEFE KB, BRATRERIL NS HE| deepencoder.py ¥,
AIZANZAX DeepEncoder EH,

R

« vllm/model_executor/models/deepencoder.py (#3k DeepEncoder & ; 35| source;
KA core-logic; &5 _deepencoder_rel_pos_attention_kernel,
deepencoder_rel_pos_attention, RelPosAttention, DeepViTBlock) : #ZWRES X4, &
SR Triton WA, BB XA RME KGR RelPosAttention 3, EARMMKER
LI EAR

. tests/models/multimodal/test_deepencoder.py (#3k MiREH; 25| test; LR
test-coverage) : FIERVMIRXHF, BETHRESMME. ERITAH, REEIEF CUDA
FREM, ERIEHRACEFMERNXE,

« benchmarks/kernels/benchmark_deepencoder_rel_pos_attention.py (3R MEEEAE;
K7 other; KR benchmark) : FEEYEREEENRAXH, AT =1 Triton AZE R
SDPA BREZMMEEER, AR IBELIELE,

XS _deepencoder_rel_pos_attention_kernel, deepencoder_rel_pos_attention,
RelPosAttention.init, RelPosAttention.forward, DeepViTBlock.init

R F B

vlim/model_executor/models/deepencoder.py

RoWIRAD S, BAAFEH Triton A, B BERUAZRBS KGR RelPosAttention 2, 2K
RARACH) T B S BEAK,

# M RelPosAttention.forward Z AP IREREIZ AL X, BIR Triton BBRHRAEZE
def forward(self, x: torch.Tensor) -> torch.Tensor:

B, H, W, _ = x.shape

# ... (gkv iTEAE )

a, k, v = gkv.reshape(3, B * self.num_heads, H * W, -1).unbind(0)

rel_h, rel_w = None, None
if self.use_rel_pos:
rel_h, rel_w = add_decomposed_rel_pos(
q, self.rel_pos_h, self.rel_pos_w, (H, W), (H, W)
)

q = q.view(B, self.num_heads, H * W, -1)
k = k.view(B, self.num_heads, H * W, -1)
v = v.view(B, self.num_heads, H * W, -1)

if self.use_rel_pos:
assert rel_h is not None and rel_w is not None
# RERR A WREFTF A ERIFRIEER
use_triton = self.use_triton_attention and current_platform.is_cuda_alike()
if use_triton:
# Triton B&12: ¥ REIKE squeeze B EHRME N U ILE NAZTAEA



x = deepencoder_rel_pos_attention(
a, k, v,
rel_h.squeeze(-1), # BKRSRNEE
rel_w.squeeze(-2), # BREZRNERE

W, self.scale,

)

else:
# R4k SDPA B2 MERERELE
attn_bias = (rel_h + rel_w).view(
B, self.num_heads, rel_h.size(2), rel_h.size(3) * rel_w.size(4),
)
x = F.scaled_dot_product_attention(q, k, v, attn_mask=attn_bias)
else:
x = F.scaled_dot_product_attention(q, k, v)
# ... (311 reshape Ani% B EEL )

PR AL

BT IR E P ERAL ZHIF L, WHFE IsotrOpy ¥ 'we're deprecating

torch.compile gradually', BERARRG|IAZET torch.compile B FlexAttention 7 £, 1F&

Levius-Fubuki F2AR S IRIXEZIME A Triton RAZ, 83| 'Sounds great' WEE., B—Nx§E

BEREXMAAEL, IsotrOpy 1IN 'Since only deepencoder uses this kernel, let's put it at

model implementation instead', TRARZEANELE| deepencoder.py H, CodeRabbit &%

BT RERIERHZN, BRIEFMAEANIANKE (q, k, v, rel_h, rel_w) #ER—

CUDA &#&E, ZEWHWRAH LI,

« BRF EHEFF: FlexAttention vs. £ Triton WA (design): #XF FlexAttention FE, %
BAER Triton AL ERERS, #%E5| A torch.compile 1R,

c ABRXHALE . XM vs. WERERE X4 (design): & Triton WAZAIE 3 88 REKEHIK
TE deepencoder.py ¥, BEBREMRE, £AZSEER TR R XK,

BB EM . XISIE g/k/v vs. BIEFTA AN (correctness): BB XK, &
XA ENMAKE (g, k, v, rel_h, rel_w) BR&EM—KMEIIE, FIRTIIEE
CUDA iKkEBER—KE L,

o BAMHIRE £RERAEIE (correctness): BEEERMAEERE, HIRELZRIENE FFHEH
AEIRRKE SRR, FELIEEEHMA.

R -5 B
o S
1. BERERK: Triton RAZER float32 Rz exp2 FHREIZH, 5K SDPA B
T REREMNKEE R, PR PIRENBEARLXIREEN 9.77e-4, 3T BF16 HIBTH
%, (BFEXTEFRIRRMAT WFEE M,
2. FEMRE: HALKZTHRIREAN CUDA FP16/BF16 B head_dim=64, WEk3k
DeepEncoder RS E L £ T, EEEHAZLHN BLOCK D ¥ &,



3. M Triton RREEHAER X4, BRBD THEREURS, (EHEgmT
deepencoder.py BIEE ., WERREHMBERFTEZLMNRML, TREZEMALENR
o

.«

1. Xt 1 DeepEncoder 224 (3 DeepSeek-OCR) WA FEIREE ZMIETE M AE
#’A CEBRALRERA 52%) A/ EARME (RRSBEM 384MiB [&E 6MIB)
2. A% XE— N EERREEENMRA, FEW vLLM BN H K H AR,

BRTERERRT BT EHREME,

3. XE: BrTHERREHA Triton RAZBEMRER SDPA BHTIEREMARITER, XREKHEM
BEASEME, FREBL T ERS|AN torch.compile IR A REK, - REIFIE: &
REERTE  BUERESR , BHFEMRN

R ERBKEE
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