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MTRE

« —A)iE: A MFU/MBU 3| \BEEREEEIK, B SWA #AEIRE

- EME: EERE, SHEZMEEER. ZE2ALK v metrics IFHIRZ, EXEF=L
: (1) SlidingWindowAttentionParser.parse() BI= 0 X BRRHERERBERAR (
Gemma 2 B4mED, layer types fREREIZRIA 2 SWA] ) ; (2) AttentionMetrics F [
2RBEHEFD. BEZBERU pp_sizel AT ERIT, BRI BCH B9 M T BUE R %
BABEDRHER (BXANFAREIRE dict[str, int] RATEEZSL) ; (3)
ExecutionContext F R B R EMRESZFFERKADNRAZIT—REALZE)T, & O
RAERAME, ERY BRIEIREEABITFERN, BN —1NE5ESL profiler 1T#0t8E
B e2e RIS, FHHIAETA MLA + SWA SBAEE ST RIFEHITIK,

THRES B

issue #38170 REE 8xH20 LFa Step-3.5-Flash Bt —enable-mfu-metrics %43 MFU
55.81%, i1 MiniMax-M2.5 R& 32.61%, EZBEFREK; issue tFEEMEIFA: MFU Sit
%A % & Sliding Window Attention (SWA)I #n 3% J& Multi-Token Prediction (MTP)I
. FFF|BT Step-3.5-Flash B9 MFU & T5FrME, PR body #t—# &1: SWA BEF token &%
RZ&E min(context_len, sliding window) /> token, 32k/128k £ TFXE 4096 & OROEE %
% FLOPs & fd 8-30 f&, decode MMEx KV-cache A B RIMEE &6, EiE#Hih MFU/MBU
; EEHZ PR t)RAEARR perf.py ® [TODO: discern cases where we have mixture of
different attention layer types such as SWA, MLA, etc.] X&HFIRE,

LI AE

1. ZEANDO: BT B, AttentionMetrics.get_parser() 3REH ParserChain 7
BaseAttentionConfigParser() 5 AttentionQuantizationConfigParser() = a3 AF 89
SlidingWindowAttentionParser(), /¥ A AttentionDetectionParser —
BaseConfigParser — BaseAttentionConfigParser — SlidingWindowAttentionParser
— AttentionQuantizationConfigParser, AttentionMetrics # pydantic % & il 32 R
TODO 538, #3E sliding_window: int | None = Field(None) 5 num_swa_layers: int =
Field(0, ge=0) AANFE, component_type() 53R E "attn", SEIMERBERZE .

2. E FXEB: ExecutionContext 3ginZFERKBAMS H O &M, dataclass F3E requests:
list[tuple[int, int, bool]] = field(default_factory=list), add() ZEEMEA R & ENREE
i (num_tokens, context_len, is_prefill); #3g



total_token_context_product(sliding_window=None). prefill_context_len_for_window().
decode_context_len_for_window() =A%, ¥ sliding_window is None Bt B #E3R ElJR
AREGHE (REE. ZEE) , REFAE DR EZEERAEIFM min(context_len,
sliding_window) &, EIE SWA R BERTAT AW ENINE A B Ao

3. BEEEBMAHNT: SlidingWindowAttentionParser.parse() =X HlEBEER, & 0O K/INEE
model_config.get_sliding_window(), AZHE3R vlim_config.cache_config.sliding_wind
ow, E model_config.disable_sliding_window A BB BEERTE O AR, }:ik?ﬁ/\/\—ﬂ‘é
——B R hf_text_config.layer_types %] &It 41+& F & "sliding" 8E; model_type =
gemma2" BRHERBLEME (num_layers + 1) // 2 (26 B = 13 B) ; ﬁ%ﬁ%ﬂﬂ’]ﬁi

(Mistral. Qwen2.5) M ALEE SWA, ZHELEEEE args.sliding_window /
args.num_swa_layers, £ model_validate 3 A\ AttentionMetrics,

4, FeATitE: REEIFES AttentionMetrics, get_num_flops_breakdown() 5
get_read_bytes_breakdown() BIEJREKH) TC = ctx.total_token_context_product() &
TC_full = ctx.total_token_context_product() (R&MT) &5 SWA BERANE O&kE; B
ML RFESA L_full = L - num_swa_layers 5 L_swa = num_swa_layers J&,
per-GPU Bt & BRI pp_size (fMFAZ%IE L //= pp_size BIFS) ., FRIE L_full + L_swa
== L, gkv_proj. out_proj XA K token B KV ENIRLE L Bit#H, RA
attn_gk. attn_av 5 attn_input BEREZ T context MEMPUR S, BEREREINAH
TR, WIS O UkEk,

5. MR 5B E, tests/vl/metrics/test_perf metrics.py A MockModelConfig /
create_mock_vlim_config() ¥ disable_sliding_window £%k, ¥ 9 NAGIBEE: T
SWA ZRiA. Mistral 2B SWA. B layer_types. Gemma 2 X% (26—13) .
disable_sliding_window % . FLOPs & 04l (8192 vs 1024 PA% 8 %) . decode
KV R EHE. 50%/50% BERBITAREE. UK TP/PP FH4EK. perf.py RZEA
parser 5Z XA *M T T docstring (component_type. get_num_flops_breakdown.
ParserChain.parse %) , BT R#RHSTRILERE,

R

« viim/v1/metrics/perf.py (13 MEaEFEFR; KR source; £H core-logic; &5
ExecutionContext.add, ExecutionContext.total_token_context_product,
ExecutionContext.prefill_context_len_for_window,
ExecutionContext.decode_context_len_for_window) : ME—JREL X, &3 SWA/ BREE
PEMKEY 2T WIZ e ExecutionContext & B &M, SlidingWindowAttentionParser B3
RIH|E. AttentionMetrics 89 FLOPs/ R ELLHFIIFD, HBRT XHEREXTFREETREAL
A TODO,

- tests/v1/metrics/test_perf_metrics.py (#3k FEH0MIR,; 5| test; KR test-coverage;
5 MockModelConfig.init, create_mock_vlim_config,
test_sliding_window_parser_no_swa, test_sliding_window_parser_uniform_swa) : #3%
9 A~ SWA ABXENFH A mock BEEN L disable_sliding_window, B&ZEXRHF=4%.
woOHItkEl (8 %) 5 TP/PP 4EiK; ®WIMIRHE 6 &F / 1 SWA / pp_size=2 EIVIRAFIH
BEXE, BAR PR BXERMENEZIE,



XPEF5 . ExecutionContext.add, ExecutionContext.total_token_context_product,
ExecutionContext.prefill_context_len_for_window,
ExecutionContext.decode_context_len_for_window,
SlidingWindowAttentionParser.parse, AttentionMetrics.get_parser,
AttentionMetrics.get_num_flops_breakdown, AttentionMetrics.get_read_bytes_breakdow
n, AttentionMetrics._layer_counts, create_mock_vlim_config

KPR R B
vlim/v1/metrics/perf.py

ME—IRAD S, AR SWA/ B E BTk 23R 0B ExecutionContext & 1 &M,
SlidingWindowAttentionParser B£ R ¥|E . AttentionMetrics 8 FLOPs/ 3R E LBl %,
FHART XHAXRTIREERALAH TODO,

ExecutionContext B9 OEMTAE N FIEZRIBEXRAMN + =NE O A%, REFONERAERSE
PRE R

@dataclass
class ExecutionContext:

"R EN AT ET X, ABIRE prefill / decode AN, "
# ...  BBAREFE (prefill/decode B token #. context FifoffR) REFAE ...

# 3 ZIEKREAM (num_tokens, context_len, is_prefill),
# RAEEREE OSBRI S ERXHAIEE
requests: list[tuplelint, int, bool]] = field(default_factory=list)

def add(self, num_tokens: int, context_len: int, is_prefill: bool) -> None:

"B —ANMERN AT IMA# ET X, "
self.requests.append((num_tokens, context_len, is_prefill)) # BA4RS5 B &R Ein
if is_prefill:

self.num_prefill_requests += 1

self.prefill_num_tokens += num_tokens

self.prefill_context_len += context_len

self.prefill_token_context_product += num_tokens * context_len
else:

self.num_decode_requests += 1

self.decode_num_tokens += num_tokens

self.decode_context_len += context_len

self.decode_token_context_product += num_tokens * context_len

def total_token_context_product(self, sliding_window: int | None = None) -> int:
"ETAIE K num_tokens * context_len Zfa; 4% OB context_len &M, "
if sliding_window is None:
# PRESZ: BERARIMRE, SNTREEISEA, IE SWA RAREE)T
return (
self.prefill_token_context_product + self.decode_token_context_product



# 128812 FIBERIL context_len $H%| sliding_window, H3 num_tokens
return sum(

num_tokens * min(context_len, sliding_window)

for num_tokens, context_len, _ in self.requests

def prefill_context_len_for_window(self, sliding_window: int | None = None) -> int:
""prefill R context_len ZFu, 4%E OERE O Sk, "
if sliding_window is None:
return self.prefill_context_len
return sum(
min(context_len, sliding_window)
for _, context_len, is_prefill in self.requests
if is_prefill

def decode_context_len_for_window(self, sliding_window: int | None = None) -> int:

"decode 1EKHB context_len Zf0, AFOREOSAK (BT KV iZhE) ., "
if sliding_window is None:

return self.decode_context_len
return sum(

min(context_len, sliding_window)

for _, context_len, is_prefill in self.requests

if not is_prefill

)

tests/v1/metrics/test_perf_metrics.py

i 9 AN SWA HEXEMIFAN mock BEE ML disable_sliding_window, BEZEXRHZT=%H
*. BO#HEE (8 42) 5 TP/PP 4k, #HRHEHN 6 B / 1 SWA / pp_size=2 EVIAH]
HEAEXE, 2R PRIEXFEARMENTIERE,

REMRM: F 0O AEKEAZS attention FLOPs #AHME IR IRIFAE, BULE mock ECEHT
) disable_sliding_window FF3%:

class MockModelConfig:
def __init__(self, hf_config, dtype, disable_sliding_window=False):
"I FF X, A THE -disable-sliding-window &, """

self.disable_sliding_window = disable_sliding_window

def test_attention_metrics_sliding_window_flops_bounds():
""context B E OB, A& attention FLOPs AN E O, RETAALZHW, """
sw = 1024
dense_config = MistralConfig(
hidden_size=2048, num_attention_heads=16, num_key_value_heads=16,
num_hidden_layers=8, sliding_window=None,
)

swa_config = MistralConfig(



hidden_size=2048, num_attention_heads=16, num_key_value_heads=16,
num_hidden_layers=8, sliding_window=sw,

)

dense_metrics = AttentionMetrics.from_vlim_config(
create_mock_vlim_config(dense_config)

)

swa_metrics = AttentionMetrics.from_vlim_config(create_mock_vllim_config(swa_config))

# 1) context RENFOR, FAHERELMEL—K (EEYI)
short_ctx = ExecutionContext.from_single_request(
num_tokens=1, context_len=512, is_prefill=False

)

assert swa_metrics.get_num_flops(short_ctx) == dense_metrics.get_num_flops(short_ctx)

# 2) context 8192 > &0 1024: ZOTEIFH/ 8 12, HETLET
long_ctx = ExecutionContext.from_single_request(
num_tokens=1, context_len=8192, is_prefill=False

)

swa_flops = swa_metrics.get_num_flops_breakdown(long_ctx)
dense_flops = dense_metrics.get_num_flops_breakdown(long_ctx)
assert swa_flops["gkv_proj"] == dense_flops["gkv_proj"]

assert swa_flops['out_proj"] == dense_flops["out_proj"]

assert swa_flops["attn_gk"] * 8 == dense_flops["attn_gk"]

assert swa_flops['attn_av"] * 8 == dense_flops["attn_av"]

# A BT AGRREE LR HE:

#-Gemma 2: 26 BE¥ 13 BEBE (BHE) , W test_sliding_window_parser_gemma?2

#- B layer_types SB&: 6 B 3 BBE, W test_sliding_window_parser_explicit_layer_types
# - disable_sliding_window=True: sliding_window Y3 None. num_swa_layers Y3 0

b A
oo RS PERKIFAT THEHIFS . markme /B Codex 4 P1:

"For a 6-layer model with one SWA layer and pp_size=2, L becomes 3 and round(3 *
1/ 6) becomes 0. The estimate therefore treats all three layers as full attention,
misreporting both attention FLOPs and attn_input reads."

Bise A L //= pp_size BIRHLABII/FLSIEDHOR SWA BE/K 0, 1EF thillai-c EIERME—
HEE (NEREBHEFLIBEBERMU pp_size) , FHABAAAM PP-rank BA&0:

"these metrics are constructed by from_vlim_config() from config alone, with no
pipeline rank available at that point. So the per-GPU number here represents the
average pipeline stage rather than a specific stage."

BER 6 F/1SWA/PP=2 183 2.5 NaEBEANES 0.5 N SWA 2. CodeRabbit B1#H

B per-GPU IR ER#E L full + Lswa == L 7ZE, MUEI— hybrid + pp_size>1 8
EVIRBI—EETE commit 95e08e5 —H 438, HEFH TRARLIA 8/7 IHAHIMNIR, Bhob



markmc 3REEIZ contributing 38T Al WhEh, 1EEMEEAE PR body b b3t BRI &IE G4t
commit A Assisted-by: trailer; markmc &% APPROVED,

RKFITTREEER K SWA BWEAK 0 (P1) (correctness): /EEEIMMIAE XM T
MERE#HIFD. BEBRIU pp_size] BIHE (commit 95e08e5) , FRIE L_full +
L_swa == L, ZHRTEE| 2.5 NeEFEAELE 0.5 4 SWA B; RXH PP-rank B&ni
£, EihE from_vlim_config() RABRE. 2432 pipeline rank, IAEARIK stage F4
=

« per-GPU #F2E&¥#FF L_full + L_swa == L AE & (correctness): RASLZIMEKANNLRE 2K
HRBREBR pp_size WFERHAXMEIRTRE L /= pp_size B9= TERE) , FHHTiE
6 & /1 SWA / pp_size=2 BYEINIR, R EHTREELIR 8/7 #2558 hybrid PP
R,

« #M % hybrid B + pipeline_parallel_size > 1 BMRE £ (testing): 1EE#% P1 B84 LT
6 & /1 SWA / pp_size=2 MEIVINMR, H R EHRA hybrid PP #iE, BHEIZEE

- Al BBY RN ZE & 53FAE (documentation): fE# 7 PR body #M 7t (Claude Code
B, FEATERFBITBITMNR) , FHREEL commit £ Assisted-by: trailer; #&F#%
SERXBERLEF, REFH commit message, ZELZERMGH AT EEZFH APPROVED,

R 5 B
o NS

1. MR KRG ESZ kernel i34, SWA B num_tokens * min(context_len,
sliding_window) gk, ZB& prefill Z AR (B token REEEBED) 58 0%
block XFHER, BEFIFAM,; K ETXAEREN, EREFEMAS profiler/nsys
SRR ET AR e2e REE, HETMHRRBIEANE B,

2. PP ORZATHEEKRIE SWA B, BEIE (% L /= pp_size BIfFn] &KX [2KE
HEBMRIU pp_sizel UWFEAMUIAXFER ST RAHNR TRE) , T2 per-GPU
BEFTREZR/INR (41 2.5/ 0.5) , XMEEARBEW pp_size BRHFAZRE LR KTEK
{0 42; M get_num_flops_breakdown() BIRELEAEIZ dict[str, int], FaEEZTH
¥ FH Prometheus B AEZEHER T EEX,

3. BARHFSBRMLB LN, model_type == "gemma2" 2 X ERRE#ER, HMERN
REBEME layer_types SRAMRE %R [£REEE SWA] 4%, RfARERMSE
ERAFH; "sliding” in Ilt.lower() Wik HF MIFERFERLLE, KRREGLLB]RE
Ko

4. MLA B2 KRR, SWA FEEIHH RINE AttentionMetrics, MLAAttentionMetrics
RIFFRR, ZREEET MLA 5FEHF, MHAERERMISKE; MTP IEKE
issue #38170 $4L 2275 B S YR ER ER,

5. ExecutionContext FIERF| X FF 4. requests RTEBA batch BIBR add() Hihn
TG4, TE —enable-mfu-metrics ITFF B &M step TNV ELEERNE,; ERT/NTE
AHE, BERTEREEMTI, - ¥wW: XA/ : R -—enable-mfu-metrics BIERE F
, Mistral. Qwen2.5. Gemma 2. Step-3.5-Flash & SWA/ JE&EER ) MFU.

MBU SMNABREAN SN ESRREL ALK, KEFTXESAERAE; BTHFEAY
TN, BRAWNAEEREBZEMINEERTEEN, TEEFINE. FA%K: KHR



S FE vlim/v1/metrics/perf.py BIFEAMEEBRIR, FARREIAE. KV cache B35
attention kernel, #IBIEFMMESMHEERZR M, EETFEE S InvalidComponent #
N1k AttentionMetrics 2Bk, B TFEARNEEIEX, XHF: AFELE MTP BIK.
MLA SBEIZIKIA R [PP-rank H#IEX ] ME T EA (LAl per-GPU ERFRTRK
stage FHMEMIEFE— rank BIESZMER) , EEHZ PR WS T & vLLM B RF0E
Al hBY TTERBOSEERAEG, - RFeARIT: PP Ok , BXRAHERER |, M EFRX
i, MLA BEKRER , EEXTER

KRR EE

« PR #56791 [Bugfix] Trim stale consequence claims from unannotated-eagle warning:
RH#FELZ% v & DREZRAEXR] (REERESLERANBHANER) WREMLESD
Wi s B/ NPEIE, BRIFELURD + SN (tests/v1/core/test_kv_cache_utils.py)
A NEM, 54 PR X num_swa_layers/ B EE A E 8438 B [ — AR L

« PR #50894 [Bugfix] Scale KV page size for hidden states extraction with TP: [EJ& v1
1% [H1T4E (TP/PP) THMMREORHE] X5 Z PR &3 TP T KV page
size ARV R B EINTE BR, 4 PR & pp_size TEHIFLFIK SWA BEEREN; B
FHUE A F BRI BRR I TR,

« PR #56016 [CPU][Profiler] Group torch profiler tables by input shape when
record_shapes is on: [E—Bt#A XM RE =T WM $E O 42 B9MEIE . 1% PR ik profiler &A&%
BMABRLAURAZITTiEME, K PR EIE MFU/MBU B9 RAEIT 02, —HHBREST

MEMREEFRME] X—A M,



