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« —A]iE: 185 batched CUTLASS MoE workspace &£ 3 DP B & A8

- EEE: ESEE, EEERARE (BEXH +2/-4) , EAFE Jiff RFMECEEHN
12 X : FusedMoEActivationFormat.BatchedExperts T M B2 & max_tokens_per_rank
* num_dispatchers BB 5E, EM workspace BJ token 4 E Rk
num_dispatchers, ZEiX&ET=4: —& assert num_dp is not None KR/ 2T A 5|
SMRHZ BT S AR ; =& output 5 workspace MER TIBX —HREET 5 BJE
B/ XHEMN,; =RFBIUERAN— workspace_shapes 89S ELEM (BEARR DP.
local experts. activation) ILAGFERAPUE, BRXLBHEKKA 32 20K bug B
R,

THRES B

PR body BA#ULEA R EUARIR . “Batched CUTLASS receives one token buffer per local
expert. Its M dimension is already the total token capacity from all dispatch ranks: M =
max_tokens_per rank * num_dispatchers”, M The kernels reserve M token slots per
expert, but workspace sizing multiplied M by num_dispatchers again. This counted the
dispatch ranks twice and allocated memory that the kernels never use.”, EEZEFHK
RETHBINE (“For DeepSeek-V3 at DP 32 with 16 local experts, this reduces the
shared workspace from 112 GiB to 3.5 GiB per GPU”) , E#E[R%| EP+DP A% 3 v gk fik
£ OOM, A/EZEILFA workspace ERR AN EHEH M ER,

LI AE

1. ZEANDT: B—KEIXMHE viim/model_executor/layers/fused_moe/experts/cutlass_mo
e.py, SR CutlassBatchedExpertsFp8.workspace_shapes. %A %& batched
CUTLASS FP8 & ZH5ZI M MoE runner B (workspacel, workspace2, output) FIREY
E— O, REMEHEE—RMELBHLE workspace, AR ARERERES GPU B&
& A,

2. TALEE T & FusedMoEActivationFormat.BatchedExperts X T, 8MNAMER
REFAE m 1% token buffer, EA M BERZ.FTA dispatch rank AR E
max_tokens_per rank * num_dispatchers, kernel N EFX&EZE M A token &, JREC
BLAE num_dp = self.num_dispatchers #i3 assert num_dp is not None 3&#| £ & &
, B8 workspacel. workspace?2 BB _£E K M * num_dp, FT48 dispatch rank &



£t A—K,

3. #EkEh: MR num_dp BRIESREZ KRRXEIHTS, A workspace HIE — % —KE
M; output = (experts_per_worker, M, K) JRAEAFRA T num_dp, =FREIEX—K.
BMEE batched BARFBEMARI num_dispatchers JE%8, K5 T EE AR,

4. ITREMEER ™ : workspacel (W1/gate-up GEMM i 48™H) 5 workspace? (
activation & W2/down GEMM i ANZEH) &4E/N num_dispatchers &, # PR body &
DP 32 3%& 4 112 GiB — 3.5 GiB, shared workspace BE— XM o ENWME EHE, 4E/)
CERAREELEHFTHEA KV cache. B KHE) DP/EP BEEREEHIH L E,

5. MRAEEE: ZAFEHEREMNR, WERAERE. schema, XRiKs); IIEXIKH
reviewer Fahfi & B9 Buildkite CI (#88132) , FK%tX workspace _shapes B9 R~FE A%,
A MK EHF=ETRE .

R

« vllm/model_executor/layers/fused_moe/experts/cutlass_moe.py (i EFitHE; K5
source; A& data-contract; F5 CutlassBatchedExpertsFp8,
CutlassBatchedExpertsFp8.workspace_shapes) : "E—2&5) X4 :
CutlassBatchedExpertsFp8.workspace_shapes RZE batched CUTLASS FP8 £ XK M
% workspace R, A& PR ZEIMIFRE L K num_dispatchers FAF, MMIL DP 32 &

B+ = workspace M 112 GiB %| 3.5 GiB/GPU,

X5 CutlassBatchedExpertsFp8.workspace_shapes

RERED R B

vlim/model_executor/layers/fused_moe/experts/cutlass_moe.py

ME— BB XM CutlassBatchedExpertsFp8.workspace shapes RE batched CUTLASS
FP8 £ XML E workspace R, & PR EHMREL K num_dispatchers EF, MimmiE
DP 32 B M+ E workspace K 112 GiB 3| 3.5 GiB/GPU,

class CutlassBatchedExpertsFp&(CutlassExpertsFp8Base):
""Batched CUTLASS FP8 fused MoE expert implementation.""

@staticmethod

def activation_format() -> mk.FusedMoEActivationFormat:
# RA BatchedExperts AT & “BNAMER—1 token buffer’ 8 workspace #&X,
# EEXMEXORET Tl M ELE2F token BE,
return mk.FusedMoEActivationFormat.BatchedExperts

def workspace_shapes(
self,
M: int,
N: int,
K: int,
topk: int,
global_num_experts: int,
local_num_experts: int,



expert_tokens_meta: mk.ExpertTokensMetadata | None,
activation: MoEActivation,

) -> tupleftuplelint, ...], tuplelint, ...], tuple[int, ...]]:
#REEN HAXEWN M BRE"RBFA dispatch rank B& token BE”,
# Bl M = max_tokens_per_rank * num_dispatchers, kernel ENEZHKZLZRE M /> token
i 8
# B E RN ALEA num_dp = self.num_dispatchers (& assert num_dp is not None) ,
# HIFAA workspace IE LSRR M * num_dp, ET3I8 dispatch rank EEITA—K,
# 7E DP 32 # & T4 workspace #AK 32 & (112 GiB -> 3.5 GiB) »
experts_per_worker = self.moe_config.num_local_experts
activation_out_dim = self.adjust_N_for_activation(N, activation)

# workspacel: W1 (gate/up) GEMM By EF, token EEIFEER M,
workspacel = (experts_per_worker, M, max(N, K))

# workspace2: activation ZJ& W2 (down) GEMM B#I AN, token ERIFEER M,
# ~H3E num_dispatchers, EHE —RIKK,
workspace?2 = (

experts_per_worker,

M,

max(activation_out_dim, K),

# output —E & (experts_per_worker, M, K), H token MEKF’ num_dispatchers,
# XHWEM RREBER num_dp EIE: ZFIAES kernel ZFrEAE R L —K,
output = (experts_per_worker, M, K)

return (workspacel, workspace2, output)
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« SageMoore BE#%H IE®FMNH approve: “Nice find @itayalroy”; tlrmchlsmth [E#f
approve H &AL EIH (merged_by A tirmchlsmth) o & HIAF M iE X,
num_dispatchers Z& o] Z 2/ KRB0 R .

- PE—E R EREMITILRE claude[bot]: “This pull request is from a fork —
automated review is disabled. A repository maintainer can comment @claude review
to run a one-time review.”, CodeRabbit #.°No actionable comments were generated”

, AEHAREENNREFERK,
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%10 ERMEANTELELAEFEE T M BXHNBESANEIFENERIATZE, REBE TR
FRRBEIX, (BHR A A T =YTEGMIR LR,
« workspace RYTEE It A dispatch rank BIENLHIA (correctness): FALEIFE N X IEH

PRI, KRR AEEN; TAREX M & XM assert num_dp is not None 89%
Blo



. fork PR Bkt BshE &, HRE workspace ZABEYINIR, (testing): RIS
workspace_shapes Rt ZANENKEFRS, MR O T RERRS, BEEH R
KEl M * num_dp A8 MR LK.
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1. BRI (EFAM)  BEMBERBM 7 BatchedExperts BUERR A T EESH
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BB, 1BEbBENSE,
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MERTATERIEMNRALIN, FELEBKIREKE M * num_dp ALK,

3. ARBKENEIWER: MR assert num_dp is not None J&, num_dispatchers Fi& & B
HERABARIENRE, HETRAN BRAB TR BHI R/ BEERTE,

4. EYIAEEAFR: workspace_shapes R batched CUTLASS FP8 £ K42 (
CutlassBatchedExpertsFp8) , RE"aiE batched #
CutlassExpertsFp8Base.workspace_shapes, EtHAth MoE FEigNEMRME, - RHE:
AFM: 7 NVIDIA & L EP+DP A RERZE FP8 MoE (%1 DeepSeek & F| NASHERY
DP 32 + &F 16 local experts) B, GPU # = workspace M 112 GiB [&%| 3.5
GiB, BE#HEKR—E OOM KB HFLHIME 2=, £8E KH DP/EP BcE. E KK KV
cache REEH LKA TEE,; XNEUREEAGT, NERENTEL,

A4M: KRB batched experts BJH-E workspace BIR R, FR&kZE dispatch/combine &

. EFRFRBERRZE, BTHEEEDNMBIE,; REMAT batched BART

num_dispatchers @A IR B .
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« PR #55213 [ROCm] [BugFix] Fix AITER MXFP4 ASM-GEMM crash on unfused shared
experts: [FJ@ MoE TRAZMNIIR / AGERAE bugfix: ERZE kernel SIPrERANEES
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N,

« PR #56228 [Model] DeepSeek-V4.1-Flash Model Definitions: 4~ PR BIEhHLEL|IE &
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