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issue #55545 R4 : {#£ /A rank-stabilized LoRA (use_rslora: true) JIByErREE/ERAT
MoE & RIEIREE RN A T 8RN BIRER, PEFTHelper AEGAEE B ITEHF0E
vlim_lora_scaling_factor = lora_alpha/sqrt(r), dense E&f23&3¥ pack()+optimize() IEH{E A
, 1B pack_moe 5 pack_moe_stacked EFITE A lora_alpha/rank, B2 r=16.
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1. 182% pack_moe (vlim/lora/lora_weights.py) : % scaling = lora_alpha / rank Z#94E
AZAERFE—AN (RR&M) LoRA LBHEME first_lora.scaling; f&&
is_non_gated_moe 49X # last_scaling = 1.0 89324, Fiik w3 £/ w1 RER ZRZEK.
2% pack_moe_stacked: RIFEEEHE BN wil_lora.scaling, wl/w2/w3 %—1% A 774
E-F,

#T3E tests/lora/test_lora_weights.py: S#t.%& % pack_moe 5 pack_moe_stacked, B
=3 T8JE scaling 44 alpha/sart(r); HMIE gated MoE B w3 scaling A 1.0,

autouse fixture should_do_global _cleanup_after_test 3R[E False, Bki¥ GPU/ray &I

, REg CPU #E0R,
4. TTERE /schema/ EREKS); Cl B jeejeelee i X FR (Buildkite #87945. #88233)
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« vlim/lora/lora_weights.py (#3% LoRA XE; 37| source; £& core-logic; &5
pack_moe, pack_moe_stacked) : #ZWMEEFTE: P MoE ITREZRNLEIKE T RKIREM

EERNEROEMRE, HIERTE rsLoRA EEEAE MoE FEYEEIEFE,
. tests/lora/test_lora_weights.py (#3k LoRA MR; 25| test; LA test-coverage; F5

should_do_global_cleanup_after_test, moe_loras,
test_moe_packing_uses_stored_scaling, test_non_gated_moe_keeps_w3_unscaled) :



FEYDNR, BERSITEERZH rsLoRA EKEEFIE gated MoE By w3 #3], 2%
2 IEHaME Ry K RICE,

XS pack_moe, pack_moe_stacked, test_moe_packing_uses_stored_scaling,
test_non_gated_moe_keeps_w3_unscaled
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vlim/lora/lora_weights.py

BMEBFTAE: P MoE ITRBANERETFRENEERANERACFEME, BERE
rsLoRA EEL & MoE _EB¥EIERME,

# vllm/lora/lora_weights.py (head XA, pack_moe_stacked 52 53)
@classmethod
def pack_moe_stacked(
cls,
loras: GenericSequence["LoRALayerWeights | None'],
module_name: str,
) -> "PackedLoRALayerWeights":
"ITEHHES (3D) B wl/w2/w3 X LoRA, # FusedMoEWithLoRA f#H, """
assert len(loras) == 3, (
"shared-outer expert LoRA expects exactly w1/w2/w3 stacked tensors"
)
w1 _lora, w2_lora, w3_lora = loras
assert wl_lora is not None and w2_lora is not None and w3_lora is not None
rank = wl_lora.rank
lora_alpha = w1 _lora.lora_alpha
# EXBBE: BEEMEA LoRALayerWeights £ Bf#H per-adapter scaling.
# ZHAFH PEFTHelper # use_rslora T%E4F (lora_alpha / sgrt(r)) ,
# WATREER L lora_alpha / rank &, TN rsLoRA EBEXSWHBRER,
scaling = wl_lora.scaling
return cls(
module_name,
rank,
[lora_alpha, lora_alpha, lora_alphal,
[wl_lora.lora_a, w2_lora.lora_a, w3_lora.lora_al,
[w1_lora.lora_b, w2_lora.lora_b, w3_lora.lora_b],
scaling=[scaling, scaling, scaling],

)
tests/lora/test_lora_weights.py

FIEEVINR, BERLITEIEIZH rsLoRA HEikfRE IE gated MoE #9 w3 4, 2B EIE
MRy R BRIOE,

# tests/lora/test_lora_weights.py (373, A EYINR)

RANK, ALPHA = 16, 32

# PEFTHelper %t use_rslora &/2 54 alpha / sgrt(r)
RSLORA_SCALING = ALPHA / RANK**0.5

def moe_loras(scaling, stacked=False):



# #4933 NEX LoRA, X3F 2D (BEX) 5 3D (FESR) A
a_shape = (3, RANK, 4) if stacked else (RANK, 4)
b_shape = (3, 6, RANK) if stacked else (6, RANK)
return |
LoRALayerWeights(
module_name=f"experts.w{i}",
rank=RANK,
lora_alpha=ALPHA,
lora_a=torch.randn(*a_shape),
lora_b=torch.randn(*b_shape),
scaling=scaling,

)
foriin (1, 2, 3)

@pytest.mark.parametrize(
"packer,stacked",

[
(PackedLoRALayerWeights.pack_moe, False),
(PackedLoRALayerWeights.pack_moe_stacked, True),

)

def test_moe_packing_uses_stored_scaling(packer, stacked):
# FTRJE scaling ARG rsLoRA EF, fAE2RMA alpha / rank
packed = packer(moe_loras(RSLORA_SCALING, stacked), "experts")
assert packed.scaling == pytest.approx([RSLORA_SCALING] * 3)

def test_non_gated_moe_keeps_w3_unscaled():
# 3F gated MoE ¥ w1 RREEAAN w3, w3 FHMIA 1.0, BHENELHIK
packed = PackedLoRALayerWeights.pack_moe(
moe_loras(RSLORA_SCALING), "experts", is_non_gated_moe=True

)
assert packed.scaling[:2] == pytest.approx([RSLORA_SCALING] * 2)

assert packed.scaling[2] == 1.0
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