PR #55535 &R L

vlim-project/vlim
[Kernel] Remove unused fake implementation
&3FrtlE]: 2026-09-07 08:54

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/55535

AT E
- —AE BREERAKRER fake S2H, EIE torch.compile EE A,

- EME: B PR Z—DBEAEH, RAROREDERE (cleanup) TF. XTHET A viim
e B E X#EIES torch.compile k. KT EREE RSB TR, (EFHRE
MNEEEZEHER, XTEPE, BRES Cl gRHIALR)FEEH. HMEETRTMIE
BITBIHT,

THRES B

B PR body AERATER, Bl ERENARIEL T BRAEEFLABERAN
fake 52, XL fake SZIZEA torch.compile IREH LG RER, EEMPEHIE S, o
BIERY fake I A A6 B3 B S H AL EI RN, REEMIRSBMRERST LR RN, B
AT AR RED, R BN IR R

LI RE

1. REAND: TERALSMOERMEF, ANALBIE viim/_aiter_ops.py (ROCm AITER
#4E) . vlim/_custom_ops.py GEHABE XI#EME) . viim/_xpu_ops.py (XPU #4E) HUXK
vlim/model_executor fa viim/models TR ZAMER / B SZ3L 34,

2. A EREGE: BB R SCHERIITHRREAERN: a) BIERIREA fake BIREE X (5]
i * fake R%K) ; b) BPRAE direct_register _custom_op JEAF(EEELA fake_impl 538
SRS H, B, FE vlim/_aiter_ops.py ¥, _rocm_aiter_topk_softmax_fake %A
fake REAEZEARMM, FEBTEETIM rocm_aiter_topk_softmax #EAERTEY fake impl £k
WEB IR, XHNKENERE PyTorch RiFREEFRX L E E XERFH, KABHERAXE
REIMKIERT R B PR LR, o AR T IRAEA S B 7013 RS H AL,

3. BERKH: RRTERALESMRA. RENRLBXHNEEBK, XEARMRE fake 52
I 7T BEHA SR AR A Bl S dm iR BRAZATARR, =B Hohae BB H At A AR,

REEMF:

« vlim/_aiter_ops.py (#£1k AITER W#%; K% source; ER core-logic; &
_rocm_aiter_topk_softmax_fake, rocm_aiter_topk_sigmoid_fake,
_rocm_aiter_biased_grouped_topk_fake, _rocm_aiter_grouped_topk_fake) : MR T &
%8 fake SZF, (@ _rocm_aiter_topk_softmax_fake %) , ¥ &% ROCm F& LM ANI%E
E,



vlim/_custom_ops.py (#&3k BE X#AE; X5 source; EA core-logic; &5
_scaled_fp4_quant_out_fake, _moe_gptg_gemm_rdna3_fake,
fp32_router_gemm_fake, fake fused_quantize_nv) : MR T ¥ X% FP4 &1L, MoE
GPTQ. Router GEMM. NV E{REFZNER B ZE XEBIFWN fake I,
« viim/_xpu_ops.py (#3& XPU W#%; 25| source; £ core-logic; &5
_gemma_rms_norm_fake, _fused_add_gemma_rms_norm_fake,
_gdn_attention_core_xpu_fake, _xpu_deepseek_fused_indexer_qg_rope_fp8_fake) : M
%7 Intel GPU/XPU E&AB£EN fake 523, B¥E Gemma RMS Norm. GDN 3EEA.
DeepSeek RE| &%,
vlim/model_executor/layers/attention/attention.py (1R SEFEAHE; 5| source; &
data-contract; &5 unified_attention_with_output_fake) : MR T ZNE—TE A EE
(unified_attention_with_output) B fake 52, B/ 2,
vlim/model_executor/offloader/prefetch_ops.py (#3k IRRE&H %%; 2£58| source; EH
data-contract; 45 _wait_prefetch_fake, _start_prefetch_fake) : MR T ARREWMER / &
FERIER fake 523, XEBAENREFZENRIERAIMEXEE,

XEEFE: direct_register_custom_op

KR F B]

vlim/_aiter_ops.py

MR T &2 8 fake 52, (3@ _rocm _aiter topk softmax _fake %) , ¥ & ROCm F& L ftA
IRE,

# R viim/_aiter_ops.py AZERIEESRKEWTH fake REKE X :
def _rocm_aiter_topk_softmax_fake(
topk_weights: torch.Tensor,
topk_indices: torch.Tensor,
token_expert_indices: torch.Tensor,
gating_output: torch.Tensor,
renormalize: bool,
num_shared_experts: int = 0,
shared_expert_scoring_func: str = "*,
) -> None:
# XBE—NEH fake 52, AT torch.compile B,
# HERARERNRESZERELATLREKE Gt 2eESHRP) |
# BARBEKMR mutates_args & BASM E A E Ao

pass

# ERFCEME, ZRIREANIZ fake:

direct_register_custom_op(
op_name="rocm_aiter_topk_softmax",
op_func=_rocm_aiter_topk_softmax_impl,
mutates_args=["topk_weights", "topk_indices", "token_expert_indices"],
fake_impl=_rocm_aiter_topk_softmax_fake, # MW EEHELIR

dispatch_key=current_platform.dispatch_key,



# TES, fake R E X MR, FMARFTHERBRE fake_impl 3K,
# X ER PyTorch RiIFZREMNEMEIR (IEAE N TTER) KT H IEFBTR,

vlim/_custom_ops.py

MR TH & FP4 1. MoE GPTQ. Router GEMM,. NV E4EEE 2 EA B T XEBER
fake SZI,

# R viim/_custom_ops.py ¥, 4 fake SZIAR MMM E XA hasattr B ER:

if hasattr(torch.ops, "_rocm_C") and hasattr(torch.ops._rocm_C, "moe_gptg_gemm_rdna3"):

@register_fake("_rocm_C::moe_gptg_gemm_rdna3")
def _moe_gptg_gemm_rdna3_fake(

a: torch.Tensor,

c: torch.Tensor,

# .. HS3K ...
) -> None:

# RERZE—NEH fake LI,

return

#REE, BAIf R (A fake RECEX) HMIFR,
# XRREERE C++ BIFFE, EXNNH fake WAFEM.

vlim/_xpu_ops.py

MIFR T Intel GPU/XPU F &4 X B1EH fake 523, B3E Gemma RMS Norm. GDN JEEA.
DeepSeek RE| &%,

# R4S viim/_xpu_ops.py H, ZEMMABIRT XUTF fake:
def _gdn_attention_core_xpu_fake(
core_attn_out: torch.Tensor,
z: torch.Tensor,
projected_states_gkvz: torch.Tensor,
projected_states_ba: torch.Tensor,
layer_name: str,
) -> None:
return # 253,

# TEIEAAL:

direct_register_custom_op(
op_name="gdn_attention_core_xpu",
op_func=eager_break_during_capture(_gdn_attention_core_xpu_impl),
mutates_args=["core_attn_out", "z"],
# fake_impl SEBEEER

)

B B AL

Review ¥HJLFEBAFE AT, RALFHE (aoshen02, gau-nernst) HEZFEHAE (
APPROVED) , T¥#it., "E—FLXRE claudelbot], ZEEIHA, FERARITIE, XERIL
KB REAN FRMAIN, BRARERRRME, =HETXANNEFES,



o REATEMEFEARITE (other): EEWRRALE FFE EEHVE, RAFERKEELRIRZNGE
BN AR o

R 5 B

o NS

1. torch.compile FRZEMEN: B fake LG, HFHE LB E XEBIEE torch.compile By
Rl3E3X (graph capture) MMERTMREIX L fake R E M THIE (PR, £R) |
W o B S B R 1R R KBTI EE R | ERIAXEEER T EAR MM (0 PyTorch
BUEEAFTRE) #ET ESNTEE,

2. @EARF: RETEEMRAK (956 1THIFR) , EEINE—BENM. TEXNET TREER
TR T RN RIEE AN fake LI, SEAFERA N T ENEERAEE, TE2IKHL
may CI MARKRIIE,

3. FERFENR: TESREZNEMHEH (NVIDIA, ROCm, Intel GPU/XPU) , BkKkE
NEEH fake LI, B ERSPWEIZFEENREFRE, BERBEE, BTEIXY
W, - FW: AFEWR: FTLRAR, WETERIBERIIARG, BLEERM, K
BEBEE, KPEAMTET. 240 B T REERMFEIRE, THEBMINE
B NARAD 9, BRSEEZMER T torch.compile #n48 % B & X BERNEERIZ,
HIRAE M : BT B AR EAR KRB RO ER, FETBENRRE, FEBE
X IRVERE AR B AT,

o REEARIT: AIMAEMIARARAED | torch.compile &M , FEEHETZBER

KRR EE

- BLAEKEX PR



