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PATHE

« —4]iE: RDNA3 MoE 3 A\ oracle £5#31& 8 ik AR ik

- EMME: EEHFEIR, LEEBIEAEM MoE EifiEA. oracle 3k ROCm E/L A TIE
IRF—TRE—1REN [HEAA EMERITE] oracle/experts R SR, WE
MERT XMPEMOARFEE IR, EAFREEHE. REMLE=(A4F KL E—RA,
ML A I E S B = AMRITRE . (1) workspace_shapes() WA BEFH, ©E%#|H
layer.rdna3_*_buf MAEEFENFRA; (2) finalize_weight_and_reduce_impl() 3R E
TopKWeightAndReduceNoOP() FT&R&i 8N4 output_topk iEX; (3)
_backend_incompatibility_reason() FEITEEKIELESH, TEEFERE T L checkpoint &
BEREIR Triton, MR gfx1100 ®YI, ZEWIEIEXFR. channel-wise. LoRA =#¢
ERIZEANAFHEVIER, FIMFLIE coderabbit 3I8HE=NEHAF; E#R7A 5T MoE
MM#ERIR, routed_experts.py HIE 4L AL B{ESFRBAAKE, TNUEZE KeyError &
IRHE I,

THRES B

SIHLEER #44075 &3t RDNA3 W4A16 MoE %A+ @BowenBao 7 review H3& H B EH
Z3k (PR body JRX: this is the follow-up refactor @BowenBao asked for when the
RDNA3 W4A16 MoE kernel landed in #44075) , RSZIBR —NFAE quant-method 3£
CompressedTensorsWNA16RDNA3MoEMethod #m rocm_moe_rdna.py XA 48 {TE9FLE
dispatcher. BBE compressed_tensors_moe.py NEBEAXIEN, SOEBAEHN THEEN
%i— MoE oracle] ARA—2 (#37753 BAMEKIE select/convert/make_kernel 3B 1B UREK
B G—KLEM, AN PR B #44460 BRER) . RNZEZHEEE #44570 (
CompressedTensorsWNA16MoEMethod &3 Marlin Z4k) 2+, EE&ANEX PR 1 9%
H, EEIXTE body FuH— NS E . RoutedExperts 1&#E quant method EEZREITAH
, FEFELE LTSI gfx1100 £ W4A16 MoE A in#RER KeyError:
intermediate_size_full', EAR%EA gfx1100 CI m&EAT AL,

LI AE

1. AR experts SZHL (viim/model_executor/layers/fused_moe/experts/rdna3_moe.py
, +235) : R _rdna3_fused_moe BIF’R moe_gptq_gemm_rdna3 ifFH E
Rdna3WNAT16Experts.apply(), F*F modular kernel 4 ——moe_problem_size() %t
Xt K EERIITEMAE (Ww2.size(1) * 8 k¥ hidden) EE. workspace_shapes() = BA



workspace?2 SAELN gate_up HrH SECERIE . finalize_weight_and_reduce_impl() &
B TopKWeightAndReduceNoOP() (top-k JFARAZKEF S EKIL) . #8475 BAIFR
_supports_current_device / _supports_quant_scheme / _supports_activation
/_supports_parallel_config, ® oracle Z&—ifl5], BRARBRLIEE
rocm_moe_rdna.is_supported() L ByE8 & Ak,

. oracle MI#FEL (viim/model_executor/layers/fused_moe/oracle/int_wnalé.py, +110)

. ¥ WNA16MoEBackend.RDNA3 # %5 backend_to_kernel_cls() BYZER G AL X ;
1 RDNA3 BT _get priority_backends() #| &£ &, FREZIIBEIIE;
map_wnalé_backend() 3Ehn 'rdna3’ Bt MTIFT® —-moe-backend rdna3;
make_wnal6_moe_kernel() 3 Rdna3WNA16Experts i allowed experts, 1#R#% R 8¢
2 oracle 3k,

RERHEEFWL: backend_incompatibility reason() #73¢ RDNA3 4%, RLIEHIE
compressed-tensors BLE. JEXFR (may_have_zp) . expert bias. group actorder. 3E
QuantizationStrategy. GROUP B scale &8, HUFRFERERES oracle, HEERR
ERE| T —ATHES (Triton / Marlin) . X—E48 [HRE checkpoint BE3 HIP A4l
MECE B NEZHERERNEA,

RREWRETI: #F  synthesize_rdna3_gzeros() (£Z] GPTQv1 B +1 125, “wmiD
bias -1 =7) 5 process_weights_rdna3() (& expert % ops.gptg_shuffle. & BRI
E &I expand F|2ER expert) , £ convert_to_wnalé_moe_kernel_format() 3%
backend %'k, 5 _process_weights_cpu / marlin &%|3%|; E. scale. EEH—XK
MEE TAER EERRE| oracle f&, compressed_tensors_moe_wnalb.py RER
RDNA3 5 CPU —E AN RHRENME ZP) RIS,

. MIFRIB#EEL: rocm_moe_rdna.py (is_supported / make_method, -48) 5
compressed_tensors_moe_wnal6_rdna3.py (
CompressedTensorsWNAT6RDNA3MoEMethod. _synthesize _qgzeros.
_rdna3_fused_moe, -260) &ML, compressed_tensors_moe.py #FRNBE ROCm &
* (-7) . MG ROCm £y WNA16 MoE RF| oracle —%&i%Ek, EENRELREE
rBHFE,

. RRMEEEEEERE: routed_experts.py B weight_loader 2£4% B4 £ MR ERFEN
CompressedTensorsWNA16RDNA3MoEMethod; #EinE AR EL B AEAKIIZ, 1FE
3R By gfx1100 KeyError: 'intermediate_size_full' fEZ %%, vlim/config/kernel.py & '
rdna3' lIAN&. MoE backend 5|&FH* B (ROCm gfx1100 only) , &N
—moe-backend rdna3 SIRECERIIEL,

. MERXELE: tests/kernels/quantization/test_rdna3_compile_guards.py BT = X% M EM
FRBEY rocm_moe_rdna.is_supported #X rdna3_moe_kernel_available().
Rdna3WNA16Experts._supports_current_device() 5§ _supports_quant_scheme(), F#r
# TestWNA160racleWiring 33E backend<>experts Bi&t X% RDNA3 & HET Triton

; tests/quantization/test_moe_wnal6.py 13 =% RDNA3 E4FHFl (AutoGPTQ F .
asymmetric. channel-wise) , HIP W#%5 tests/kernels/quantization/test_rdna3_moe_
whal6.py KK,



TR HAER tH%E

JEXFR checkpo  WAZBRRMFRE L, BRIRAES oracle PIARFEE, EIE
int checkpoint & &, Triton
LoRA 3&EHEL HEZEF LoRA delta EI3R Triton, 1% delta
swiglu clamp /  RAERK 2 I ME STIN A AR
alpha / beta
channel-wise /  WJRE#% RDNA3 & BARAER Triton
3E GROUP %B&

RS

« vlim/model_executor/layers/fused_moe/experts/rdna3_moe.py ({3 ERXRN#%; FE5|
source; XM core-logic; &5 rdna3_moe_kernel_available, Rdna3WNA16Experts,
init, activation_format) : &R PR #T3EHIZG XX : Rdna3WNAT6Experts AIER
_rdna3_fused_moe K12 ITHZEEEIIMAZIRYA (moe_problem_size /
workspace_shapes / finalize_weight_and_reduce_impl) , FiZfit
rdna3_moe_kernel_available() fEA%—iZ&11E; /54 RDNA4/CDNA AZEIEAREIR,

« vlim/model_executor/layers/fused_moe/oracle/int_wnalb6.py (R RAZER; 23|
source; EH& data-contract; 5 WNA16MoEBackend.RDNA3,
backend_to_kernel_cls, _get_priority_backends, _backend_incompatibility_reason) :
WNA16 oracle BAREM BRI : H713E RDNA3 KRS, kernel ki, MAEKI|I&. ™
ZARFERHE, UKk _synthesize_rdna3_gzeros / _process_weights_rdna3 HRE AL FE
, 2 AR + MEARANRA] NEPE R

» vlim/model_executor/layers/quantization/compressed_tensors/compressed_tensors_mo
e/compressed_tensors_moe_wnalé_rdna3.py (#£3k &1L 757%; 25| source; EKH
deletion; 5 synthesize_gzeros, CompressedTensorsWNA16RDNA3MoEMethod,
process_weights_after_loading, apply) : #MIFRESFAA S22, (-260)
CompressedTensorsWNA1T6RDNA3MoEMethod. _synthesize_gzeros.
_rdna3_fused_moe UKXIEFE layer E8 rdna3* TN EEEH LIRS, BIEM I ET
T4 BIERE,

« vllm/model_executor/layers/quantization/compressed_tensors/compressed_tensors_mo
e/compressed_tensors_moe_wnalé.py (iR 1 7%; 5 source; £A
data-contract; %5 CompressedTensorsWNA16MoEMethod.process_weights_after_lo
ading) : ERBIE&RMHEMA MR CPUI #E&A TCPU 5 RDNA3] , & RDNA3 ZEXFREL
TIREL oracle &5k ZP XM E &, BLE _process_weights_rdna3 7 BEIEMAE ERE,

. tests/kernels/quantization/test_rdna3_compile_guards.py ({3 %FFTE; H5F) test;
KA test-coverage; 55 TestMoEDispatchMocked.test_kernel_unavailable_when_mo
cked_cdna, test_quant_scheme_rejects_non_symmetric_int4,

test_quant_scheme_accepts_symmetric_int4, test_backend_maps_to_rdna3_experts) :

T2 B B 2 3 R BRI B #T 8 experts £ 5 oracle 3%EEE, H#3E



TestWNAT160racleWiring 81 backend<>experts BRET S5 5EHK, BAREMITAEYT
% 2o
viim/model_executor/layers/quantization/compressed_tensors/compressed_tensors_mo
e/rocm_moe_rdna.py (R WAIRE; K3 source; EA deletion; F&
is_supported, make_method) : #WMIFREIFAAE dispatcher (-48) : is_supported /
make_method &% RDNA3 AZFEARME—AD, HKRE ROCm FEERBL M
compressed_tensors BATJEE %,

vlim/model_executor/layers/quantization/compressed_tensors/compressed_tensors_mo
e/compressed_tensors_moe.py (13 & A0 ; 25| source; EH core-logic; &5
get_moe_method) : #KRAELH) ROCmM/RDNA3 4%, 1# get_moe_method BER|4F & T
XU ENZERZE, & [H&RUKSKE| oracle]l BYEEIEE.
vlim/model_executor/layers/fused_moe/routed_experts.py (#i3k REhn%k; 8% source
; BA pugfix; &5 RoutedExperts.weight_loader) : &£ B & ik
CompressedTensorsWNA16RDNA3MoEMethod, ZAEEFriR KeyError: '
intermediate_size_full' ARG EIE diff FH%E, LEETETRELEFRBELIRNME L,
tests/quantization/test_moe_wnal6.py (1R EMAR; EKF| test; KA test-coverage
;. 55 test_wnalé_oracle_rejects_incompatible_quant_structures) : ¥ =%

RDNA3 A #ZHB (AutoGPTQ /. asymmetric. channel-wise) , &
_backend_incompatibility reason B9#r = 4 E LM R

viim/config/kernel.py (3% EI3wECE; 25| source; EA configuration; &5
KernelConfig.moe_backend) : & 'rdna3' fli A&3% MoE backend %I|3& 34 72 X441t BA

, R FPM —-moe-backend rdna3 =L EIE 4 3K,

*EFE: rdna3_moe_kernel_available, Rdna3WNA16Experts.apply,
Rdna3WNAT16Experts.workspace_shapes, Rdna3WNA16Experts.moe_problem_size,
Rdna3WNAT16Experts._supports_quant_scheme,
Rdna3WNAT16Experts.finalize_weight_and_reduce_impl, _get_priority_backends,
_backend_incompatibility_reason, backend_to_kernel _cls, map_wnalé6_backend,
make_wnalé6_moe_kernel, _synthesize_rdna3_qgzeros, _process_weights_rdna3,
convert_to_wnal6_moe_kernel_format, CompressedTensorsWNA16MoEMethod.process_
weights_after_loading, RoutedExperts.weight_loader

KR BR

vlim/model_executor/layers/quantization/compressed_tensors/compressed_t
ensors_moe/compressed_tensors_moe_wnalb.py

FrE &M X CPUI #7&A TCPU 5 RDNA3) , & RDNA3 FEXREN TKH
oracle & ZP Bk 8B & 5, BLS _process_weights_rdna3 ZREIEFE B E,

# vlim/model_executor/layers/quantization/compressed_tensors/compressed_tensors_moe/
compressed_tensors_moe_wnaléb.py
# process_weights_after_loading() FHE SR & &M4T 1L

# CPU 8y fused_experts_cpu 5 RDNA3 HIP NAZEMEm A NAREM M EEES



# (RDNA3 HE & H oracle By _process_weights_rdna3 &8%) , f EMULATION
# MBS MIREMERN bf16 RE, FrABMMEIE EHRR,
if (
not self.symmetric
or self.wnalé_backend in (WNA16MoEBackend.CPU, WNA16MoEBackend.RDNA3)
) and self.wnalé_backend |= WNA16MoEBackend. EMULATION:
assert wl13_qgzeros is not None and w2_gzeros is not None
# FEEIE w13 / w2 B9E & replace_parameter B E layer

Wi AR

A PR 8 review ITi83EHH (review comments _count = 0, X 4 % issue 1Fi8) , &bk
NEFERAS BN YA L
BowenBao (#44075 reviewer, AREMEIEEE) : Thanks @JartX! LGTM
fxmarty-amd: LGTM
titanaa: #AEHFHPATEAN (merged_by)

E— SRR RRKR B coderabbitai By nitpick: tests/kernels/quantization/test_rdna3
_compile_guards.py # TestMoEDispatchMocked B§=/NAFIEIE ROCm B L =)
——rdna3_moe_kernel_available() Z current_platform.is_rocm() %gt3RE False, HRATR
£ F|HE mock B9 on_gfx1100 5 torch.ops, WrE3iRILA False is False; ZINZiZEMNLE
XHEEBEAM gfx1100 only 8 ROCm skip marker, ZZ PRI B EIRE, PR EHES A,

RAEM: claude[bot] B fork PR Bah&EMH A (This pull request is from a fork —
automated review is disabled) , mergify 2R & HR (EEPFEE merge main FAF =
AN commit) , AndreasKaratzas it & /ci run, Buildkite CI #88379’ £ commit
8b31bef89020 LirfT, BHAL, M—NKHARDLKER. ©ZMMTARIME PR, HFERE
FERBEEENS ZALPEN LGTM,

« 3 ROCm F& L TestMoEDispatchMocked FBIZ M (testing): EIXMARITA Trivial
nitpick, PR & AR EILT; T experts BRTTRMRNEE REEE)

- fIPEXE oracle/experts R F AEBIFRIA (design): BT RRBRBVIBHEERM LIS
AW, WA #37753 %&— oracle ZEMBITEHAFEIR

- fork PR B #F BRI S5 A REEE (other): FEIBRB=MAIFEN LGTM SEFKR
M gfx1100 B83F, NRRMRKE (PR rebase. Cl Faifik) CAEREFEFREAR,

PNSESE-AL

. R
1. ) gfx1100 BEapbBEE (ZRE X)) : A PR {EEH KeyError: '
intermediate_size_full' IE2EARA gfx1100 CI A KEABR,; IBEH
Rdna3WNA16Experts B§42 R+ R S/E& A F B tests/kernels/quantization/test_rdn
a3_moe_w4alb.py 5 2xRX 7900 XTX ARFIIE, test_rdna3_compile_guards.py R
BENREMRE, FEBEZmIHUE



2. X4 AL BERNFBEKREIR: viim/model_executor/layers/fused_moe/routed_experts.py
AL quant method 4 F45 &= H|BT B E £ intermediate_size_full 12, AXRR Eit
RDNA3 RER KL B, FREFFE MoE EN-FEE TREER R X MK K,

3. EBRE T LA RV BR&N e . IEXSHR. channel-wise (3E GROUP strategy) . LoRA
ZREEINA—EESR Triton, BXEEEH (RFEEBEFREAEESNKEF delta) , 1EA
FPAE gfx1100 EMRERHMES R ; /& RIIE T XHR int4 / group 32 FEEHARE

(~385 tok/s) , ELRZpRZEA EAELKE,

4. AR E R RIBRINTIZ YN _get_priority_backends() 1 RDNA3 HEfE
FLASHINFER_TRTLLM / MARLIN Z R, gfx1100 LFrA#E supports_* B9 W4A16
MoE BRIAE HIP W%, FIIRZMREmMANEKRRE RS, =6 HINEFRNEBER IR
JEiREE

5. FaX 8y workspace B4): workspace_shapes() REMEXRTNEHEZE M * topk *
(gate_up + N), EAHMMBLEFXE modular kernel M workspacel13 #1H. GEMM-1
HFANEFXE A workspace2; R FEHE LRI —RE BERF NS SFARLREH
, BRAEMARE K,

6. TopKWeightAndReduceNoOP BIIEFPERIIR: VTAE2IKH output_topk=top_k A
AR, FHIE apply() T3 output %M zero_(); —EARHEY output_topk & XK
FAfl apply_router_weight_on_input 2 X #&K5), HIxREFRIERE,

7. MAREH ] R ALIE . coderabbit FEHEI=A mock ABIZEIE ROCm EREERE£Z
B/, EEEEN KEEE S TXMRES. - ®W: AFPM: gfx1100 (RX 7900
XTX % RDNA3 4% ) AP M W4A16 MoE HEMEENAH] & E BT IEF KRBT
, FERFT LA —-moe-backend rdna3 &&|38 EZAZ; IEXFR. channel-wise.
LoRA AF/R3|ME Triton B3R (LREIEH, EMEMATRESIBITARRE) . 2%
Ml: ROCm £ WNA16 MoE BEREURERE| oracle/int_wnal6.py B— A0,
compressed_tensors_moe.py FEFATFEETRBABRKLS X, REEEZENFRL (EXL
EW + oracle W) WSKA—1, G437 RDNA4/CDNA W% R E4N backend +
experts £, HEBAMZZTI: |HH Using CompressedTensorsWNA16RDNA3MoE
Method (native RDNA3 HIP kernel) &4 oracle B Using 'RDNA3' WNA16 MoE
backend 5 Using Rdna3WNA16Experts, &K#i1HH EHNHREM AR XIS EER S,
BAM: 3X& #37753 45— MoE oracle £ 4#)1 & ROCm Ja 3R baS&HAEMR,
BowenBao M#ERRE ZRARGRBIEREEFIA; RMNE gfx1100 BIIETTELL
SBEENTTERE W ARES L, 8D CI K. - REARE: s gfx1100 CI B |, 3
LHELERBERRER , ZAMTATMLN FEXFR /LoRA/ BIE) , BRMIAERMERTE |
workspace R ZALKE , MRAGIZE

RERIREE

« PR #44570 [MoE Refactor] Combine CompressedTensorsWNA16MarlinMoEMethod
with CompressedTensorsWNA16MoEMethod: 74 PR # & FRZE (body JEX blocked on
#44570, which is merged) , FERJE WNA16 oracle /et R ESL4&: ©HLIE
Marlin Z4A3 XN\ CompressedTensorsWNA16MoEMethod, 7 PR A &£ RDNA3 tiB{k,
ARFEZIRE oracle AE,



« PR #44075 RDNA3 (gfx1100) @& W4A16 MoE %% PR (PR body 51, JEXEH
FRER) : A PR BIZHNEE AR @BowenBao ZRMIELLEM; body BAH the RDNA3
W4A16 MoE kernel added in #44075 was wired in as a bespoke quant-method
subclass, A PR RERALXE L%, HIP AS MR ARFAE,

« PR #54985 [Elastic EP] Reuse CUDA graphs across reconfiguration: [EJ&
vlim/model_executor/layers/fused_moe FAZGWER / EinSHITREBEE (B &
all2all_utils.py. prepare_finalize/nixl_ep.py. config/parallel.py) , 54 PR —#fi@d BE

AFRARRNZTRMNE; RBEARBRERN TREKE, mIEHKE—X 1,



