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[Bugfix] [Model] Fix block FP8 MTP in ModelOpt mixed checkpoints
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- EME: % PRAEMBKIE, RN T ModelOpt EMAERKAIE MTP EfRER AL
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SCEL AR

1. £ vllm/models/gwen4_exp/{amd,nvidia}/mtp.py F, #3¢ remap_quantized_layers &
o, ZRHERBHEWN remap_ignored_layers £, X quantized_layers FHmE (B
%) TR EMET, ¥ checkpoint 8 MTP B&R3| ({1 mtp.layers.0) H#eAEfEE
REgXh &5 (30 mtp.layers.48) ,

2. 1£ vllm/models/qwen4_exp/{amd,nvidia}/mtp.py B4 _make_draft_vlim_config &%k,
FIEX quantized_layers BMERIRERfOEME, EFAERER EMNERER, £E
draft_quant_config & &I quantized_layers, 77N
_remap_quantized_layers #4T&R5|MEIE,

3. 7 vlim/model_executor/layers/quantization/modelopt.py #, 3|
_BLOCK_FP8_MOE_ALGOS ®&7tH, %4—iR%| FP8_PB_WO #r FP8_BLOCK_SCALES
AR block FP8 &E3k%, & ModelOptMixedPrecisionConfig. _init__ H, #EM
quantized_layers FUKEFH I block_size WiZBHE, FHAlZE—A Fp8Config 5245l
self.fp8_block_config AT block FP8 MoE B, % get_quant_method %, A
RoutedExperts BE#3%t _BLOCK_FP8_MOE_ALGOS B4k, RE
Fp8MoEMethod(self.fp& block_config, layer),

4. FAUSBONIR, 7 tests/quantization/test_modelopt.py F#73E
test_modelopt_mixed_precision_dispatches_block_fp8_moe MR, Z&iE FP8_PB_WO fuo



FP8_BLOCK_SCALES &EJAREERDIKE| Fp8MoEMethod FH ¥ ERARY
weight_block_size, TE tests/models/qwen4_exp/test_config.py g
test_gwen4_exp_mtp_remaps_mixed_precision_layer_indices MR, ZEALMR AMD#n
NVIDIA /a3, FIF _remap_quantized_layers E¥KEEIEAE mtp.layers.0 EBLEt A
mtp.layers.48,

R

« vlim/models/qwen4_exp/nvidia/mtp.py (£ MTP #&k; 285 source; R
data-contract; &% _remap_quantized_layers) : AZNEE XM, HET
_remap_quantized_layers REHFEERENEEMZFRA, 2B E RN XL,

« vlim/model_executor/layers/quantization/modelopt.py (13t B2 ; 2£5| source; LR
data-contract; &5 BLOCK_FP8 MOE_ALGOS,

ModelOptMixedPrecisionConfig.init, ModelOptMixedPrecisionConfig.has_blocked_weig
hts, ModelOptMixedPrecisionConfig.get_quant_method) : BT EXH, ¥ET
ModelOpt mixed precision 1.8 L% $¥F block FP8 MoE &, HAIETY
FP8_BLOCK_SCALES 5|4,

- tests/quantization/test_modelopt.py (#3k EMHMIR; KH| test; LA test-coverage;
5 test_modelopt_mixed_precision_dispatches_block_fp8_moe) : MR, #FHET
L 1BE block FP8 MoE B4 kZ H MR,

. tests/models/qwen4_exp/test_config.py (iR HAVELEMR,; K5 test; KR
test-coverage; {45 test_gwen4_exp_mtp_remaps_mixed_precision_layer_indices) :
MRS, #1387 B3E _remap_quantized_layers Ei%xt AMD #1 NVIDIA /&3 & BLsTiZ
MR

XSS _remap_quantized_layers, ModelOptMixedPrecisionConfig.init,
ModelOptMixedPrecisionConfig.has_blocked_weights,
ModelOptMixedPrecisionConfig.get_qguant_method, _make_draft_vlim_config
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vlim/models/qwen4_exp/nvidia/mtp.py

BT E XXM, FT _remap_quantized_layers REFAEERERAREMZEFIRAR, 2BE
] B A4 K FRE ST E

def _remap_quantized_layers(
quantized_layers: dict[str, dict],
mtp_start_layer_idx: int,
) -> dict[str, dict]:
"""Map checkpoint MTP layer indices to standalone draft indices.
# EFHEAMN _remap_ignored_layers B3, F#ENE (BL) FITEBRS,
#XRRTEREREEFTHNESL LS LRI ERRZAETE,
return {
_remap_ighored_layers([name], mtp_start_layer_idx)[0]: layer_info
for name, layer_info in quantized_layers.items()



vlim/model_executor/layers/quantization/modelopt.py

*ETEXMH, BT ModelOpt mixed precision B E X #F block FP8 MoE &, 4t
7 FP8 BLOCK SCALES %4,

# “"FP8_PB_WO " £ ModelOpt B4 2D block-FP8 & #R.

# FHAH Qwen3.8-Flash-Next #& s ~"FP8_BLOCK_SCALES " 2R MERMNKERA,
# RWEHEEARE S REMR GRS,

_BLOCK_FP8_MOE_ALGOS = ("FP8_PB_WO", "FP8_BLOCK_SCALES")

# ... &= ModelOptMixedPrecisionConfig.__init__ & ...
# K& FTH block-FP8 MoE E# group_size, Hafk—EK1%,
block_sizes = {
int(layer_info.get("group_size", 128))
for layer_info in quantized_layers.values()
if layer_info.get("quant_algo", "").upper() in _BLOCK_FP8_MOE_ALGOS
}
if len(block_sizes) > 1:
raise ValueError(
"MIXED_PRECISION ¥ E[EZKFTA block-FP8 MoE B A ERE /Y group_size, "
f"B53| T {sorted(block_sizes)}, "
)
block_size = next(iter(block_sizes), 128)
self.fp8_block_config = Fp8Config(
is_checkpoint_fp&8_serialized=True,
activation_scheme="dynamic",
weight_block_size=[block_size, block_size],

)
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BEE (M ==%KAin) REENMWR. - PmW: AFPm: BEEMEER QwendExp
A (0 Qwen3.8-Flash-Next) BEZE T ModelOpt mixed precision #&& & (&4
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