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# vllm/v1/attention/backends/mla/prefill/trtlim_ragged.py

def prepare_metadata(
self,
prefill_metadata: "MLACommonPrefillMetadata",
) -> None:
super().prepare_metadata(prefill_metadata)
self._query_seq_lens = (
prefill_metadata.query_start_loc[1:] - prefill_metadata.query_start_loc[:-1]
)
# ¥R flashinfer AP RTEF R ERARA, BESRRZRARRD
query_lens_cpu = prefill_metadata.query_lens_cpu
if query_lens_cpu is None:
raise ValueError("TRTLLM ragged prefill requires CPU query lengths")
if query_lens_cpu.device.type != "cpu":
raise ValueError("TRTLLM ragged prefill query lengths must be on CPU")



if query_lens_cpu.ndim != 1 or query_lens_cpu.numel() ==
raise ValueError(
"TRTLLM ragged prefill requires a non-empty 1D query-length tensor”
)
min_query_len = int(torch.min(query_lens_cpu).item())
if min_query_len < 0:
raise ValueError("TRTLLM ragged prefill query lengths must be non-negative")
self._has_active_rows = min_query_len > 0
if not self._has_active_rows:
has_mixed_rows = bool(torch.any(query_lens_cpu > 0).item())
if has_mixed_rows:
raise ValueError(
"TRTLLM ragged prefill contains mixed active and empty query "
f'rows: query_lens={query_lens_cpu.tolist()}"

def run_prefill_new_tokens(...):

# YLERITH, RARESZMEBEMATLTS LSE, BIANZAR
if not self._has_active_rows:
out.zero_()
if return_softmax_Ise:
Ise = torch.empty(
self.num_heads,
g.shape[0],
dtype=torch.float32,
device=q.device,

)
return out, Ise.fill_(-float("inf"))
return out
# 1£3% skip_all_rows_active_check=True %3 NAZ NI L
ret = trtllm_ragged_attention_deepseek(
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# vllm/model_executor/layers/attention/mla_attention.py

class ContextChunk:

# R, IR RAFTRE WA KV [TRETEERK (KE > 0)

all_rows_active: bool



# EMEIRFITERBENE
chunk = MLACommonPrefillMetadata.ContextChunk(

all_rows_active=all(length > 0 for length in query_lens)
and all(length > 0 for length in plan.seq_lens),

)

# £ MLACommonMetadataBuilder.build &, ¥ CPU E WK E(E345 prefill_metadata
prefill_metadata = MLACommonPrefillMetadata(

query_lens_cpu=prefill_query_lens_cpu,

)
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