PR #55451 ZEIRE

vlim-project/vlim
[Bugfix] Unreadable “prompt_embeds™ payload should be a 400, not a 500
&3FrtlE]: 2026-09-16 13:53

JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/55451

PATHRE

« —4&]7E: prompt_embeds REARFTEATA 500 BX¥| 400, s RIEBARTE] 200 F5F
 EEME: EERIR AHEREE DRRAAHEAREIR — HTTP RSB XEEBMHOTHIE
Jfi, FF=ARITHREK: —& except Exception BRERBETAH EEAAZFFOER
AEX EHEARABNIE X FKSE, HH OOM RIE re-raise #B#|¥42) , XEARRKEFRIDEN

ER&; —& _truncated_reason() A TEM + BTk ERIBANERFEERE TRk
RAIRELE; Z2MRMEI patch torch.load EFACTRKEEH, LK M Ttorch MBIFLH
KHER] MRARER—XEEXTUEERIECKHE = A B IR XANRIENRG L, 3%
B FHIARFTEZR BB Sxx EEELER TR EM 400 IR, HER
image_embeds / audio_embeds 42152 500 897~ —3K,

THRES B

PR body FAFAIE HXE [EF i A R AERKR S IHEE] B9JRFE: prompt_embeds &
RAFEEEMN basebsd blob, safe load _prompt_embeds XMHEEA EiEH R BELEE
400 (rank #. hidden_size #. JEF = dtype. RFFMLERARE tensor. body REEE
base64) , "X [ltorch.load B&IRAT ] XAVRERE 500, FERAREE—FETRE: &
BT EOFError. B ¥ IndexError. FMEALFEF UnpicklingError. ascii XA KeyError, #k
Wr zip / J© tensor B9 zip / legacy pickle &2 RuntimeError, &%EF—A& ValueError, Frik
create_error_response & 3| InternalServerError 4% ; M render prompt 5B Z &%
A try, ARAKFREIL body FHEEES| 500, /FETHAXEX OpenAl NAAR A FEM
fuzzing. IFIE B% ¥ —¥ create_error_response EfE KN (A—# 12 ANZES
content part & 500, #A PR RUkskix—4t) ,

TR

TE ANDO: vliim/renderers/embed_utils.py::safe_load_prompt_embeds & prompt_embeds
ByrE—REMT AT (render_prompt E#:AA. FEIEL try) , BWMALRERRET HTTP R
S, ERas2MAREIZRIRE FIEHFAAE helper L,

1. K RBMTI R pybasebsd.bbidecode(embed, validate=True) M torch.load B9S2 5L E
LR A B payload BEREE, FIWERFIRHA TREEIE basebd BHAHL binascii.Error
, '©& ValueError F3. AEmBgt 400] —IEBELREFAND ZIEFME try 245,
3B A FTI IRE BB PIE X



2. AT A3 torch.load B9kIK&: T check_sparse_tensor_invariants_threadsafe() £ TF
XA try/except, E—/Na % except (torch.OutOfMemoryError, MemoryError):
raise {RIEARS 3 OOM 152 500 (torch.OutOfMemoryError & RuntimeError ¥, R
LEESWTENEZHKRZE) ; £ % except Exception as exc ¥4
VLLMValidationError(parameter="prompt_embeds"), E&F|H torch 8y 6 X FE, MBER

AT AMIEIR LR IR RBEAER torch IRATILHERME,

3. iR ERAR: I MAX_EMBED_ERROR_REASON_CHARS: Final = 200 5
_truncated_reason(exc), AFREEREIR] 200 F4&40 ... (N more characters truncated)

, RBRBEFZEE, SIHLE torch BB BIER T F WA (unpickler &3| AIARA 7 %E#F
HWE&F) , AFREREFTRAEE,

4. MRELE (Fr3E) : tests/renderers/test_prompt_embeds_payload_validation.py (+163)
E X UNPARSABLE_PAYLOADS &% 7 &7, test_unreadable_prompt_embeds_pay!
oad_is_a_client_error B & parameter == "prompt_embeds" BR E 5L
create_error_response 53| 400, $THYZ HTTP BmiER%E X,
test_the_error_body_stays_bounded 7 100 KB padding THiE 4 E < 500 F&F; BE
AT A patch("viim.renderers.embed_utils.torch.load",
side_effect=RuntimeError(reason)) JEABAIKEIEH;
test_a_well_formed_payload_still_loads 5 test_a_payload_that_is_not_baseb4 is_still_
a_client_error fE A IE R XTHE,

5. BEEMRIERD: tests/renderers/test_sparse_tensor_validation.py (4 &b#rE) 5
tests/renderers/test_sparse_tensor_concurrent_race.py (5 &tlrs) ¢
prompt-embeds EHFEIEAZE M (RuntimeError, ValueError) XA VLLMValidationError;
B—X4E ImageEmbeddingMedialO / AudioEmbeddingMedialO 89K & 2| B AR5,
A MedialO B&42h# torch B RuntimeError, 4~ PR A& %,

6. MESRIZEE: pre-commit B typos (UNPARSEABLE — UNPARSABLE) 5
check-forbidden-imports (RS 5MX & —4L import pickle) B{EFFR pickle 1K¥f, [E#EE
IR EREMNE R TAHKK except Exception; ClI AL X3%/E main FORMEIE. FHHIN
3/ job EA—# exit status 94 BIERIZHEFREIS, FE LK merge main 5§ /ci retry U8,

R

« vlim/renderers/embed_utils.py (3 S NfEHT; 7| source; R core-logic; &5
_MAX_EMBED_ERROR_REASON_CHARS, _truncated_reason,
safe_load_prompt_embeds) : "ME—IREIEAEN: 4 torch.load BT ERETIRAT NI IR FE
¥ X VLLMValidationError, #3¥ MAX_EMBED_ERROR_REASON_CHARS 5
_truncated_reason(), 3B baseb4 fEEEFEH try, H % re-raise OOM £ B %, HEREX
P23 400 F2 500,

. tests/renderers/test_prompt_embeds_payload_validation.py (3 SR ARIMIR; 5]
test; M test-coverage; 5 model config, encode, _zip_without_a_tensor,
_saved_tensor) : #3E 163 TR EAR TEVFIEHIER] BZWIESE: 7 ERTIREBAT
4IRS parameter == "prompt_embeds" B2 HE 5 create_error_response 53| 400,

2 A AR E B RS PSR E E BT RLONR, AR AN IE R AR,



. tests/renderers/test_sparse_tensor_validation.py (3t FEARIM R ; X5 test; LR
test-coverage; 5 test_malicious_sparse_tensor_rejected,
test_extremely_large_indices_rejected, test_negative_indices_rejected,
test_attack_scenario_completions_api) : 4 & prompt-embeds ¥r& M (RuntimeError,
ValueError) B84 VLLMValidationError, i2xXHEE 7 L EMKEIKE 848 IR2 BRS th
500 %& 400; RXf MedialO WrERIFAE, BN HARKE ZH5EH,

. tests/renderers/test_sparse_tensor_concurrent_race.py (#3k F&FZASMIR; L5 test
; RA test-coverage; 5 test_malicious_sparse_rejected_by prompt_loader,
test_concurrent_loads_all_reject_invalid, test flag_restored_after_exception,
test_flag_restored_after_concurrent_exceptions) : 5 &Bi =5 contextlib.suppress #
FETHM E VLLMValidationError, fRIEHZ TS, 2/ flag IRE S loader BIHESF
B RAERSEIEX B ETIRE Ko

X5 safe_load_prompt_embeds, _truncated_reason, create_error_response,
test_unreadable_prompt_embeds_payload_is_a_client_error,

test_the_error_body stays_bounded, test _a_long_reason_is_truncated_and_says _how_m
uch_was_left_out, test_a_short_reason_is_passed_through_whole,
test_a_well_formed_payload_still_loads, test_a_payload_that_is_not_baseb64 is_still_a_cli

ent_error

KR BR

vlim/renderers/embed_utils.py

ME—IRALERE: 1B torch.load BT ERATHAT AT RFF K VLLMValidationError, #3&
_MAX_EMBED ERROR_REASON_ CHARS 5 truncated_reason(), & baseb4 AERGFEZH try
, % re-raise OOM £ RB%, EERETZEFHEE 400 £ & 500,

# vllm/renderers/embed_utils.py

#torch WEBBRARAATRKANF IR, FIAXBELERER mAEEREE,
_MAX_EMBED_ERROR_REASON_CHARS: Final = 200

def _truncated_reason(exc: Exception) -> str:

"ER exc BUM BN EIR, WREHRAESHT 20 TR,

AR, AWTEAE R IRk EE R, AIRARARAS
BT E&NE torch RSB EL,
reason: Final = str(exc).strip() or type(exc).  _name__
omitted: Final = len(reason) - _MAX_EMBED_ERROR_REASON_CHARS
if omitted <= 0:

return reason # JHEBMRBEAEL, FHIMEMIRE
return (

f"{reason[:_MAX_EMBED_ERROR_REASON_CHARS]}"

f'... ({omitted} more characters truncated)"



def safe_load_prompt_embeds(
model_config: "ModelConfig",
embed: bytes,
) -> torch.Tensor:
if not model_config.enable_prompt_embeds:
raise VLLMValidationError(
"You must set “--enable-prompt-embeds” to input “prompt_embeds’.",
parameter="prompt_embeds",

# baseb4 ARRIFXFAE try Z4h: 3EVR baseb4 b binascii.Error, ©&
# ValueError ¥, entrypoints BIJJR A X ARBBET X 400, EBEXARE,
payload: Final = pybaseb4.bb64decode(embed, validate=True)

with check_sparse_tensor_invariants_threadsafe():
try:
tensor = torch.load(
BytesIO(payload),
weights_only=True,
map_location=torch.device("cpu"),
)
except (torch.OutOfMemoryError, MemoryError):
# NERRERSHERN. F2EASNE, LHETFTTEmNEZ
# HREHME (BIEE RuntimeError 3, REERSWZHE)
raise
except Exception as exc:
# torch X MXFRE— tensor X1 BRAEZ—WNREFLER:
# B EOFError. #£5% IndexError. BEHLEYF UnpicklingError.
# ascii XK KeyError. ##f zip / & tensor B zip RuntimeError,
# CA1ERA & ValueError, FTALRTEIRER] 500, AT AMmIER
# KRR, HEEII(E torch B BARE LA,
#
# torch BEBEAME (IEEMRKER S HBRRS]) , EEH
#RAANFETME, BRSEEEE,
raise VLLMValidationError(
““prompt_embeds” could not be deserialized as a torch tensor: "
f"{_truncated_reason(exc)}",
parameter="prompt_embeds",
) from exc
tensor = safe_to_dense(tensor, parameter="prompt_embeds")

# 258 rank / hidden_size / dtype RIRIFRE, & EH
# VLLMValidationError, EM4£ER%—A 400,

tests/renderers/test_prompt_embeds_payload_validation.py

F3E 163 TR EAKR HVFBEHIERA] MR TE: 7 ERTRBMALIE S parameter
== "prompt_embeds" BRESL create_error_response 53| 400, BAMNAKKE LIRS H
Zhf E BT AL MR, R AN E A,



# tests/renderers/test_prompt_embeds_payload_validation.py

# £ Ttorch.load BAEA T KEHA; ¥E REX VLLMValidationError,
# EMRY torch BRI % L8R,
UNPARSABLE_PAYLOADS = [
pytest.param(b"", id="empty"), # EOFError
pytest.param(b"\x80", id="single-byte"), # IndexError
pytest.param(b"\x00\x01\x02\x03not-a-tensor", id="random-bytes"),
pytest.param(b"hello world this is not a torch file", id="ascii-text"),
pytest.param(b"PK\x03\x04" + b"\x00" * 20, id="truncated-zip"),
pytest.param(_zip_without_a_tensor(), id="zip-without-a-tensor"),
# pickle.dumps(42): &% pickle SRBEAREZ torch checkpoint,
# BESRTEE, BRAM import pickle (# pre-commit Z1k)
pytest.param(b"\x80\x04K*.", id="legacy-pickle-of-an-int"),

@pytest.mark.parametrize("payload", UNPARSABLE_PAYLOADS)
def test_unreadable_prompt_embeds_payload_is_a_client_error(model_config, payload):
with pytest.raises(VLLMValidationError) as excinfo:
safe_load_prompt_embeds(model_config, _encode(payload))

assert excinfo.value.parameter == "prompt_embeds"

# W e 2 ESH create_error_response, (T{EBYE entrypoints SZF
# 7 HTTP RS, MARBFREEA,

assert int(create_error_response(excinfo.value).error.code) == 400

@pytest.mark.parametrize("payload", UNPARSABLE_PAYLOADS)
def test_the_error_body_stays_bounded(model_config, payload):
# torch ME AR FHH3E, B0 100 KB padding fa ZBARD IR/,
padding = b"A" * 100_000
with pytest.raises(VLLMValidationError) as excinfo:
safe_load_prompt_embeds(model_config, _encode(payload + padding))

assert len(str(excinfo.value)) < 500

def test_a_long_reason_is_truncated_and_says_how_much_was_left_out(model_config):

BT EADKE ST BT, R RN SR,

WREE torch S4B FIRE torch BOWE., BRMRAT(, FALUXE
ENIEH, iEETE AR AR, fmIEERE torch BIEEIR XXUAK,

reason = "E" * (_MAX_EMBED_ERROR_REASON_CHARS + 37)

with (
patch(
"vllm.renderers.embed_utils.torch.load", side_effect=RuntimeError(reason)



),

pytest.raises(VLLMValidationError) as excinfo,
safe_load_prompt_embeds(model_config, _encode(b"ignored"))

message = str(excinfo.value)

assert "E" * _MAX_EMBED_ERROR_REASON_CHARS in message

assert "E" * (_MAX_EMBED_ERROR_REASON_CHARS + 1) not in message
assert "... (37 more characters truncated)" in message

b XA

1. B¥EEELEFIEES T £ DarklLight1337 HiEAHEKIES—— Tlet's add an
indication of how many characters were truncated if the error length exceeds the
max valuel . fEEE 7bdc391f3 # _truncated_reason() &3, 33838 lthe count
only shows up when it is telling the reader something] , [EBNRSEN;
coderabbitai HIANIZER AR (D Review thread resolved) .

2. MERFAE MR coderabbitai 384 Tappending padding does not ensure that the
reason contains the appended bytes) , RAKER = 6NR o EE — KR B AMARIEH9IE
B N EEEZ I patch torch.load FABAHKERHES, FEMNEEELHFT L
B3B3 < 500 F/FW=,

3. BIEER R EELIPEEL: FEE pre-commit BEEE&EBR [This is a semantic
widening from the version you approved, so please re-check that you are happy with
it; the narrow tuple plus an allowlist entry is the alternative if you would rather]
—EIE RJT4A + pickle B&E# vs except Exception + OOM RIE re-raise HYERE,
DarkLight1337 Fa/G L APPROVED E£. [Thanks] #IAE,

4, FHRKEBRIZRSDE B BRI : Manny7717 % base e473e903 / head 1b5abf8d
xR EIM, [14/14 FAIL on base / all pass at head) , F#IA [The reason string
is bounded to 200 chars — good call, since torch's unpickler error text quotes
caller-chosen names (reflection bound)l , W& [confirmed subclass of
RuntimeError — genuinely server-side condition stays a 5001

 BETENEIREBEZRAERT LV FR (design): W RN FH A helper, KN
EE—4&, ERZLENEZ,

- BWOUR B E 1 EAE A mIRREL padding (testing): JMIRM Ttorch 15F4AHKIE R
FERR, WIE X2 A ARAD AR BT AL

c BEEEBEERRETEKEAN except Exception, EEHIFEE L (correctness):
DarkLight1337 Bi/Z APPROVED (EI& [Thanksl ) #ZK5%; KK E OOM ®IE
re-raise. IHIXARTEX torch.load UKATANIHIEN torch IRAZE B SRR R EMHE,

c TEMRIIKEELRZRSEE 500 & 400 (correctness): iF##%, PR body # 1 &
BT ZEER; MedialO B2 AR—BWBARAREAKSEE SN,

« Cl: %% JE main 5 exit status 94 BIEBIZHEEE (other): & A EMIZER Y, 1FF
&Z#2 /ci retry Ei 3 NLIK job,



R 5 B

o

1. BEREEMMNE R B TAHKEE| except Exception (vlim/renderers/embed_utils.py)

. fRAIEIX—K torch.load M& A BIE OOM BE#EWKHI N 400, BIE torch BH
bug. RN IRE RS EENRSIRIKE, XEBENE Sxx AT MESEHI 55,
EERETER A, B S EHIRAWTASIRFIELR torch.load AR, B
torch.OutOfMemoryError / MemoryError BRI E re-raise, KeyboardInterrupt /
SystemExit A& BaseException & &,

2. HTTP EXZE (500 — 400) : X prompt_embeds BRI, TEMRIRKE
BIIEAERI2HEm 500 & 400 (PR body % 1 £BFR) . K% 5xx A& BRI E R
FBREIR (FETHL) , EREBEERSER oxx THE. 4xx EANBE, TEZRIHE
TRAS E P mta iR I8 SR,

3. RAMBZITAAR—3: ImageEmbeddingMedialO / AudioEmbeddingMedialO *t[& 2
REE B torch 89 RuntimeError — 500, 4 PR BA#AX|HSEE SN (
tests/renderers/test_sparse_tensor_validation.py B MedialO Wr &R
(RuntimeError, ValueError)) o RE—ANMER A prompt_embeds 5 image_embeds
FREARRBPRSE, RERARFREFHRRE

4. 8ERAEERATEY: WMNAES torch BWIBE XA, HP S| HIRRFIRMEHNE
F, MEEWE 200 FF + ITEHRER, BEARKEH test_the_error_body_stays_bound
ed (< 500 /) RKE, RAABANEEEIEER, BEXILEREEEEEHENESL
NEEE, NERRA TEFRBEHNT IR,

5. MR torch T ABIFARARF : UNPARSABLE_PAYLOADS 8y 7 2 #HEMK#: torch ¥4
BIBYARATRRIZ, BT S REX VLLMValidationError Friikfa: ZRRENHRFTER (8
%, ZAfSEK, BEEZHNEFESmIEMIE S,

6. CI BE: Buildkite #89242 H I 3 A job El—#) exit status 94 (3 pytest B H D)
R ERIZ RIS, H B entrypoints-integration-mu Y EREIR, &30
buildkite/ci/pr —ER41; AFHA PR MK computer-cpu-reasoning-plus-renderers
job 33,

<AAA (AF) : @i OpenAl FEANDOIEAN prompt_embeds & i, E5EHRAR
KEF| 400 FoT %8 torch JRE (BliE) , FABIEC YRRESIHKEEEIANRE
; FAIE 4xx 5 5xx IR LB P intE R AIEZEE R AN,

« 2% vllm/renderers/embed_utils.py::safe_load_prompt_embeds & prompt embeds
BrE— AT A D, EBFTA embedding MIARRNE RS LXORBHLSE—;
entrypoints B create_error_response BRETALN A& Kekzh, K REIE T4 H
¥ X—FB, £MARERSIHBAT —enable-prompt-embeds (BRIAXF]) , BuE
EEH

« AW E: prompt_embeds SATRIKEBIELAXE Sxx HHRETH. R 4xx HEEA
, B#5 SLO EXFE—RMEXNK,



- AIRAE TRSEK: ETANTERER— T AMERENBRE=ZFAERTE] &
HERA A FTABENERXABRM A EE R E] ; R fuzzing AORRATFE
— F create_error_response V3£ — R&H 500 WAR—4t) XEFFWHOE, BE
%SRS (_parse_chat_message_content_mm_part) B3 ESEFER HFHZETL 500,

« REEFRIT: FIRSEEK A except Exception, HTTP 500—400 X Z & |
image/audio SR ABEIZ5 N 500 (ITAFR—K) , BRAEERASFT (BEAKE
200 F5F) , CI EabRAEH B0 (exit status 94)

KRRk

+ PR #56505 [Pooling] Cap max-length padding for chunked embeddings: [EJ& OpenAl
FENO TR LA A A FISKEIEXMEIE: B PR chunked #RAHK
padding _EPFRE&KA min(max_model_len, max_embed_len), 4~ PR M2 prompt_embeds
BURRAT R IR K 5 SR AR EIRSL, —FRKWE RS SENRSmNMAREE] X—&,

« PR #54098 [Bugfix] Format kernel-import errors eagerly so warning_once does not
retain them: B AFHE N LB R LG L HFaE: AR PR 432 warning_once EHFE X

ZHBEHNATHR A PRAERFELERL HTTP RESNERFAZRERXARR, HE |
FE - PRI BB ENTAEMBE,



