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[Bugfix] [Core] Retire Mamba states across null gaps
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JRSCEESE: http://prhub.com.cn/viim-project/vlim/pull/55450

MTRE

« —AE: 5 Mamba KRR null 2R FERT S ERECIRSHER

- WESME: EERKIL, HEESE=4: (1) MambaManager._remove_blocks_in_range
KA + KEXRR + BEMABE null=T4h46, XESEMRBERMMRERSES RIFK
RS, WEIEME align ENNEHHFFEERIZ (W has_positionally_stable_blocks)
HREMALR; (2) pop_blocks_for_free 5 __init__ BYRIT/ERE, BAERESRIASK
L& —HKMNFES; (3) test_mamba_retirement_bounds_prefill_states FAZ %k EFLIT
EERSHERERAZENHER, EREANLMKET XARMREEMNRER, 3%
BEHMZEE BT & last_block = min(last_block, len(blocks)) 3 X—&ERA KT, WK% E2E H#iE
BETAEIEX; BIRENEIN—FESZEA WK prefill 3HBIREYT (BT S Ho0EES B IE
k) . RIS RIS RERAE. T ETFHEF NIRRT,

Th RES EAL

PR body BA#$s B =& : "Fix align-mode Mamba retirement stopping at null gaps and
leaking older states. Track the retired prefix to avoid rescanning it.". {fFERNRAET 5
AR TAERY3 5 "Split from #55435. #54076 changes chunk splitting; #53803 changes
checkpoint retention. Neither fixes this leak.", BF chunk 3% %85 checkpoint #& & KB
B E A E XK. FRE B $HIELIE: DGX Spark £ manager A &MRE main

(144e79c) A 3 failed / 19 passed, A~ PR & 22 passed; E5 GLM-5.3-Flash
TP2/MTP5 cache layout B EHEGERER 71 — 9,

LI AE

1. ZEBEANO5MEEAM: MambaManager.remove_skipped_blocks() & align X TFTSE H
RN BRIREYRSER, FH+ZFF6 SingleTypeKVCacheManager. remove_blocks_in_range()o
HEEMAT BRIELE, LR HMEBR, B3P Mamba prefill ZEAEAPRSZIEE TH null 3
RO SRMR S, RZEEEZRRSHRE KR, & PR £ MambaManager $ #7138
El4 override, R7E mamba_cache mode == "align" W%, HAEXIF—ITHR
super(), FEZLFIFMW,

2. IR REIE LM . MambaManager. _init__ B align 2 X ¥
self. num_retired_blocks: dict[str, int] = {}, IBREMNMERDLREBKINR T IR, BRI
AEFANRT: (a) BRAEIRAEFEHN TR 0 ERENERIKAIZ, 1€ 480k token K
prefill FHRAFAS] FEXE"; (b) FAREMRIE, ER—XEKEEIFRKRKR RS



ZORBERRAAEAE R B3R,

3. BB EGE: A EL=H—%A first_block = max(first_block, watermark) &% F
R last_block = min(last_block, len(blocks)) & PR, R\ HEEZFERE; BEEMEAER
JAXIE], continue Bk null &R, XMIEERIKES freed 5 E _null_block; &wE—XM%
block_pool.free_blocks(freed) FHBKAL LK E| last_block, *EEZ B ZERMAE
BEZRE, UkBERNEE T A—align X T relocate_speculative_block 218
BAB P B BRI append BIFIRE, RTHTREIRKETREENM, REIFHM
KB Sk SR8 o AR R R S A0 TR R IR FT IR

4. £ FEHAEIE: pop_blocks for free() & align Xkt
self._num_retired_blocks.pop(request_id, None), 5 last_state_block_idx.
_checkpoints. _producer_partial_tail_regs. _pending boundary_state_offloads —[R&
B, EAREIE, BK ID WEARSWE IBKALHAFIER, SFERIMEERBRE, Mt
TR R KRR,

5. MR S5 WIFBLE: tests/vl/core/test_single_type_kv_cache_manager.py #73t
test_mamba_retirement_crosses_null_gaps (#33& [old, null, committed, in_flight] i &

EEFORBRERTE old Bik. committed/in_flight 27, ZWNR¥HN 5; HE
manager.free('r") EEFHAOERIEKMUKXEFIE) 5 test mamba_retirement_bounds_pr
efill_states (&% block_size 3584/4608. in_flight_chunks 0/1/2, &L 480k token
prefill Basyncie X fa, WisEEFFARIEAN 7 +in_flight_chunks B free & £ERY33E)

o tests/vl/e2e/general/test_mamba_prefix_cache.py BT AZMHNEF T —THALR{E, T
BLE. schema HIPB K,

K AF
« vlim/v1/core/single_type_kv_cache_manager.py ({£3k ZHFEIER,; %5 source; LR

core-logic; &5 MambaManager._remove_blocks_in_range,
MambaManager._num_retired_blocks, MambaManager.pop_blocks_for_free,
MambaManager.init) : AXREE 2L OEZE/FTE: MambaManager #13%
_remove_blocks_in_range override 5§ _num_retired_blocks 7KfiL%k, FHiE
pop_blocks_for free FEHE/Kfrsk; Ik align R EIE super(), REMABFE—ITH R
E
. tests/v1/core/test_single_type_kv_cache_manager.py ({3 BTMR; K7 test; KA
test-coverage; 5 test_mamba_retirement_crosses_null_gaps,
test_mamba_retirement_bounds_prefill_states) : ¥EHR/NEXTPEEEN] :
test_mamba_retirement_crosses_null_gaps A [old, null, committed, in_flight] %1 F %!
E TBEZERERK + BERREK + free FEARKMNEFE] |
test_mamba_retirement_bounds_prefill_states %t EZR 480k token prefill FFHr = 1§
EEFARIEAN 7 + in_flight_chunks,
. tests/v1/e2e/general/test_mamba_prefix_cache.py (#3k 3% 3|38MR; K5 test; LR
test-coverage; &5 prompt_10_block_size) : BiA E2E HAR/ERERIRIE XA E $71—4T
(X bf2e6f5) , BARITAZEAIIE TN EZEIERE, CWEEZSETFRXEI A
[REFIAKEEA E2E A BN %,



XHM5 . MambaManager._remove_blocks_in_range,
MambaManager.pop_blocks_for_free, MambaManager.init,
MambaManager.remove_skipped_blocks, MambaManager._relocate_speculative_block,
test_mamba_retirement_crosses_null_gaps, test_mamba_retirement_bounds_prefill_state
s

RPERRD B

vlim/v1/core/single_type_kv_cache_manager.py

ARG E LT IEB/TE: MambaManager $3# remove_blocks_in_range override 5
_num_retired_blocks 7KfiL%k, F7E pop_blocks_for free HiEIEKMLL; JE align R ER
super(), RELRBEITHZRE,

# vlim/v1/core/single_type_kv_cache_manager.py — MambaManager (align 2 3iR{KiZ 48)
class MambaManager(SingleTypeKVCacheManager):
def __init_ (self, kv_cache_spec: MambaSpec, block_pool: BlockPool, **kwargs) -> None:
super().__init__(kv_cache_spec, block_pool, **kwargs)

if self.mamba_cache_mode == "align":
# E—HAEACRSHRRS], AT THaPRS) R
self.last_state_block_idx: dict[str, int] = {}
# ¥ BNMEREE BRIKI (BRHFET) BHRTIKALL,
#ERA—: BREHENTIR 0 EFENERKRALE (480k token R FRISBHKK)
#1ERAZ: RIEE—XE#EE IR KBRS ORBEIRIESE A 893k,
self._num_retired_blocks: dict[str, int] = {}
self._allocated_block_regs: set[str] = set()

def remove_blocks_in_range(
self, request_id: str, first_block: int, last_block: int
) -> None:

# 3 align ERNEPRSHREARENMEIEX, BHAERLIE,
if self.mamba_cache_mode != "align":

return super()._remove_blocks_in_range(request_id, first_block, last_block)
blocks = self.req_to_blocks.get(request_id, [])
# FTREKUERE: EEABRNRIMABABES AR / BRK (BEMERR)
first_block = max(first_block, self._ num_retired_blocks.get(request_id, 0))
# ERIRFIRKERE: align R TFTHRIRSKETRIF append 35| REZR,
# AR AR TARTREAB H L AT reg_to_blocks K&, £ ZELEGHA,
last_block = min(last_block, len(blocks))
if first_block >= last_block:

return
freed: list[KVCacheBlock] = ]
# BEMAETER, 3FH continue Bk null MAEIRAILR:
# Mamba prefill REABSRRSZEE T null 2/, EEZRMMEIL,
# BRZEEZHNRSHRE—EHEAEREREEINERER (BIA PR B E8HR)
for i in range(last_block - 1, first_block - 1, -1):

if blocks[i].is_null:

continue



freed.append(blocksli])
blocks[i] = self._null_block
if freed:
self.block_pool.free_blocks(freed)
#EHKNL: TORRARARFAEIMX A, AL FE R,

self._num_retired_blocks[request_id] = last_block

def pop_blocks_for_free(self, request_id: str) -> list[KVCacheBlock]:
if self.mamba_cache_mode == "align":

self._allocated_block_regs.discard(request_id)
self.last_state_block_idx.pop(request_id, None)
#IFRER / WEIKER R SRR KM L, #eiER D £H
#OBA B E MR RAK (R DRI Tk RAEK )
self._num_retired_blocks.pop(request_id, None)
self._checkpoints.pop(request_id, None)
self._producer_partial_tail_regs.pop(request_id, None)

return super().pop_blocks_for_free(request_id)

tests/v1/core/test_single_type kv_cache_manager.py

P AN XN test_mamba_retirement_crosses_null_gaps A [old, null,

committed, in_flight] @HiE BERBRIK + BERRERIK + free KA &KIEE)
test_mamba_retirement_bounds_prefill_states Z#fL =X 480k token prefill H ki I&{H¥F
BIRIEA 7 + in_flight_chunks.

# tests/vl/core/test_single_type_kv_cache_manager.py

def test_mamba_retirement_crosses_null_gaps():
# ZIBMEER: old ZNBRAKMIBIRG, Thr 1 £ prefill T null =5/,
# committed / in_flight 2 EEBIRSR,
spec = MambaSpec(
block_size=4, shapes=((1, 1),), dtypes=(torch.float32,), mamba_cache_mode="align"
)
pool = BlockPool(num_gpu_blocks=8, enable_caching=False, hash_block_size=4)
manager = MambaManager(
spec, block_pool=pool, enable_caching=False, kv_cache_group_id=0, scheduler_block_size=
4
)

old, committed, in_flight = pool.get_new_blocks(3)

manager.req_to_blocks["r"] = [old, pool.null_block, committed, in_flight]

# B—XEZELSRARFR: B RAMEeTRIER,
# BRZAKALZRPELE T X committed B RBTIX (GXEAR PR BEMENZOWT) o
for _in range(2):
manager.remove_skipped_blocks("r", processed_computed_tokens=12)
assert manager.req_to_blocks["r"] == [
pool.null_block,
pool.null_block,

committed,



in_flight,
]
assert old.ref _cnt ==
assert committed.ref_cnt == in_flight.ref_cnt ==
assert pool.get_num_free_blocks() ==

# free &7 pop_blocks_for_free EIE/KMI4,; MG EH 0 BEHBKRIK,
#WMEERBES, ERIBKUEEAKRE (TNXBESREREmMAEEE return)
manager.free("r")

manager.req_to_blocks["r"] = pool.get_new_blocks(2)
manager.remove_skipped_blocks("r", processed_computed_tokens=5)
assert manager.req_to_blocks["r"][0].is_null

assert manager.req_to_blocks["r"][1].ref_cnt ==

@pytest.mark.parametrize("block_size", [3584, 4608])
@pytest.mark.parametrize("in_flight_chunks", [0, 1, 2])
def test_mamba_retirement_bounds_prefill_states(block_size, in_flight_chunks):
# BZ|ECELE : 3584/4608 B3R, 5 MNEAMLIR. 8192 token By prefill chunk.
spec = MambaSpec(
block_size=block_size, shapes=((1, 1),), dtypes=(torch.float32,),
mamba_cache_mode="align", num_speculative_blocks=5,
)
pool = BlockPool(num_gpu_blocks=1000, enable_caching=True, hash_block_size=256)
manager = MambaManager(
spec, block_pool=pool, enable_caching=True, kv_cache_group_id=0,
scheduler_block_size=block_size,
)
initial_free = pool.get_num_free_blocks()
chunk = 8192 // block_size * block_size
peak_held = 0
# EER 480k token B4k prefill, FFEIL async RE TR R#FEREET chunk,
for target in range(chunk, 480031 + 1, chunk):
computed = target - chunk
committed = max(0, computed - in_flight_chunks * chunk)
manager.remove_skipped_blocks("r", committed)
manager.get_num_blocks_to_allocate("r", target + 5, [], computed, computed, target)
manager.allocate_new_blocks("r", target + 5, target)
peak_held = max(peak_held, initial_free - pool.get_num_free_blocks())

# 5 NMEHIR + LaT / E—F RS + ARE in-flight 3RS = 7 + in_flight_chunks.
assert peak_held == 7 + in_flight_chunks

manager.free("r")

assert pool.get_num_free_blocks() == initial_free

tests/vl/e2e/general/test_mamba_prefix_cache.py

BRE E2E HAR(EMBHIEXNTMET —IT (IBX bf2e6f5) , BAKITAZELINE TN
BHEEE, GWRESETWERE N [RETUKEAE E2E #I28) BX%,



# tests/vl/e2e/general/test_mamba_prefix_cache.py
"prompt_10_block_size": TestConfig(
num_prompt_tokens=560 * 10,
num_generated_tokens=10,
num_accepted_tokens=4,
step_actions=|

StepAction(
560 * 10,
4,
#ifaRXES5ALEE 1 E0: ZFHNE 5 5 Mamba RARIVEW EHIERIK
# (BA null 3338 BH) | MABZRBINRRE R—XIEREE 4 AWM = o
[0,0,0,0,0,0,0,0,1,1,1,1,1, 1]

if a
else [0, 0,0,0,0,0,0,0,0,1,1,1,1,1],
(g, 10),
(-1, -1),
),
1,
),
I A

AR PR 22 %174 KL E Cl itk / E1RE rebase £, EENEAREAR =4,
1) EEEHKRFE XIBFES: lucamotz BHIEES L NINENE XBARNEFE

—"@ZJY0516 quick ping because you just merged the same area of code into main,
and I just rebased onto that. You are probably very familiar with this right now.", 188
Mamba BAREE(ZR IEAME @ #ER B X%, ZJY0516 R/ 4 H APPROVED,

2) RETEEREEA E2E HA®E: lucamotz 19 "would it be okay for me to update the E2E
test expectations as part of this PR? I believe the failures are caused by the intentional
change in Mamba block retirement, but I don't want to overstep if updating those tests
is something you'd prefer a maintainer to handle.", Mg BEXBIFE/TE =X
bf2e6f5 "[Test] Update Mamba async retirement block expectation") ., X274 PR #E—%
ARITICN T AR ERTAER B, $1WEES, EAREETUASEMLE £ KINVIERE,

3) FE=HFMIEIM: BruceFelix 7 v0.29.0. RTX 5090/WSL2. Qwen3.5 Z&# 27B
ModelOpt NVFP4 RRE. & MTP/ AN ZMHTEIT A—H&E, HEHMN: ’—
237000 token 41F3K, AE prefill token 437704 — 237000. prefill %k 141 — 77,
computed-token #ERER 2 — 0. TTFT 148.952s — 85.932s; ##&F|“Disabling async
scheduling on unmodified v0.29.0 also avoided the long-prefill slowdown”, & af5
async IR EFBARE A X,

546 claudelbot] B PR kB fork MBAHABIITFH, mARA —LAZXE reviewer #bE,

« B null ZRBRIRATRSFESKMEIENX (correctness): LMK MH B ZJY0516 #bE; K
LR pop_blocks_for free 35, MRBERISIET free FEKMEAFIRE,



« BEAYEAN PR PEKELA E2E MRHALE (testing): HEZHEMBER PR NRAF EHZY
mEEy E2E HAEEME; 4P EREHFIR, AL H APPROVED,

« 5 #54076 / #53803 / #55435 BRI A (design): & BESEREEZ| B ULES A B R %K
override + KAk, 54T Mamba BEER P RE GXUMEBETEEEE S K rebase
main) o

B AWM EI: LRNEEZREREZS (other): ERIEURIE R R KB MTP/ #ZALERIZ,
Z async RX#EERKIFPM I BN AL, 1EE S reviewer HRR K,

R 5 B

« QFe:

1. REFRKNERMERNKE (F&S) : _remove_blocks_in_range HE:fbRt PRk iz,
—BMEHSI ARRSHREZHNTR, BESWENLER, RIAEIRE R mIER
e LBARILYE: test_mamba_retirement_crosses_null_gaps X[ — X |&]3% 4238 A ROK
FHWrE committed.ref_cnt == in_flight.ref_cnt == 1. pool.get_num_free_blocks()
== 5, PIEESM; test_mamba_retirement_bounds_prefill_states i & peak_held
== 7 + in_flight_chunks B free = RN 7E4L)IR,

1. KU EREAESRA RIER: EREKEBIZREE reg_to_blocks[request_id] KR
pop_blocks _for free, _num_retired_blocks &8 IB1E, first block # & X3|KMU K=
LEEE return, BRIAWERERBkY, MIREE (manager.free('r") EEH OB 2 RIME
req_to_blocks["r"][0].is_null) IEZEZEX—KIZ, (EXBZHE—AO,

2. TwZiE 55| RKEEANEEBRERT: last_block = min(last_block, len(blocks)) &3B#8H
YAIH| R KE ABRIKIEREEBRER, align R T _relocate_speculative_block &3BIZHLIR
append RS R EZRHAEFEMEE null, WARTIRZES req_to_blocks K E#SZ 7] &
F—3; ERRFEAFTRBEERERE, SEMIAE MR (R4, EBEFZEBNT
SAR) .

3. fTAZEBEXMBEEAMIRS TR a b tests/vl/e2e/general/test_mamba_prefix_cache.
py P prompt_10_block_size &% 5 MRSRBARETHRERIK (1 = 0) , A align
RN B A KA TN T, xR b A ERRRE JmAD #A 2B 8 TSR SR BRI ER R &
R RE,

4. MRBEm EMME MIERIRER EHM": IEENE L manager ZHEKEK (E
F async FEERER in flight chunks * chunk) , E2E RERT —/THAIZ{E, RAIE L
K prefill + ESUER + M ERE MIREGE S, FELENEFIKE (2006.44 MiB
— 254.34 MiB/group) B A#LEIK, B PR KB fork. THEBIEHE. Al HBIAERR (
OpenAl Codex co-author) , & RUAE R,

5. MEEFRMEIRAIE: KUK R T &P EHERINEIE, BT, RUKI|FERERZ
Frel, - m: BAPM: #£H align X Mamba / JBEEZEMER (10 GLM-5.3-Flash) 3
FF & chunked prefill. async scheduling. prefix caching &+t T XA BEEZ I —AF
FHEKRFEA Mamba KA &M 2006.44 MiB &3] 254.34 MiB (FARIKA 1,752
MiB) , B=HELZEANARRD S TNEK prefill TTFT M 148.952s &3] 85.932s. AE
token ER¥, BHRERZEEHF FAAREK ETFTXHEKRHL,



AREM: kEhEFE vliim/vl/core/single_type_kv_cache_manager.py 8§ MambaManager,

3k align ERXEBEE, NapFEAHER, LB Mamba . KV connector By O34 TR A

D (BRI B AR N E BIRE, Eie LS prefix cache B4 F / EAXRMEH
(TEZ1R R bf2ebf5 EF E2E AR AR EX—R MV B4 .

HAM: X2 kv-cache-manager XIRAE #537xx/#54xxx %% Mamba align R &2 FH

X —RKBBAN, 5 #54736 (SimpleCPU 4BKLE hybrid BIZR4T) . #56214 (

DeepSeek-V4.1-Flash B state/KV ki) HZER—FERSMNE; BT )

remove_skipped_blocks / pop_blocks_for free / $ZHLIRMRITEY PR HR SN E 5T KL KIE

Xo

« RFRARIE: BOBRATE | BBERERENR , KEEIZEXR , E2E HIBETATE |
DAESERRBIREYT , Al HHB) BXEIRA THH

PRINISZS

« PR #54736 [Feature] [SimpleCPU] Load fine-grained hybrid prefix hits: E+&2k
vlim/v1/core/single_type_kv_cache_manager.py (FFE % simple_kv_offload manager
5 kv_cache_coordinator) , BFRE—ZF hybrid / /MRRIRGF SREEN KL, &
PR BERRIEX ZHN A EEFMXENB AP HRE AL,

« PR #49675 [Bugfix][Core] Stop zero-progress preemption cascades for deferred KV
frees: B v1 ZORBEREGRL: R—KEENRBIERBERMERESH SRS HED
H&EX, A PR BEMNERAKREREE null ZRMFESROBFRARE, —FHMEAR BRA
B EIE)IERAM)

« PR #56214 [Model] Support DeepSeek-V4.1-Flash: 2kzhiF &
vlim/v1/core/kv_cache_utils.py 5 vlim/v1/simple_kv_offload/manager.py, REJ&
Mamba/ JBEHEMIRSHE KV EHE; A PR £ body F#L GLM-5.3-Flash
TP2/MTP5 BYE S cache layout #REAR, #EBAIZKIRIEWE LA X FHI/ERERKE,



