PR #55448 SZEIRLE

vlim-project/vlim
[Bugfix] [Multimodal] Bound renderer warmup to the prefill token budget
&3F8tE]: 2026-09-06 00:43

JRSCEERE: http://prhub.com.cn/vlim-project/vlim/pull/55448

PATHRE

 —AE: BESBRSERERFANEEAN RN, EREIMERSE prefill token EFRA,

- ESIE: Z PR ESKEIZ, #5E MultiModalRegistry.get_dummy_mm_inputs A&
W{TR A SchedulerConfig RIREAITH, XE—AKALEE S5 ERAIEZ EBBREFHR
Bl, ¥FXRE VLLM AFMA. ZRSEB X FRBHMENTREIR, XNEERRT W
B RS A B AR IR E RIRMEA, BUCOFIAF ARG A WFERIT

THRES B

AfER GLM-5.3-Flash A E GB10 FA LB ERIETLRE KV ZELFETRARA (
Issue #55435) , % Issue f8, FAMBITER P, ERBERFMENEMNUSESTAES &
A CPU QBB NAE, BT KV ZFEEE, BAME, Issue #iAF#EE| ‘Bound renderer
warmup to the prefill token budget; full-context dummy preprocessing retains CPU
allocator memory”, A& PR BRI ERT F I KB LR B LR R TUE 7 B oAb 4038
token #K, RBHXIRAW & AAR

LI AE

1. BB & viim/multimodal/registry.py B9
MultiModalRegistry.get_dummy_mm_inputs Z &%, #FIET%EH scheduler_config &3k,
LZEEKARN None BEH enable_chunked_prefill 3 True B, T &K EBUER AR
seq_len M model_config.max_model_len 4&/1N3 min(max_model_len,
scheduler_config.max_num_batched_tokens), WEHKEF T FF|KETEZE,

2. RERASEM: B8 vilm/renderers/base.py &
BaseRenderer._warmup_mm_processor A 5852, RS2 E 8 A
processor.dummy_inputs.get_dummy_processor_inputs #/& A max_model_len; #5L
ek A mm_registry.get_dummy_mm_inputs, 31X processor fu
self.config.scheduler_config, M B ZERITAIMEK, AERFIIKEZRMELF,

3. MREE:

« T tests/multimodal/test_registry.py ®#3¢ test_dummy_inputs_scheduler_budget I
KA, ERSHMNEEZT scheduler_config. BH / 2/ chunked prefill A& AR [
max_model_len By2EE&3% 5, BIE get_dummy _mm_inputs A BB E BN F 5K E &
&R,



« J£ tests/renderers/test_warmup.py F#3E test_ warmup_sequence_length_is_bound
ed MR, FIWE make_renderer_mock BN ERUERL scheduler_config, 384
TEAEEARAIAERINA T FIKEAR,

REEF:

« vlim/multimodal/registry.py (13t ZRSEMK; £A source; FEA dependency-wiring
. &5 MultiModalRegistry.get_dummy_mm_inputs) : ZNWEE X, BKT
get_dummy_mm_inputs #3%, 5| AT SchedulerConfig BF A KEAKRIZLIE, RAERX
N7 ] B X 5

» vlim/renderers/base.py (183 JEFEERL; £5| source; EA dependency-wiring; F5
BaseRenderer._ warmup_mm_processor) : {HIAA S, ¥ warmup ZBEEMAZIEL
MultiModalRegistry.get_dummy_mm_inputs, AN AFOME LR, HEH AR,

« tests/multimodal/test_registry.py (#Etk ZHESMR; K7 test; E R test-coverage; &
£ test_dummy_inputs_scheduler_budget) : A EMEA EZNITIETIEEFM—E TR, B
ETXRESHAES, BIET ARKHNIERHE,

« tests/renderers/test_warmup.py (#£ik SEFREMR; 25| test; LR test-coverage; FF
£ test_warmup_sequence_length_is_bounded, _make_renderer_mock) : AJEZ

warmup FRAZFRBEERMIR, HORETEITRE 29 RAE 30 B 3R RAR T A 2K

KBS vllm.multimodal.registry.MultiModalRegistry.get_dummy_mm_inputs,
vllm.renderers.base.BaseRenderer._warmup_mm_processor

RERED R B

viim/multimodal/registry.py

EE XM, 182K T get dummy_mm_inputs A%, FIAET SchedulerConfig %K
BEAREZE, RERNGFRIBAKE,

def get_dummy_mm_inputs(
self,
model_config: "ModelConfig",
mm_counts: Mapping([str, int],
*
cache: BaseMultiModalProcessorCache | None = None,
processor: BaseMultiModalProcessor | None = None,
scheduler_config: "SchedulerConfig | None" = None,
) -> MultiModallnput:

Create dummy data for profiling the memory usage of a model.

The model is identified by "model_config".
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seqg_len = model_config.max_model_len
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if scheduler_config is not None and scheduler_config.enable_chunked_prefill:
seq_len = min(seq_len, scheduler_config.max_num_batched_tokens)

if processor is None:
processor = self.create_processor(model_config, cache=cache)

mm_config = model_config.get_multimodal_config()
processor_inputs = processor.dummy_inputs.get_dummy_processor_inputs(
seq_len=seq_len,
mm_counts=mm_counts,
mm_options=mm_config.limit_per_prompt,
)
mm_inputs = processor.apply(
processor_inputs,
timing_ctx=TimingContext(enabled=False),

prompt_token_ids = mm_inputs["'prompt_token_ids"]
total_len = len(prompt_token_ids)
if total_len < seq_len:

prompt_token_ids.extend([0] * (seq_len - total_len))

return mm_inputs
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def _warmup_mm_processor(
self,
processor: "BaseMultiModalProcessor”,

*
>

log_prefix: str,
) -> None:
model_config = self.model_config
# MATFRIESIRE P RIRHEE > 0 RS

mm_limits = {k: v for k, v in processor.info.allowed_mm_limits.items() if v > 0}

start_time = time.perf_counter()
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_ = mm_registry.get_dummy_mm_inputs(
model_config,
mm_counts=dict.fromkeys(mm_limits, 1),
processor=processor,
scheduler_config=self.config.scheduler_config,



elapsed = time.perf_counter() - start_time
logger.info("%s warmup completed in %.3fs", log_prefix, elapsed)
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