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vlim/models/kimi_k3/nvidia/low_latency_gemm.py

BRYEBNRAEAD: FE _kda_gkvg_flashinfer_backend() #itEaEHRE QKVG BE £
FlashInfer cute-dsl, #Bxsh run_gkvg § autotune_kda_gkvg, 7 SM90 LEE:R torch.mm



{B{RE F_A/beta § F_B #4540 %, BENMEEWRE P,

def _kda_gkvg_flashinfer_backend() -> Literal["cute-ds!"] | None:
"REYF GPU ITEREA T TAM FlashInfer QKVG &3,

FlashInfer 8 cute-dsl BF16 GEMM &) @RI BT1E4 SMI0,
Rt SM100 5§ SM103 3R[E cute-dsl; HMaEH (& SMI0) R[E
None, itARA A EERE| torch.mm, MAREFLIRYESLEM,

# % CUDA graph profiling M ER B9 N AZ 4R 1% 2 K.

if current_platform.is_device_capability(
(10, 0)

) or current_platform.is_device_capability((10, 3)):
return "cute-dsl"

return None

def run_gkvg() -> torch.Tensor:
# M=1/2 EFOMNEH shape_dynamic_skinny_gemm ¥ HAEE
if config := KDA_QKVG_CONFIGS.get(num_tokens):
return shape_dynamic_skinny_gemm(
hidden_states,
gkvg_weight,
config,
None,
)
# XY Flashinfer JF3g e A (SM100/SM103) Bt A #E mm_bf16;
# SMI0 S EMXESL2EH| None, HIEE%A torch.mm [EI:R
if num_tokens <= KDA_PROJECTION_OVERLAP_MAX_TOKENS and (
backend := _kda_gkvg_flashinfer_backend()

from flashinfer.gemm import mm_bf16

return mm_bf16(
hidden_states,
gkvg_weight.t(),
pdl=True,
backend=backend,

)
# ZEMZEER: REFFLEMELRAER GEMM
return torch.mm(hidden_states, gkvg_weight.t())

vlim/models/kimi_k3/nvidia/ops/cute_dsl/kda_skinny_gemm.py

NZEBE: ¥ fma f32_bfl16_portable 5§ has_mixed_precision_bf16_fma(), it
skinny N/K GEMM & SMA0 Lt%wiE FP32 ¥#)/58) FMA, #% sm_90a Lt libNVVM %wiFk
W, BA PR EIEEMRHRmFHRNEERE K,

@dsl_user_op
def fma_f32_bf16_portable(



a: BFloat16,
b: BFloat16,
acc: Float32,
loc=None,
ip=None,
) -> Float32:
""BF16 e + FP32 R TTBELI, EE pre-SM100 GPU,

PTX fma.f32.bf16 #EK SM100 HKEH; &£ sm_90a LEHKMHKIE
ik IbNVVM %Ri% ke (BP issue #55350 HiREE) . X Bl NBOLHRIT
PN BF16 3E¥SGA cvt.f32.bf16 # % FP32, BHIT—K FP32
fma.rn.f32, BEX5EBEEREE FMA SHMBRE Hopper L%iF,
a_bits = llvm.bitcast(T.i16(), a.ir_value(loc=loc, ip=ip), loc=loc, ip=ip)
b_bits = llvm.bitcast(T.i16(), b.ir_value(loc=loc, ip=ip), loc=loc, ip=ip)
result = llvm.inline_asm(

T.£32(),

[a_bits, b_bits, acc.ir_value(loc=loc, ip=ip)],

"{\n\t"

".reg .f32 a_f32, b_f32;\n\t"

"cvt.f32.bf16 a_f32, $1;\n\t"

"cvt.f32.bf16 b_32, $2;\n\t"

"fma.rn.f32 $0, a_f32, b_f32, $3;\n\t"

e

"=f,h,h,f",

has_side_effects=False,

is_align_stack=False,

asm_dialect=llvm.AsmDialect.AD_ATT,

loc=loc,

ip=ip,
)
return Float32(result)

def _has_mixed_precision_bf16_fma() -> bool:
"PTX fma.f32.bf16 BEZ YR GPU X (SM100 L) , "
return current_platform.has_device_capability(100)

for mi in cutlass.range_constexpr(num_rows):
for ni in cutlass.range_constexpr(split_n):
for vi in cutlass.range_constexpr(_FAB_VECTOR_WIDTH):

# mFEELS X SM100+ ARAREHEE FMA,

# Hopper S |BEMA LR FP32 B FMA B9 252

if cutlass.const_expr(self.use_mixed_precision_fma):

acc[mi, ni] = _fma_f32_bf16(

a_regs[mi, vil,
weight_regs[ni, vi],
acc[mi, ni],



)
else:
acc[mi, ni] = _fma_f32_bf16_portable(
a_regs[mi, vi],
weight_regs[ni, vi],
acc[mi, ni],

)

tests/kernels/test_bf16_skinny_gemm.py

3¢ SMA0 EIMEYIMIR: capability ¥|ZE &£IEs). ESZ CUDA graph #3R5 Eik. QKVG
JEIREFRE autotune ¥k, BEIEEE issue #55350 L KIZ R, ik Hopper EIE,

@pytest.mark.parametrize("num_tokens", [2, 8, 14])
def test_kda_skinny_gemms_sm90_cuda_graph(num_tokens: int) -> None:
""Hopper @M AEImIFFH IR pre-SM100 B9 FMA L AHZ,

TR BB = issue #55350 BILMKIZ R & SMI0 E%iF run_n/run_k,

#7 CUDA graph #IRE5 ERES FP32 55 MARZMBOERE, Fhik

sm_90a wmFEYA,

_require_capability_and_cute((9, 0))

from vllm.models.kimi_k3.nvidia.ops.cute_dsl.kda_skinny_gemm import (
KdaSkinnyGemm,

torch.manual_seed(43 + num_tokens)

hidden_states = torch.randn(num_tokens, 7168, dtype=torch.bfloat16, device="cuda")
f_ab_weight = torch.randn(144, 7168, dtype=torch.bfloat16, device="cuda")
f_b_weight = torch.randn(1536, 128, dtype=torch.bfloat16, device="cuda")

gemm = KdaSkinnyGemm()

gemm.run_k(gemm.run_n(hidden_states, f_ab_weight), f_b_weight)
torch.accelerator.synchronize()

# BEIRIL stream B3R CUDA graph, B/ ERIIENALE# graph 14

capture_stream = torch.cuda.Stream()

capture_stream.wait_stream(torch.cuda.current_stream())

graph = torch.cuda.CUDAGraph()

with torch.cuda.graph(graph, stream=capture_stream):
projected_fab = gemm.run_n(hidden_states, f_ab_weight)
projected_fb = gemm.run_k(projected_fab, f_b_weight)

torch.cuda.current_stream().wait_stream(capture_stream)

graph.replay()
torch.accelerator.synchronize()

expected_fab = torch.nn.functional.linear(
hidden_states.float(), f_ab_weight.float()
)

expected_fb = torch.nn.functional.linear(



expected_fab[:, :128].to(torch.bfloat16).float(), f_b_weight.float()

)
# 5 FP32 2#Lb4X, 1RiE portable FMA & /E 24

for actual, expected in (
(projected_fab, expected_fab),
(projected_fb, expected_fb),

cosine = torch.nn.functional.cosine_similarity(
actual.float().flatten(), expected.flatten(), dim=0

).item()

assert cosine > 0.999
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